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Practical 2 - Recompiling Minix, using patches, 
system calls 

This prac will introduce you to some of the details of Minix, including how to recompile the kernel, the structure of 

the source code, creating and applying kernel patches and creating a new kernel call. 

Recompiling the kernel 
The kernel source is found in /usr/src.  Browse the source from there, finding out what each directory contains.  

In order to recompile the kernel, we will use the make utility, which should be familiar to you (if it's not, now is the 

time to do some research and get familiar with it). 

Create a copy of the source 

Before we get started, it's a good idea to make a full copy of the source code to work on.  There are two reasons for 

this: 

1. If you make some changes and then want to revert to the original, we have a copy of it 

2. In order to generate patch files (see later in the prac!), we need to compare our changes to the original 

So, copy the entire source to a directory of your choice, for example: 

# cp -r /usr/src /usr/src-cpy (where /usr/src-cpy is the location of the copy) 

Compiling a new kernel image 

From the /usr/src/tools directory, type make to find out the options available to you.  You may use each of 

these options at some stage (to do to a completely clean install, go to /usr/src and do make clean world; 

this is useful if experiencing strange errors, but takes a very long time to execute!).  We will be creating a new kernel 

image, which can then be used to boot the system.  To create a new kernel image, type (from within 

/usr/src/tools) 

# make install  

You should see the results as files are compiled (this will take a few minutes the first time - subsequent build should 

be significantly quicker).  Once complete, have a look in /boot/image - you should see a file called "3.1.2ar0".  

This is the newly created kernel image (Tutors note: the semantics for the image names are Minix 3.1.2a base image, 

revision 0).  Then, shut the system down (by typing shutdown at the prompt). 

Using the boot monitor 
At the boot monitor prompt, type set to have a look at the boot parameters (once Minix has booted up, use the F5 

key to dump boot parameters to the terminal).  In the list, you should see a line something like: 

image=/boot/image/3.1.2ar0 

This defines the image to be used in booting the system.  By default, the newest image in the specified directory is 

used.  (Tutors note: However for some reason this is not always true, so be sure to always check manually whether 

the desired image has been selected).   
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Manually selecting the boot image  

When (not if!) you build a broken image in the process of attempting to change Minix in some way, you will need to 

specify the old image within the boot monitor. To do this, type the following sequence of commands. 

d0p0s0> image = /boot/image/3.1.2a***  (*** represents the image name you wish to boot to) 

d0p0s0> save (saves the new configuration) 

d0p0s0> boot (boots the system using the current configuration) 

You should now still be running the original image.  Repeat the process of shutting down, this time selecting your 

new image as the boot image from the boot monitor. 

Navigating and editing Minix code 
The Minix code is reasonably readable and well-structured, though it is very daunting when first looking at it.  To 

navigate through the code there are several options 

1. Browse source manually on Minix (using cat | grep | vim) 

2. Browse source manually using the Minix FTP server and Windows Explorer (NOT Internet Explorer) 

3. Browse source as an HTML document (e.g at itee or raspberryginger) 

To edit the code you are limited to either editing it via vim on Minix, or using FTP and Windows Explorer. 

Setting up FTP and Windows Explorer for navigating and editing 

Enable the FTP server if it is not already done so (it is enabled by default in the provided image) 

In /root, create a soft-link to the source directory that you want to edit (e.g. /usr/src).  We create the soft-link 

since (by default) we can only browse the /root directory and below (the soft-link allows us to navigate to other 

areas) 

# ln –s /usr/src /root/foo 

Determine your IP address using the ifconfig command.   

# ifconfig 

The Minix 3 image running doesn’t have a NetBIOS client running so we can only refer to it via its IP address and not 

via a Windows hostname. 

Using the IP address returned, in Windows Explorer enter into the address bar 

ftp://x.x.x.x/foo (where x.x.x.x is the IP address) 

If this is your first time connecting Minix via FTP you will be prompted to enter a user name (root) and password 

(root) (this credential can be cached for any future requests by ticking the Save-Password box).  

We can now access everything in the /usr/src directory. 

To edit a file, copy the desired file to a scratch directory, edit it and copy back the edited file. 

 

http://www.itee.uq.edu.au/~comp3301/Minix%20Source/
http://www.raspberryginger.com/jbailey/minix/html/
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Tutor’s Recommendation 

Use an online code source for browsing code and planning out your solutions (since using FTP is really slow, and the 

online versions have hyperlinks and search mechanisms), and use the FTP and Explorer solution for editing your files.  

Using this method for editing allows you to make backups of your edited files (in likely event that you corrupt all of 

your bootable images, the edited files will not be lost) using SVN (or even just copy-paste-rename).  You might also 

want to backup working VM images as you progress through your solutions in assignments. 

Exercise 
To become more familiar with the code, try and do each of these tasks.  They should be helpful in examining the 

source and starting to understand some of its functionality. 

¶ Add a message to the startup log (just before or after the copyright notice from Vrije Universiteit)  

¶ Find where the system begins booting - try and follow the sequence of steps the system takes.  

¶ Find the main kernel files - summarise what functionality is provided by each.  

Creating patches 
Often we would like to modify the kernel, incorporating someone else's changes (either bug-fixes or improved 

functionality).  These changes are often distributed as "patches", which specify the differences between files, rather 

than the entire file (Subversion (SVN) also stores the differences between file versions).   

In order to create a patch, we first need a clean, unmodified copy of the source.  So, if you haven't already done so, 

create a copy of the source which you can work on, leaving the original source unchanged.  We will use the original 

source found in /usr/src. 

Alter your copy of the source in some way (e.g. perhaps just by adding a comment in kernel/main.c)  

Run the following command to generate the patch file (substituting the appropriate directories).  In this case 

/usr/src-cpy is the original, unmodified source, and /usr/src is the modified source. 

# diff -cr /usr/src-bup/kernel /usr/src/kernel > 13031434.patch 

It is usually a good idea to name the patch appropriately so that you remember when it was created - in this example 

we have a patch created on the 13th August at 2:34pm.  This way you can easily make sure that the name of each 

patch is unique and you won't mistakenly overwrite a previous patch.  

The -cr options specify that diff should produce some context lines around each change, and that diff should 

operate recursively on all subdirectories.  

Have a look at the patch file (cat 13031434.patch).  See if you can work out what all the information in the 

patch file refers to.  

NOTE: Don't try and run diff directly on the entire /usr/src  directory - you will most likely run out of memory.  Just 

run it on one of the subdirectories (e.g. kernel as above).  In the assignments, you will need to need to generate a 

patch using multiple directories, an sample script will be provided.  

Get your patch out of Minix by using FTP and Explorer - in the same way described above.  

Test that your patch works by applying it to a clean copy of the source and making sure it works.  This requires a 

clean Minix image for testing - create your own using a default install.  



4 
 

Applying patch files 
You should now have a patch file inside an otherwise (almost) completely default Minix installation.  In order to 

apply the patch file, enter the following, substituting the appropriate filename: 

# patch -p0 < ***.patch 

Assuming no errors are encountered, check the source code to see if your changes have been correctly applied to 

the clean source.  You can recompile the kernel, and check that your altered kernel operates correctly.  In this case, 

all that's been changed is a comment, so you won't see any changes in the operation of the kernel. 

In order to test your ability to apply patches, here's a patch which will do something to your startup screen... apply it 

from the /usr/src directory, recompile the kernel and boot.  If you don't see the result on booting, hit F7 to see it 

again. 

System calls 
As described in lectures, Minix distinguishes between system and kernel calls.  This part of the prac will involve 

creating a new system call to be implemented by the process manager.  The call will do nothing useful, just print the 

message “Hello World” to the terminal, but will demonstrate how to write a system call.  There are a few steps that 

need to be taken: 

Define the functionality of  the call 

In this particular case, this is simply to print out a message (“Hello World”).  In more complex cases, you will need to 

decide what information is to be passed to the system and what should be returned. 

Decide where the functionality will be implemented  

Minix 3, unlike many other operating systems, has a number of servers running in user-space which are really part of 

the system.  System call functionality can be implemented by these servers rather than the kernel itself - indeed this 

is the preferred option.  Unless there is a specific need to access kernel information, confine as much as possible to 

the most appropriate server.  In this case, printing a message could be done from any server - we will use the 

process manager (pm) to print the message. 

Code the functionality 

There are many places where code needs to be changed/added in order to implement a system call.  For 

our simple example, here are the steps you need to take: 

1. The way that system calls work is to trap (expected software interrupt) into the kernel.  From there, 

the kernel finds out which system call is being requested and executes it appropriately.   

TRAPS/EXCEPTIONS/INTERRUPTS/FAULTS 

An interrupt is a general term used to describe an event that disrupts the normal, sequential, linear 

flow of a program.  Mechanisms such as Unix signals, C# exceptions and clock events in a AVR 

microcontroller are all examples of interrupts.  All of these examples handle an interrupt in a similar 

way; something emits interrupt and a handler function bound to that interrupt “handles” it (update 

clock variable, show error message...). 

Interrupts can be divided into four (loosely-defined) categories, classed upon their expectation to 

occur and who issued it (by the hardware, or by a user process).  To exemplify, a trap occurs 

whenever a process wants to communicate with the kernel such as normal message passing 

http://www.itee.uq.edu.au/~comp3301/Pracs/Prac%202/screen.patch
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between processes; exceptions however occur when a process needs to tell the kernel that 

something internally went wrong. 

Name Expectation Issuer Example 

Trap Expected Software Regular message passing between 
processes/kernel 

Exception Unexpected Software Bounds check in library function failed 
Interrupt Expected Hardware Clock tick occurred 
Fault Unexpected Hardware Accessed invalid memory (SegFault) 

a. bƻǘŜΥ ǘƘŜ ǘŀōƭŜ ŀōƻǾŜ ǳǎŜǎ άƛƴǘŜǊǊǳǇǘέ ǘƻ ŘŜǎŎǊƛōŜ ŀ ǇŀǊǘƛŎǳƭŀǊ ǘȅǇŜ ƻŦ ƛƴǘŜǊǊǳǇǘΤ ǘƘƛǎ 

name is used since historically the first types of interrupts were hardware.   

The calls themselves are defined in /usr/src/include/minix/callnr.h.  You will need to add a 

line to this defining a name for the new call (HELLOWORLD), using a call number not currently used (69).  

Don't change or delete any other lines! 

2. Within the process manager, there are a number of files which implement all of the system calls, organized 

according to their function.  The system calls are all prefixed with do_  Add a function (do_helloworld) 

to /usr/src/servers/pm/misc.c which implements the desired functionality. 

3. The process manager has a record of all the system calls that it handles in 

/usr/src/servers/pm/table.c  The call_vec array is an array of function pointers, each of 

which either points to a function which implements the system call, or to the function no_sys which does 

nothing.  You will need to add a pointer to your newly created function such that the index is the same 

number defined in callnr.h. 

4. This function needs to be defined before use - this is done in /usr/src/servers/pm/proto.h.  Find 

where the other functions from misc.c are defined and define your function appropriately. 

At this point, the system call is defined and implemented, but there is no easy way of calling it from a user 

application (it can only be called by the kernel or a server).  In order to do this, we need to create a library function 

for it which will execute the trap into the kernel appropriately. 

 

Code an interface for the system call  

1. The interface to our system call will be done within /usr/src/lib/posix/ for no particular reason 

other than that's where most of the system calls are.  You may choose to implement it in a different place.  

You will need to create a new file, called _helloworld.c (or similar).  Use one of the existing files in that 

directory as a guide.  All that the function is required to do is call _syscall with a blank message (because 

we don't need to pass any information to the system). 

2. /usr/src/lib/posix/Makefile.in needs to be altered to include the new file in compilation. 

3. /usr/src/lib/syscall/ contains appropriate assembler stubs for each system call.  You will need to 

create a new assembler file for your call.  Again, base your code on one of the other files that already exist. 

4. Similarly to step 2,  /usr/src/lib/syscall/Makefile.in needs to be changed to include the new 

file. 

5. Update /usr/src/include/unistd.h with the details of your new system call. 

The code now exists for your system call - you now need to build the system.  Because we have changed the 

libraries, this is not as simple as running make install.  Here are some steps which should get your system 

rebuilt appropriately: 
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Rebuild the System 

1. From /usr/src/tools, "make includes" will update /usr/src/include with your changes. 

2. From each of /usr/src/lib/posix and /usr/src/lib/syscall directories, "make Makefile" 

will update the appropriate Makefiles to include the new files 

3. From /usr/src/lib, "make depend ; make install" will update the libraries appropriately 

4. From /usr/src/tools "make libraries; make install" will now rebuild the system to include 

the new system call.  Both steps 3 and 4 may take a couple of minutes to run. 

The final step is to create a user application which calls the new function.  Something like the following should be 

sufficient: 

#include <unistd.h> 

 

int main(void) { 

    helloworld(); 

    return 0; 

} 
 

Reboot the system using your newly built kernel, compile your application and run it! 

 

Summary 
You probably think you've just created the world's most complicated "hello world" application!  In one sense it is - 

the functionality you've implemented is trivial.  In terms of how it's been done though, you should now be able to 

pass information to the kernel and get information back out again.  You should also be able to make modifications to 

the kernel and distribute those modifications to others by means of patches.  You should also be starting to get 

familiar with the source structure and where things happen in Minix.  


