
Review and Applications of AI

Russell and Norvig, Chapters 1, 2, 3, 4 
(not 4.4-4.5), 6 (not 6.6), 26 (947-

949, 958-960)  



Overview: aims

ÅTo review the content of the first 4 lectures

ÅTo know about some of the applications of AI



Overview: topics

ÅIntroduction to AI

ÅArtificial Language

ÅSearch

ÅInformed Search

ÅEvolution of Language

ÅAnt Colony Optimization

ÅAdversarial Search

ÅRobot Soccer



Introduction to AI

ÅDefinitions

ÅTuring Test

Å{ŜŀǊƭŜΩǎ /ƘƛƴŜǎŜ wƻƻƳ !ǊƎǳƳŜƴǘ

ÅStrong AI vsWeak AI

ÅAgents



Definitions of Artificial Intelligence

Systems that think like humans Systems that think rationally

ñThe exciting new effort to make 

computers think é machines with minds, 

in the full and literal senseò [Haugeland: 

1985]

ñ[The automation of] activities that we 

associate with human thinking, activities 

such as decision-making, problem 

solving, learning éò [Bellman, 1978]

ñThe study of mental faculties through the 

use of computational modelsò [Charniak & 

McDermott: 1985]

ñThe study of the computations that make it 

possible to perceive, reason, and actò 

[Winston: 1992]

Systems that act like humans Systems that act rationally

ñThe act of creating machines that 

perform functions that require 

intelligence when performed by peopleò 

[Kurzweil: 1990]

ñThe study of how to make computers do 

things at which, at the moment, people 

are betterò [Rich and Knight, 1991]

ñComputational Intelligence is the study of 

the design of intelligent agentsò [Poole et 

al: 1998]

ñAI é is concerned with intelligent 

behaviour in artefactsò [Nilsson: 1998]



The Turing Test

Å Turing proposed a definition of Artificial 
Intelligence independent of the inner 
mechanisms of the machine

Å http:// www.abelard.org/turpap/turpap.htm

Å Operational test of intelligent behaviour

ï Given

Åan interrogator, and

Å (A) a computer and (B) a person in a 
different room

The interrogator, through asking 
questions, must determine whether 
respondent A or respondent B is the 
ŎƻƳǇǳǘŜǊΦ LŦ ǘƘŜ ŎƻƳǇǳǘŜǊ άŦƻƻƭǎέ ǘƘŜ 
interrogator then we can call it 
intelligent.



{ŜŀǊƭŜΩǎ /ƘƛƴŜǎŜ wƻƻƳ ¢ƘƻǳƎƘǘ 
Experiment

Å You are:
ï Monolingual English speaker locked in a room

Å You are given
ï a set of rules in English
ï stacks of paper

Å blank
Å covered with Chinese characters (indecipherable)

Å Another set of paper with Chinese characters appears in a hole in the wall of the 
room

Å The set of rules in English enable you to correlate elements of these new papers 
with elements of the existing stacks of paper and instruct you to give back certain 
sorts of Chinese symbols with certain sorts of shapes in response on the blank 
paper

Å If you are good at following instructions, your responses are indistinguishable from 
those of Chinese speakers 

Just by looking at your answers, nobody can tell you "don't speak a word of 
Chinese." 



Strong AI vs Weak AI

ÅStrong AI

ïduplication of intelligence

ïaims to understand intelligence

ÅWeak AI

ïsimulation of intelligence

ïŀƛƳǎ ǘƻ ƳŀƪŜ ŎƻƳǇǳǘŜǊǎ ƳƻǊŜ ΨǳǎŜŦǳƭΩ



Agents and Environments

Environment Agent?

Sensors
Percepts

Actions
The agent takes sensory 
input from the 
environment and 
produces as outputs 
actions that affect the 
environment.
Agents include humans, 
robots, thermostats, etc

Actuators

Rationality depends on
Åperformance, degree of success,
Åperceptual history,
Åknowledge of environment, and
Åactions available for deployment

An agent consists of
Åan architecture, and 
Åa program.



Artificial Language

ÅHow can agents understand and use language 
appropriately?

ÅWhat sort of concepts can agents form?

ÅWhat abilities do agents require to form these 
concepts?

ÅCan the agents learn new concepts and 
words?



Grounding Artificial Language

ÅSymbol Grounding Problem

From Figure 1 in Roy, D. (2005). Semiotic Schemas: A framework for grounding language in 
action and perception. Artificial Intelligence, 167(1-2), 170-205.

Force: Energyor Strength

Energy: Strengthof force Strength: The power to resist force

Push: To press forcefully against in order to move



Grounding Artificial Language

ÅSemiotic Triangle

Ogden, C. K. and I. A. Richards, I. A. (1923). The Meaning of Meaning: A Study of the Influence of 
Language Upon Thought and of the Science of Symbolism. London: Routledge& KeganPaul.



Semiotic Triangle

Meaning / Concept

Symbol / Sign / Word Referent / Object

PerceptionSocial Convention

Experience



Artificial Language in Robots

ÅTalking heads

ÅLingodroids



Artificial Language: 
Talking Heads

http://talking-heads.csl.sony.fr/



Artificial Language: 
Talking Heads

http://talking-heads.csl.sony.fr/



Artificial Language:
Talking Heads

Meaning Word Score

(red) and (on the right) wapaku 0.7

1. Perception 2. Categorisation

3. Discrimination 4. Lexicalisation

http://talking-heads.csl.sony.fr/ 



Artificial Language:
Lingodroids

http://www.itee.uq.edu.au/~ruth/



Artificial Language:
Lingodroids

http://www.itee.uq.edu.au/~ruth/



Artificial Language:
Lingodroids

http://www.itee.uq.edu.au/~ruth/



Artificial Language:
Lingodroids

A

B

C

ʻ

a location that the 
robots are facing

topic of 
conversation

current 
position

Direction Words

Distance Words



Artificial Language:
Lingodroids

A

B

C

ʻ



Artificial Language Labs

ÅArtificial Intelligence Laboratory @ the Vrije
UniversiteitBrussel
http://arti.vub.ac.be/index.html 

ÅECAgents: Embodied and Communicating Agents
http://ecagents.istc.cnr.it/ 

ÅCognitive Machines @ the MIT Media lab 
http://www.media.mit.edu/cogmac/ 

ÅLanguage Evolution and Computation Research 
Unit @ the University of Edinburgh 
http://www.ling.ed.ac.uk/lec/



Search

ÅProblem Formulation

ÅEvaluating Search Strategies

ÅUninformed Search Strategies

ïBreadth-first

ïDepth-first

ïDepth-limited

ïIterative Deepening

ÅRepeated States



Problem Formulation

Å A problem is defined by the four items

1. Initial state
Å The state that the system knows itself to be in

2. Actions and states to consider, as give by a successor function
Å Given the state x, S(x) returns the states reachable from x by any 

single action

The initial state and the successor function define the state space of 
the problem: the set of all states reachable from the initial state 
by any sequence of actions.

3. Goal test
Å Determines whether a given state is the goal state

4. Path cost (additive) 
Å The sum of the costs of the individual actions along the path

Å A solution is a sequence of action leading from the initial state to the 
goal state



Search Strategies

Å A strategy is defined by picking the order of node expansion

Å Strategies are evaluated along the following dimensions:
ïCompleteness ςdoes it always find a solution if one exists?
ïTime complexity ςnumber of nodes expanded
ïSpace complexity ςmaximum number of nodes in memory
ïOptimality ςdoes it always find a least-cost solution?

Å Time and space complexity are measured in terms of
ïbςmaximum branching factor of the search tree
ïdςdepth of the least-cost solution
ïmςmaximum depth of the state space



Uninformed search strategies

ÅUninformed strategies use only the 
information available in the problem 
definition

ïBreadth-first search

ïDepth-first search 

ïDepth-limited search

ïIterative deepening search



Breadth-first

Å Tree is examined from the top down

Å Every node at depth d is examined before any node at 
depth d+1 is

Å Can implement a breadth-first search by adding new 
nodes to the end of the list maintained.



Depth-first Search

Å Expanding a search tree so that the terminal nodes are 
examined from left to right

Å You always explore a child of the most recently 
expanded node

Å If this node has no children, the procedure backs up a 
minimum amount before choosing another node to 
examine.

Å Can be implemented by pushing the children of a given 
node onto the front of list L and always choosing the first 
node on L as the one to expand.



Depth-limited search

Å= depth-first search with depth limit l

ïi.e. nodes at depth l have no successors



Iterative deepening search

ÅIterative deepening depth-first search

ÅGradually increase the depth limit used in a 
depth-limited search



Comparing uninformed search 
strategies

Breadth-First

ÅYes

ÅO(bd+1)

ÅO(bd+1)

ÅYes

Depth-Limited

ÅNo

ÅO(bl)

ÅO(bl)

ÅNo

Depth-First

ÅNo

ÅO(bm)

ÅO(bm)

ÅNo

Iterative 
Deepening

ÅYes

ÅO(bd)

ÅO(bd)

ÅYes

Complete?

Time

Space

Optimal?



Dealing with repeated states

ÅDo not return to the state you just came from
ï9ȄǇŀƴŘ ŦǳƴŎǘƛƻƴ ŘƻŜǎƴΩǘ ŀƭƭƻǿ ƎŜƴŜǊŀǘƛƻƴ ƻŦ ŀ 

successor that is the same state as the parent 
node

ÅDo not create paths with cycles in them
ï9ȄǇŀƴŘ ŦǳƴŎǘƛƻƴ ŘƻŜǎƴΩǘ ŀƭƭƻǿ ƎŜƴŜǊŀǘƛƻƴ ƻŦ ŀ 

successor that is the same state as any of the 
ancestor nodes

ÅDo not generate any state that was ever 
generated before
ï9ȄǇŀƴŘ ŦǳƴŎǘƛƻƴ ŘƻŜǎƴΩǘ ŀƭƭƻǿ ƎŜƴŜǊŀǘƛƻƴ ƻŦ ŀ 

successor that is the same as any existing node



Informed Search

ÅBest-first search

ïGreedy search

ïA* search

ÅHeuristics

ÅLocal search



Best-first search

Å9ȄǇŀƴŘ ǘƘŀǘ ƴƻŘŜ ƛƴ ƭƛǎǘ ǿƘƛŎƘ ƛǎ ŜǾŀƭǳŀǘŜŘ ŀǎ άōŜǎǘέ

ÅEffectiveness depends on quality of guesses ςdifferent 
heuristic functions

Å Implemented with a priority queue

ïMaintain the fringe in ascending order of f-values

ÅTwo kinds of best-first algorithms:

ïGreedy search: Expand node closest to goal;

choose node n where f(n) = h(n) is minimised

ïA*: Expand node on least-cost solution path;

choose n where f(n) = h(n) + g(n)is minimised

ïMaths notation: choose n1 = argminn f(n), nin fringe



Greedy search

ÅTries to expand the node closest to the goal

ÅIdea: use an evaluation function for each 
node

ïEstimate of desirability

ïÝ expand most desirable node

ÅImplementation

ïFringe is a queue sorted in decreasing order of 
desirability



A* search

ÅIdea: avoid expanding paths that are already 
expensive

ÅEvaluation function f(n) = g(n) + h(n) 

ïg(n) = cost so far to reach n

ïh(n) = estimated cost to goal from n

ïf(n) = estimated total cost of path through n to 
goal



Best-first summary

ÅBest-first search expands minimum cost 
nodes (according to some measure) first

ÅGreedy searchminimises the estimated 
cost to the goal, f(n) 

ïUsually decreases search time

ïNeither complete nor optimal

ÅA* search is complete & optimal, but can 
have prohibitive space/time complexity



Admissible Heuristics

Åh(n) must never overestimate the cost 
to reach the goal

ÅAdmissible heuristics are optimistic

ïThey think the cost of solving the 
problem is less than it actually is

ÅA* is optimal if h(n) is an admissible 
heuristic

ÅExample admissible heuristic

ïStraight line distance used to get to 
Brisbane

3

1 2

1

goal

2

3

1

1

goal



Local search algorithms:
Iterative Improvement

ÅOften state description contains all of the 
information needed
ïPath is irrelevant ςwe no longer care about the steps 

to get there
ïhƴƭȅ άƭƻŎŀƭέ ƛƴŦƻǊƳŀǘƛƻƴ ƛǎ ǳǎŜŘ ςthe space is not 
ǎŜŀǊŎƘŜŘ ǿƛǘƘ ŀ άƎƭƻōŀƭέ ǾƛŜǿ

ÅIterative improvement: start in a complete 
configuration and make incremental changes to 
improve its quality
ÅImprovement can be measured using an objective 

function



Three local search algorithms

ÅHill climbing
ïTake actions that improve the current state (greedy 

local search) 

ÅSimulated annealing
ïSelect actions stochastically (may make things worse 
ǘŜƳǇƻǊŀǊƛƭȅύ ŀŎŎƻǊŘƛƴƎ ǘƻ ŀ ŘŜŎǊŜŀǎƛƴƎ άǘŜƳǇŜǊŀǘǳǊŜέ

ÅGenetic algorithms
ïSearch using a population of states, in which each 
ǎǘŀǘŜ ƛǎ ǎǳōƧŜŎǘŜŘ ǘƻ άŜǾƻƭǳǘƛƻƴŀǊȅ ǎŜƭŜŎǘƛƻƴέ ŀƴŘ 
άŜǾƻƭǳǘƛƻƴŀǊȅ ǇǊƻŎŜǎǎŜǎέ ǘƻ ŎǊŜŀǘŜ ŀ ƴŜǿ όƳƻǊŜ άŦƛǘέύ 
population of states



Evolution of Language

ÅEvoLang: International Conference on the 
Evolution of Language

Åhttp://stel.ub.edu/evolang2008/

Åhttp://evolang2010.nl/

http://stel.ub.edu/evolang2008/
http://evolang2010.nl/


http://lis.epfl.ch/index.html?content=research/projects/ECAgents/

Evolution of Language:
ECAgents

videos/ECAgents EPFL real s-bots.avi


Evolution of Language:
ECAgents

D.Floreano, S.Mitri , S.Magnenat, and L.Keller. Evolutionary Conditions for the 
Emergence of Communication in Robots. Current Biology, 17:514-519, 2007. 



Evolution of Language:
ECAgents

ÅNew paper showing that the agents are also 
able to evolve deception

S.Mitri , D.Floreano, and L.Keller. The Evolution of Information Suppression in 
Communicating Robots with Conflicting Interests. PNAS, 2009. In press.


