
Machine learning

A̧utomatically
f̧inding knowledge in data - data mining
b̧uilding models of processes/programs from data
a̧dapting/customizing programs from user interaction

Ŗussell and Norvig, Chapter 2.4, 18, 19 (section 19.1) 
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Special Summer School on Animal Navigation 
23 -27 November, 2009 

The goal of the ñSummer School on Animal 

Navigationò is to introduce students from Australia, 

New Zealand and other countries to the fascinating 

and rapidly developing multi-disciplinary research 

field of ñAnimal Navigationò. The mechanisms of 

animal navigation are a hot research topic 

internationally, in biology and in robotics. A diverse 

range of animal species are discussed in the 

lectures to illustrate the many challenges, 

physiological adaptations, and computational 

principles used in nature to carry out various 

navigation tasks. 

This year the invited speakers include leading 

researchers from the United States, Germany, 

Israel, New Zealand and around Australia. For the 

first time, the Summer School will be held at The 

University of Queensland, Brisbane, Australia. 

Topics include... 

Principles, concepts and key experiments in animal 

and robot navigation; sensory physiology, 

neurobiology, neurocomputational models, from 

arthropods to mammals; landmark guidance, view-

based homing, path integration, odometry, optic flow 

processing and biological compasses; diverse 

challenges and solutions of microbial to 

transcontinental navigation; basic and advanced 

topics in neuro-ethological robots. Participants also 

have the opportunity to take part in an 

animal/human field navigation experiment. 

Australian and Overseas Speakers 

Michael Arbib, Ken Cheng, Peter Corke, Geoff 

Goodhill, Justin Marshall, Jason Mattingley, 

Jonathan Roberts, MV Srinivasan, Nachum

Ulanovsky, Janet Wiles, Roswitha Wiltschko, 

Wolfgang Wiltschko, Gordon Wyeth, Jochen Zeil ... 

and many others. 



Jointly organized and sponsored by 

ARC Centre of Excellence in Vision Science/Centre for Visual Sciences 

and 

Thinking Systems (UQ). 

Application and further details: 

Follow the Events link at www.qbi.uq.edu.au 

or contact Dr Allen Cheung (a.cheung@uq.edu.au) 

Deadline for applications: 18 September 2009

Special Summer School on Animal Navigation 
23 -27 November, 2009 



9714 pregnant women

215 attributes over time

(health, ultrasound, type of delivery,

final health of mother and baby) 

Predict features occurring late based 

on those occurring earlier, e.g. 

predict emergency C-section.

0.07 if rule is not usedé

Data mining



ñTrainingò computer programs

624 grey-scale images of 20 different people 

were used to train a ñneural network.ò

Additional images were recognized with 90% 

accuracy.

Face direction classified with 90% accuracy.

Whereôs the program and who wrote it?



Self-customizing computer programs

Automatic filtering of newsgroup articles.

Trained using user-expressed rankings (1-5).

Assembles top-20 list of articles for the user.

Based on a statistical analysis of text.



¸ understand basic concepts used in machine learning, 
e.g. example, hypothesis, classification, regression, 
function, training and testing performance

¸ be aware of different types of feedback received by a 
learning agent, i.e. supervised and unsupervised

¸ understand what generalisation means and what 
specialisation means

¸ know of several machine learning techniques and 
representations

¸ know how to assess the performance of machine 
learning techniques 

¸ know of several ways to improve machine learning 
techniques

Machine learning: Concepts
Overview: aims



Machine learning: Concepts
Overview: topics

¸ Learning (agent, element)

¸ Learning element (components, feedback, 
representation)

¸ Inductive learning, hypothesis space

¸ Information (theory, content, gain)

¸Assessing performance of supervised 
learning algorithms

¸ Improving machine learning performance 
(overfitting, ensemble learning)

¸Machine learning techniques (examples)



Machine learning goals

¸Building a model

¸Data mining

¸Saves us the hassle of building intelligent 
machines

¸Allows the machine to acquire competence 
as it experiences its environment



Nature of Task

¸Classification: 
¸ output is discrete (nominal) ïclassify the input 

(percepts + internal state) 

¸Regression:
¸ output is continuous ïreal-valued response



Applications

¸ Immense range ïwherever you need 
adaptable software
¸ Classification examples: 

¸ face recognition, speech recognition, patient diagnosis, email 

spam or not?, credit scoring

¸ Regression examples:

¸ predict $A exchange rate, predict tomorrow's maximum 

temperature, estimate time to failure, estimate current location



Classification

¸Using a representation (function or process) 

and learning algorithm that discriminates

between classes of inputs.

¸Either discrete representations (e.g. logical 

expressions), or

¸ numeric representations that describe 

decision boundaries between classes in the 

input space.



What is learning?

¸Any change in a system that allows it to 

perform better the second time on repetition 

on the same or on another task drawn from 

the same population 
(Simon, 1983).

¸Compare with human learning, natural 

evolution, etc.



Types of Agents
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Simple Reflex 
Agent

Condition-action rules
What action I

should do now

What the world
is like now

Actuators

Sensors
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Model Based 
Reflex Agent

Condition-action rules
What action I

should do now

What the world is
like now

Actuators

Sensors

What my actions do

How the world evolves

State
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Goal Based 
Agent

Goals
What action I

should do now

What the world is
like now

Actuators

Sensors

What my actions do

How the world evolves

State

What it will be like
if I do action A
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Utility Based 
Agent

Utility
How happy I will be

in such a state

Actuators

Sensors

What my actions do

How the world evolves

State

What it will be like
if I do action A

What action I
should do now

What the world is
like now



A Basic Agent
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Agent

Performance 
Element

Actuators

Sensors
Percepts

Actions



The learning agent

¸ Learning allows agents to operate in 
unknown environments

¸ Learning agents can become more 
competent than their initial knowledge base 
allows

¸Percepts can be used for deciding which 
actions to perform, and also for improving the 
ability to act in the future



The learning agent



The learning agent:
Performance element

¸Responsible for selecting external actions

¸All of the components of previously 
considered agent types (simple reflex, model 
based reflex, goal based, utility) are part of 
the performance element



The learning agent



The learning agent:
Learning element

¸Responsible for making improvements

¸Modifies the performance element so that it 
makes better decisions

¸Makes changes to the óknowledgeô 
components of the previously considered 
agent types

¸ How the world evolves

¸ What my actions do



The learning agent



The learning agent:
Critic

¸Provides feedback to the agent based on a 
fixed performance standard

¸Determines how the performance element 
should be modified



The learning agent



The learning agent:
Problem generator

¸Suggests actions that will lead to new, 
informative experiences

¸Exploratory actions

¸Enables the agent to potentially discover 
better actions



The learning agent: 
Learning Element

How can the agent learn?

¸Components
¸ Of the performance element that can be learned

¸ Feedback
¸ About the components to aid learning

¸Representation
¸ Used for the components



Learning Element: 
Performance Element Components

What can the agent learn?

¸Conditions -> Actions

¸Percepts -> Inferred World Properties

¸How the world evolves

¸Actions -> World Changes

¸Utility of world states

¸Action-values

¸Goal states



Learning Element:
Type of Feedback

What feedback can the agent receive?

¸None -> unsupervised learning ïe.g. find 
ñclustersò in data

¸Good/bad feedback -> reinforcement learning 
ïaim for good results

¸Right answers -> supervised learning ï
system should produce similar answers on 
examples and generalise to new cases
¸ Very common ïwe focus on this



Learning Element:
Feedback ïUnsupervised

¸ The learning element aims to learn patterns 
in the input when no feedback is supplied

¸E.g. taxi agent gradually develops a concept 
of ógood traffic daysô and óbad traffic daysô

Photo from: commons.wikimedia.org



Learning Element:
Feedback ïReinforcement

¸ The learning agent learns from reward / 
punishment about their behaviour

¸E.g. playing a game, after 100 moves being 
told óyou loseô

Photo from: commons.wikimedia.org



Learning Element:
Feedback ïSupervised

¸A teacher provides the correct output for a 
set of examples, the learning agent learns to 
associate the input pattern with these outputs

¸E.g. seeing many camera images, being told 
they contain buses, learning to recognise 
buses

Photo from: commons.wikimedia.org



Supervised learning

Concepts, notation

¸ Input space X with examples xiÍX, i=1,..,m.

¸Assume that the true (or best) function 

mapping input to output is f(.) 

¸Output space Y with corresponding examples

yi = f(xi)ÍY, i=1,..,m.

¸We hope to approximate f(.) via a Hypothesis 

function h(.) 

¸Examples: input/output pairs: di = {xi, yi}, 

¸Whole dataset D = {di , i=1,..,m.}



Learning Element:
Representation

How can the knowledge be represented?

¸Propositional logic (Chapter 18)
¸ (Decision Trees)

¸ First-order logic (Chapter 19)
¸ (Current Best Learning)

¸Bayesian networks (Chapter 20)
¸ (Naïve Bayesô Classifier)

¸Neural networks (Chapter 20)

¸ (Feed-forward networks)



Learning Element:
Availability of prior knowledge

¸Majority of learning in AI involves agents 
starting with no knowledge

¸Most human learning has context of 
background knowledge

¸Prior knowledge can help in learning



Summary so faré

¸ Machine Learning Goals
¸ Classification
¸ Regression

¸ Learning Agent
¸ Performance Element
¸ Learning Element
¸ Critic
¸ Problem Generator

¸ Learning
¸ What can the agent learn?
¸ What feedback can the agent receive?
¸ How can the knowledge be represented?



Inductive learning (1)

¸Given a collection of examples of f, return a 
function h that approximates f

¸ h is a hypothesis, and is consistent if it 
agrees with f on all examples

Figures from: http://aima.eecs.berkeley.edu/slides-ppt/



Inductive learning (2)

¸ The problem of induction is to find a good 
hypothesis that will generalise well

¸A straight line?

h1(x)=k1x+k0 : straight line



Inductive learning (3)

¸Curve?
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polynomial, for some I > 2



Inductive learning (4)

¸Polynomial?
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Inductive learning (5)

¸More complex é

Ockhamôs razor: prefer the simplest hypothesis consistent with data

Complexity?

Error?

Generalisation?

Tradeoff between the 

complexity of the 

hypothesis and the 

degree of fit to the data



Hypothesis space

¸H is the set of hypotheses considered

¸A learning problem is realisable if H contains 
the true function

¸A learning problem is unrealisable if H does 
not contain the true function



Searching the hypothesis space (1)

¸Alternative to searching hypothesis space to 
find a hypothesis that matches the current 
knowledge is:

¸ Taking advantage of prior knowledge of the 
world, and allowing the incremental 
construction of hypotheses



Searching the hypothesis space (2)

¸Assume representation is predicate-based

¸A hypothesis defines a goal predicate

¸ which is true for all ñpositivesò and false for all 

ñnegativesò

¸ The hypothesis predicts a set of examples as 

ñpositivesò ïthe extension of the hypothesis



Searching the hypothesis space (3)

¸A hypothesis that does not agree with 
observed examples may be:
¸ False positives (hypothesis says the example 

should be positive, but it is negative)

¸ False negatives (hypothesis says the example 
should be negative, but it is positive)



Searching the hypothesis space (4)

Training examples: Hr is illustrated as the boundary between 
its positives (extension) and its negatives. (a) consistent, (b) 
one false negative, (c) Hr is generalized, (d) one false 
positive, (e) H r is specialized.



Searching the hypothesis space (5)

¸Generalisation
¸ The new hypothesis is more general than the 

existing hypothesis

¸ More examples are classified as positive

¸ The extension of the hypothesis is increased

¸Specialisation
¸ The new hypothesis is more specific than the 

existing hypothesis

¸ Fewer examples are classified as positive

¸ The extension of the hypothesis is decreased



Summary so faré

¸ Inductive Learning
¸ Ockhamôs Razor

¸ Tradeoff between complexity, error, generalisation

¸Hypothesis space
¸ Positives, negatives

¸ False positives, false negatives

¸ Generalisation and specialisation



Tossing a coiné



Information theory (1)

¸ Imagine we want to send a signal along a 
telegraph line via a binary encoding

¸Call the two possible symbols A and B

¸ For the type of information we wish to send, 
there will be a certain probabilities P(A) and 
P(B) = 1-P(A)

¸Claude Shannon worked out that the number 
of bits of information one gets from each 
received symbol (either an A or a B) depends 
upon P(A) and P(B)



Information theory (2)
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¸ I[P(A),P(B)] = ïP(A)log
2
P(A) ïP(B)log

2
P(B)

¸ The information content per received symbol 
is maximised when P(A)=P(B)

¸Basis of many coding schemes, e.g. zip

¸ The theory was easily generalised to an 
arbitrary number of symbols: m



Information theory (3)
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Information content of answer in bits, given probabilities of all possible answers
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Estimate of information content of a positive answer in a binary classification:

where p is the number of positive examples

and n is the number of negative examples.
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Information theory (4)

0)()/1/(log 00 =-= ­­ xLimxxLim xx

Convention: 0 log 0 = 0. Why ? LôH¹pitalôs rule on x log x:

Also remember: log 1 = 0; log 0 generally undefined 

(approaches negative infinity).
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Measure of the information contained 

in a message, as opposed to the 

portion of the message that is strictly 

determined (hence predictable) by 

inherent structures.

(from Wikipedia, www.wikipedia.org) 
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Information theory:

Example
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