Biological systems and data:
A machine learning perspective

A brief introduction

The emergence of complex systems

» Evolution (a theory for the development of biological
systems)
— Evolutionary computation (algorithms inspired by theory of
evolution and realised in computational terms)
— Evolutionary computation simulates the evolution of
computational models using life-inspired constraints

» Data (fossils/evidence of biological complexity)

— Data-driven analysis of genomic data (large-scale analysis
for “patterns”, utilising statistical and machine learning
algorithms)

— Enables the development of computational models using
static but real observations (snapshots of nature)

Learning objectives

Know the basic structure of the cell (our biological
system)

Be familiar with basic processes for gene expression and
protein synthesis

Be familiar with biological sequence data and some data
resources: Genbank, Swissprot and PDB

Be able to exemplify and explain the application of
machine learning to problems like gene expression
analysis and determining protein localization

Be familiar with K-means, Hierarchical cluster analysis,
Support vector machines and Bayesian inference when
applied to the aforementioned problems

Biological systems?
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“The human body has roughly about
1,000,000,000,000 cells (1 trillion).

There are around 200 types which are basically the
same as those found in snekes, birds and other
mammals.

Above is aeukaryotic cell (from the Nobel prize web
site). Prokaryotic cells have no nucleus, hence the
genetic material is stored and sometimes handled
differently.

All cells (with afew exceptions) contain the same
genetic information.
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Genes

The genome of a human being (Homo Sapiens) contains roughly 3,310,000,000
pairs of nucleotides.

The house mouse (M us M usculus) has a genome of about 3,300,000,000 base
pairs. So, roughly the same size (actually, all mammals are of the same order).
One popular speciesin bio-labs is the Caenor habditis Elegans -- a small worm
(anematode) -- has a genome size of about 100,000,000. So, considerably
smaller.

The genome contains genes -- stretches of nucleotides that code for something.

1t has been known since Mendel that genes are the basic units of inheritance and
that genes determine many things of the organism (e.g. colour of eyes).

The number of genes in humans has been estimated to be around 30-40,000. The
same number holds for the house mouse too.

The number of genesin C. Elegansiis estimated to be 19,000. So, we (humans)
have not many more "basic units of inheritance" than aworm...

Protein synthesis

The central dogma states that the
two strands of the DNA are separated
at the site of the gene. An enzyme
(RNA polymerase)
copies/transcribesthe DNA into
messenger RNA (RNA is made of
nucleotides as well but Uracil
replaces Thymine). The messenger
RNA istransported to the ribosome
outside the nucleus of the cell. Using
transfer RNA the ribosome
translatesthemRNA into a
sequence of amino acids which
forms a protein. Proteins make us.

Gene regulation

One can distinguish between
structural genes and
regulatory genes (which
regulates the rate of
transcription through their
products).

According to the central
dogma, "products” are here
understood as proteins,

however, recently many RNA
molecules have also been
found to fulfil regulatory roles

Above, an example showing a
repressor protein switching genes on
and off (from the National Health
Museum).

Biological Data?

Biological Data?

Amino acids

G Glycine Gly P Proline

A Alanine Ala \% Valine

L Leucine Leu | Isoleucine

M Methionine Met C Cysteine

F Phenylalanine Phe Y Tyrosine

w Tryptophan Trp H Histidine

K Lysine Lys R Arginine

Q Glutamine GIn N Asparagine

E Glutamic Acid Glu D Aspartic Acid
S Serine Ser T Threonine
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Thetranslation from RNA to amino
acidsis done by looking at three
nucleotides at atime, and converting
that triplet to the appropriate amino
acid (seetable below). Thereis some
redundancy in the genetic code/codon
(seethethird basein particular).

Biologically (in the eukaryotic cell),
the transcription to mMRNA happens
inside the nucleus, the translation
happens on ribosomes in the
cytoplasm. Also see
http://www.accessexcellence.org/RC/
VL/GG/protein_synthesis.html for an
alternative description of
transcription/transation.

Biological Data?

Protein

The gene product is
the protein
CAA46153
interleukin-1B
converting enzyme
[Homo sapiens].

Biological data?

Biological data?

Discussion questions

« Biological sequence data can be seen and
presented to various analysis tools as symbolic
strings. Suggest alternative and perhaps more
informative ways of encoding amino acids.

¢ The cell is a highly dynamic system. Give one
example of how the system controls itself. Is the
control globally or locally orchestrated? Can you
draw a network describing the dynamics?

Processes in the cell:

Building models based on data

Gene expression

Protein trafficking
— Secretion of proteins

— Import of proteins into nucleus and other sub-cellular

compartments
— Membrane insertion...

Interaction
— Protein-protein interaction
— Protein-DNA binding...




Gene expression

Monitor transcription of genes

DNA Microarray technology

— Simultaneous interrogation of
thousands of genes
(sometimes the whole
genome)

— mMRNA transcript probes
labelled with flourophore

— Gene expression measured as
ratio between mRNA level and
background signal

— Up-regulation (red) vs down-
regulation (green)

Cluster analysis of microarray data

(6) from Eisen et al. (1998) Proc. Natl. Acad. Sci. USA 95, 1486314868
Combined yeast data sets. cDNA from separate time courses of expression in S. Cerevisiae were clustered

Hierarchical cluster analysis

Cluster analysis
dendrograms can
visualize spatial
relations in high-
dimensional data
1. Compute
distances
among all points
2. Collapse the two
most similar
vectors (merging
their distances,
e.g. by
averaging)
3. Repeat 2 until
only one vector
remains.

Cluster analysis using K-means

Inputs

« K-means clustering is a
simple unsupervised
technique which operates
in a (possibly high-
dimensional) numeric
space. K-means takes a
data set (points in an
input space, blue in the
figure) and can be used
to label points with
classes based on
similarity in space.

Cluster analysis using K-means

Outputs

K-means figures out
K points in the same
space which are
centroids of K clusters
in the data set (red in
the figure).

Cluster analysis using K-means

Testing




Discussion question

» Assume access to data from microarray
experiments, how can we find which
genes that are co-expressed (or co-
repressed)?

» Can we infer regulatory relationships
between genes from this analysis (note
that genes can repress or excite one
another)?

Classifying cancer using microarray data

+ T.R.Golub et al., Molecular Classification of
Cancer: Class Discovery and Class
Prediction by Gene Expression Monitoring,
Science, 286, pp. 531-537, 1999:

+  The challenge of cancer treatment has been
to target specific therapies to
pathogenetically distinct tumor types, to
maximize efficacy and minimize! mx\cwlﬁ
Improvements in cancer classification have
thus been central to advances in cancer
treatment.

Monitoring by DNA microarrays is described
and applied to human acute leukemias as a
test case. From patient data (38 bone
marrow samples), a class discovery
procedure automatically discovered the
distinction between acute myeloid leukemia

\ML) and acute lymphoblastic leukemia
(ALL) without previous knowledge of these
classes.

*  Genes distinguishing ALL from AML. The 50
genes most highly correlated with the ALL-
AML class distinction are shown.

+ Classifier based on genes with strongest
expression/class correlation —
neighbourhood analysis
More recent classifiers often based on
support vector machines (SVMs)

Discussion question

» Using microarray technology we sample
the simultaneous expression level of
thousands of genes. However, the
experiment is only performed on a smaller
number of patients for which we have a
confident diagnosis.

— Suggest a strategy for classifying gene
expression profiles.

— What difference does it make if we have 30,
300 or 3,000 patient records?

Building a predictive model when
targets are available

« Access to known “targets” for some data
 Build a “model” that accurately predicts the
target value for novel data
« Two main problem types depending on
“targets”™
— Classification (of specific interest here)
— Regression

Which algorithms are appropriate?

» Different algorithms seem to prefer
different solutions, which is best for your
problem?

» Support vector machines (SVMs) provide

— certain guarantees regarding the separation
of data, and

— a useful flexibility regarding the format of data

The Sheep Vector Machine




How to present sheep to the
machine?

¢ All kernel-based methods (SVM, SV-regression,
kernel-PCA etc) operate only on pairs of

samples
— dot-product
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How to present sheep to the
machine?

¢ All kernel-based methods (SVM, SV-regression,
kernel-PCA etc) operate only on pairs of
samples
— The kernel function (effectively replaces the dot-
product)

K(x,X%,) =11
P
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The prediction of an SVM

N
f(xa) yaK(x,X)+a,
i=1
The sign of f indicates which class the test sample x belongs to
— the number of training samples
— the kernel function

— the test sample
— the ith training sample

X X X Z

— the ith Lagrangian multiplier
— a decision offset (bias)

D

Note that only some &, will be non-zero (the “support vectors”)

Training: Determining a values
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C — user defined constant to balance model complexity
and approximation error (larger C  smaller margin
and more “correct”)

Machine learning for classification

» Machine learning algorithms perform
variably

— SVMs focus on the confidence of
classifications, i.e. maximum margin (not the
number of classification errors, i.e. minimal
empirical risk)

— SVMs have high accuracy on many problems,
particularly popular for classifying gene
expression data and other high-dimensional
biological data sets

Discussion question

* Microarray data is “sparse” (many genes,
but few experiments).
— In which way is a support vector machine

likely to do better than many other machine
learning classifier on sparse data?




Protein sub-cellular localization

Protein subcellular localization/targeting is a
result of evolution, models can be used to
understand the existing system
— A cell can contain 10,000 different kinds of proteins
— The eukaryotic cell has evolved

« several functionally specialized compartments and

membranes, including a pathway for protein secretion/export,

a membrane-lined nucleus, mitochondria, peroxisomes, ...
— But most proteins are synthesized on ribosomes in
the cytosol... How do they transit? What features will
assist in inferring the final location of a protein?

Protein targeting is a dynamic process

Bayesian classification combining
several sources of evidence

Priors

« Each prior (except the
composite prior)
represents the known
compartment
populations in the
corresponding
dataset.

Inferring localization

A number of features are
identified
The protein content of each
compartment is checked for
features (evidence)

— Thus p(feature|L) is

determined
Bayes rule
P(ba) = P@IDIP(®)
P(a)

Use evidence for each
compartment

Summary

 Cellular processes can be modelled by
analysing experimental data
— Cluster analysis to find unknown patterns/regularities
in high dimensional space
« HCA, K-means
« Examples include gene expression analysis, inferring gene
regulatory networks
— Predictive models when targets are available
* SVM (powerful), Naive Bayes (transparent)

« Examples include diagnostic gene expression analysis,
subcellular localization




