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Introduction to probability models 
 
1. Elements of Probability 
 

Probability theory is concerned with phenomena that are not predictable in advance. 
Phenomena that are often used to introduce elementary ideas are things like the outcome of 
tossing a coin, throwing a pair of dice, or selecting cards from a deck. But the ideas that can be 
generated from such elementary considerations can be employed in important practical situations 
such as keeping congestion to acceptable levels in telecommunications networks, quality control 
in manufacture or the extraction of signals from noise. 

So, we will commence with the consideration of elementary phenomena and we will use 
them first to introduce the idea of a sample space. 
 

1.1 Sample Space 
 

The elementary phenomena we will consider (coin tossing, etc.) are usually referred to as 
experiments in the literature on probability theory. Although the outcome of such experiments is 
not known in advance, we will assume that the set of all possible outcomes is known. The set of 
all possible outcomes for a particular experiment is called the sample space for that experiment 
and is denoted by S. 

Consider a few examples. 
 

1. If the experiment consists of tossing a coin, then 
 

S  =  {H, T} 
 

where H and T represent the two possible outcomes, “head” or “tail”. 
 

2. If the experiment consists of throwing a die, the sample space is 
 

S  =  {1, 2, 3, 4, 5, 6} 
 

3. If the experiment involves tossing two coins, we have 
 

 S  =  {(H, H), (H, T), (T, H), (T, T)} 
 

where, for example, (H, T) represents the outcome where the first coin comes up “head” and the 
second coin comes up “tail”. The sample space here indicates that the experiment is twice as 
likely to lead to a head and tail outcome rather than two heads or two tails. 
 

4.   If the experiment consists of measuring the lifetime of a car, we are obliged to assume 
that the car could last indefinitely so that the sample space consists of all the non-negative real 
numbers: 
 

 S  =  [0, � ) 
 

where the square bracket, which is used by mathematicians to represent a closed interval, 
indicates that the car’s lifetime could be zero – eg it might be thrown on the scrap heap before 
ever being used. The round bracket, which is used by mathematicians to represent an open 
interval, indicates that the car’s lifetime could approach infinity. Why should we allow it to 
approach infinity when we know that cars these days are usually built to last for no more than 10 
years? Well, the problem is that if we put an upper limit on the lifetime and, say, made S = [0, 
20], where the upper limit is 20 years, we are saying that it is impossible for the car to survive 
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even one second beyond 20 years. This is obviously a nonsense, so it is easier to allow the 
sample space to be unbounded as above. The fact that an unbounded lifetime is virtually 
impossible is taken care of by other means that will become clear later. 

 

Events 
 

We have seen that the sample space is the set of possible outcomes to a given experiment. 
Any subset E of the sample space is known as an event. Some examples are as follows: 
 
(a)   From example (1) above, we might have E = {H}, in which case, E is the event that the 

outcome of the coin toss is a head. 
(b)    From example (2), we might have E = (1, 3, 5} so that E is the event that the throw of    

the die leads to an odd number. 
(c)     From example (3), the event E = {(H, T), (T, H)} is the event that the toss of two coins  

leads to a head and a tail. 
(d)     From example (4), the event E = {[7, 9]} is the event that the car lasts between 7 and 9 

years. 
 

For any two events E and F in a sample space S, the union of E and F, denoted EÈ F 
consists of all outcomes that are in either E or F (or both). Thus, considering again example 
(2) above, if E = {1, 3, 5} and F = {1, 2, 3} we have EÈ F  =  {1, 2, 3, 5}. So the event EÈ F 
occurs if the outcome of throwing the die is 1, 2, 3, or 5. 

The intersection of two events E and F is denoted EÇ F and consists of all outcomes 
that are contained in both E and F. So, with E and F as in the last paragraph, EÇ F = {1, 3}. 
Note that the event EÇ F only occurs if both E and F occur. 

 

1.2 Probabilities of events 
 

On a recent overseas tour, the England cricket captain, Nasser Hussein, as the visiting 
captain, was invited to call “heads” or “tails” at the traditional coin toss before the start of 
each game. In the eleven matches that he captained, he called “heads” each time and lost each 
time. Everyone would agree that this was a most unlikely series of coin tosses. Before we go 
on to investigate further, let me add that Hussein was unable to take part in one game in the 
middle of series because of injury and his vice-captain, Marcus Trescothick, stood in for him. 
He called “tails” and won!  

If we toss a fair coin it is equally likely to come up heads or tails but if we toss it several 
times, it is quite common to have a large proportion of one or the other. We have just seen 
that in the cricket series, the coin came down “tails” in 12 consecutive tosses. But if we were 
to continue tossing the coin, and if the coin was truly fair, we would start to see “heads” turn 
up and, since both are equally likely, the proportions of heads and tails would tend towards 
50% each. 

The 50% reflects the probability with which we can expect to obtain either a head or a 
tail on a particular toss of the coin. If we write Pr(E) for the probability of the occurrence of 
event E, then, for the tossing of a fair coin, we have Pr(H) = Pr(T) = 0.5. 

In general, if an experiment is repeated N times and the event E occurs NE times then, to 
a high degree of certainty, the ratio NE/N will be close to the probability of E occurring in a 
single experiment, so long as N is sufficiently large. 

If an event E can never occur, we will have NE = 0 no matter how many times an 
experiment is repeated so that NE/N will be zero and Pr(E) = 0. 

Note that when tossing a coin, we are certain to obtain either a head or a tail (ignoring 
the possibility of losing the coin). So we can write Pr(HÈ T) = 1.0.   
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Note also that HÈ T is equal to the sample space S for the coin tossing experiment, so if 
we consider the sample space as an event, we have Pr(S) = 1. The sample space contains all 
possible outcomes for any experiment, and since one of these outcomes must occur, the 
equation Pr(S) = 1 holds true for all sample spaces. 

The foregoing indicates that the probability of any event must lie somewhere between 0 
and 1. 

We will now consider a famous example that makes use of sample spaces consisting of 
sets of real numbers. 
 

Example 1.1 
 

The example is Buffon’s needle problem. Buffon was a French naturalist with a flair for 
the sciences generally. Some time during the year of 1777, he was confined to a hospital bed 
and, having little to do, worked out a way of estimating the value of p while lying in bed. His 
method involves dropping a needle onto an area that has had a set of parallel lines drawn 
across it. We’ll look at the experiment in detail in a moment, but basically, while he was 
lying there (apparently not too interested in the nurses who were looking after him), Buffon 
worked out that if the lines are spaced wider than the length of the needle, the probability of 
the needle touching one of the lines is inversely proportional to p. So, by dropping the needle 
many times and counting the number of times it touched one of the lines, he could estimate 
the value of p. 

The simplest case is where the distance between the lines is exactly equal to the length 
of the needle. Suppose, then, that the needle is of unit length and the spacing between the 
lines is also one unit. Now consider the situation depicted in Figure 1 where the needle has 
landed between two of the lines and is not touching either. 

 
  
               Distance to nearest 
       Line (D) 

q    1/2 sinq 
Distance between 
     lines = 1 
        

Needle of 
       length = 1 
 
 
 
         Figure 1 

 
Note that in Figure 1, the distance to the nearest line is measured from the centre of the 

needle. Now note that if the centre of the needle remains in the same position, but the needle 
is rotated so that the angle q increases, the needle will touch the line when ½ sinq = D. And 
you should be able to see that, in general, the needle will hit a line if D, the distance to the 
nearest line, is less than ½ sinq. What is the probability of this occurring? 

Figure 2 is a graph with D as the ordinate and q as the abscissa. The rectangle 
represents the sample space for this experiment, containing all possible pairs of values for D 
and q. The curve is a plot of ½ sinq. Points under the curve are sample points (ie values of D 
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and q) such that D < ½ sinq, and therefore are points where the needle touches a line. 
Similarly, points above the curve are points where the needle fails to touch a line. 

 

      
Figure 2  Sample space for Buffon’s needle experiment 

 
Now it should be clear that if the needle is dropped in a truly random fashion, each 

point in the rectangle in Figure 2 is equally likely so that the probability of the needle 
touching a line is the ratio of the area under the curve to the area of the rectangle. The area 
under the curve has value unity and the area of the rectangle is clearly p/2. So the probability 
of the needle touching a line is simply 2/p. 

Thus, to estimate p, drop a needle many times, multiply the number of drops by two and 
divide by the number of times the needle touches a line.  

 

ie,    2×(number of drops) / (number of hits)   �    p    
 

More generally, but using the same approach, it can be shown that if the needle is of 
length L and the parallel lines are distance M apart (L < M), the probability of the needle 

touching a line is equal to 2L / (pM). �  
Before we conclude this section, there are a few more points to cover regarding 

probabilities of events. 
For two arbitrary events A and B, the probability that both occur, ie Pr(AÇ B), is more 

commonly written Pr(AB) and should be read as the probability that A and B occur.  
Also, for two arbitrary events A and B, the probability that either event occurs, ie 

Pr(AÈ B) is essentially the sum of the probabilities of the outcomes that define the two 
events. But note that if AÇ B is not empty, the outcomes in AÇ B will be counted twice in a 
sum over the outcomes defining both events, so that we must have 

 
Pr(AÈ B) = Pr(A) + Pr(B) – Pr(AÇ B)  =  Pr(A) + Pr(B) – Pr(AB)  (1.1) 
 

where Pr(AB) is subtracted to account for the fact that it is counted twice in Pr(A) + Pr(B). 
When AÇ B is empty, which means that events A and B cannot occur together, we have 

Pr(AB) = 0. In this circumstance we say that events A and B are mutually exclusive and (1.1) 
becomes 

 

Pr(AÈ B)  =  Pr(A) + Pr(B)      (1.2) 
 

1.3 Conditional probability 
 

Suppose a population of N people includes NF females and NR people who speak 
Russian. Let F represent the event that a person chosen at random is female and let R 
represent the probability that a randomly chosen person speaks Russian. Then for large N, we 
can write 
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N
N

R
N
N

F RF == )Pr()Pr(     (1.3) 

 

Now consider the subpopulation consisting of females. The probability that a female 
chosen at random from this subpopulation is fluent in Russian is NRF / NF, where NRF is the 
number of Russian-speaking females in the population. This probability is represented by 
Pr(R | F) which, in words, should be read as the probability of event R (Russian-speaking) 
given that event F (the person selected is female) occurs. Thus we can write 

 

Pr(R | F)  =  
F

RF

N
N

  =  
F

RF

N
N

N
N

  =  
)Pr(
)Pr(

F
RF

   (1.4) 

 

where Pr(RF) is the probability that a person randomly selected from the whole population N 
is both female and a Russian speaker. 

Equation (1.4) is an equation that applies generally to any two events A and B. Thus, in 
general, we have 

Pr(A | B)  =  
)Pr(
)Pr(

B
AB

     (1.5) 

 

where the left-hand expression should be read “the probability of event A occurring given that 
event B has occurred”. Pr(A | B)  is called a conditional probability. 
 

Example 1.2 
In this simple example, we will first determine the solution by straightforward 

reasoning and then show that (1.5) gives the same result. 
Dice are often employed in game-playing to provide an element of chance. Each die has 

six faces so, assuming the die is not biased in any way, the probability of obtaining a 
particular score from one die is 1/6. If the game we are playing requires that two dice be 
thrown, there are 6×6 = 36 possible combinations of the two sets of faces so, again assuming 
fair dice, the probability of obtaining any one of these 36 combinations is 1/36. 

Now suppose we throw two dice one after the other. If the first die comes up with a 3, 
what is the probability that the sum total obtained from the two dice will be greater than 7? 
Given that the first die comes up with a 3, the possible outcomes to the experiment are: (3,1), 
(3,2), (3,3), (3,4), (3,5), (3,6). The probability of each of these outcomes is 1/6 because we 
already know that the first die comes up with a 3. Two of these outcomes give a sum total 
greater than 7, so the probability of obtaining a sum total greater than 7 is 1/6 + 1/6 = 1/3. 

Now let’s find the answer by using (1.5) To do this, let A represent the event that the 
sum total obtained is greater than 7 and let B represent the event that the first die comes up 
with a 3. The probability we have just calculated is the probability that A occurs given that B 
has occurred, ie Pr(A | B). To use (1.5) we need Pr(AB) and Pr(B). Pr(B) is easy because it’s 
just the probability of obtaining a 3 with the first die, ie 1/6. Look now at the six outcomes set 
out in the previous paragraph for which the first die gives a 3 ie event B. Clearly only two of 
these outcomes correspond to event A. These are the outcomes for which events A and B both 
occur, ie event AÇ B or, in abbreviated form, event AB. Each outcome from the throwing of 
two dice has probability 1/36, so that event AB occurs with probability 1/36 + 1/36 = 2/36 = 
1/18. Substituting in (1.5) we have Pr(A | B) = (1/18) / (1/6) = 1/3, which agrees with the 

result obtained in the previous paragraph. �  
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1.4 Independent events 
 

Note that (1.5) can be written 
 

Pr(AB) = Pr(A | B)Pr(B)     (1.6) 
 

and consider the situation where A and B are two completely unrelated events. For instance, A 
might be the event that the price of beer goes up in Cairo and event B might be the event that 
my grandson in Orlando develops a toothache. The two events are surely unrelated so the 
probability of A occurring is not affected by B occurring and Pr(A | B) = Pr(A). That is, the 
probability of A occurring is the same whether B occurs or not. 

In this circumstance, event A is said to be independent of event B and equation (1.6) 
becomes 
 

Pr(AB) = Pr(A)Pr(B)      (1.7) 
 

In words, the probability of the occurrence of two independent events is equal to the 
product of their probabilities. 
 

1.5 Permutations and combinations 
 

This is just one more little topic we need to cover before we move on. Suppose we have 
a set of n distinct objects and a row of x boxes (1 �  x �  n), each box capable of holding one 
object. In how many different ways can we place the objects into the boxes starting at the 
left-hand end of the row and finishing at the right? In other words, this is a question of how 
many ways a sequence of x objects can be drawn from a set of n. 

This is fairly easy to work out because we have n choices of objects to put in the first 
box, but when we’ve put one in that box we have only n–1 objects to choose from for the 
second box. Combining the two sets of choices, we have n(n–1) ways of assigning objects to 
the first two boxes. Continuing the argument, we find that there are n(n–1) · · · (n–x +1) ways 
of placing an object in each of the x boxes. This, then, is the number of ways a sequence of x 
objects can be drawn from a set of n. Each such sequence is called a permutation of x objects 
from n. In terms of factorials, the number of permutations of x objects from n can be written 
n!/(n–x)! 
 Often the sequence in which the x objects drawn from n is not important, only the 
actual set of objects drawn being of interest. The set of objects drawn is called a combination 
of x objects from n. Now, a set of x objects can be ordered in x! ways and these are all 
included in the number of permutations. The number of combinations, which is usually 

denoted by ( x
n), is therefore given by the number of permutations divided by x! That is 

 

( x
n)  =   

!!
!

)( xnx
n
-

      (1.8) 

 

1.6 Stirling’s formula 
 

Calculating factorials of large numbers is tedious and Stirling’s formula gives an 
easily computed approximation that is very accurate for n! when n is large. The formula is: 

 

n! ~ nne� n(2pn)
½

      (1.9) 
 

where the symbol “~” indicates that the two sides in (1.9) tend toward equality as n �  � . 
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The following demonstrates how the approximation improves with increasing n: 
 1!  =  1   Stirling’s formula gives 0.9221, ie an 8% error. 
 
 2!  =  2   Stirling’s formula gives 1.919, ie a 4% error. 
 
 5!  =  120  Stirling’s formula gives 118.02, a 2% error 
 
 10!  =  3,628,000 Stirling’s formula gives 3,598,600, an error of 0.8%. 
 

2. Discrete random variables  
 

When we throw a pair of dice, we are usually interested in the sum total of the two 
scores, with the actual face value of the two individual dice being largely irrelevant. The sum 
total can take on the integer values lying between 2 and 12 inclusively and the probabilities of 
obtaining each of the possible values are shown in Table 2.1. 

 
X 2 3 4 5 6 7 8 9 10 11 12 

Pr(X) 1/36 2/36 3/36 4/36 5/36 6/36 5/36 4/36 3/36 2/36 1/36 
 

Table 2.1 
 

There is only one combination of face values of two dice that will give a score of 2, so 
the probability of obtaining a score of 2 is 1/36. There are 2 ways of obtaining a score of 3 
and 3 ways of obtaining a score of 4, giving the probabilities shown. 

Before the dice are thrown, we do not know which particular score we will obtain. The 
score is represented by X in the table and X is called a random variable. 

The throwing of two dice can be considered an elementary form of experiment and 
when such experiments have only a finite number of possible outcomes, the random variable 
representing the outcomes is said to be discrete. Thus, X is a discrete random variable. 

For a discrete random variable X, we define the probability mass function p(a) by 
 
  p(a)   =   Pr(X = a)     (2.2) 

 
so, for the dice throwing experiment, we can write p(7) = 6/36. I will sometimes use the 
abbreviation “pmf” for probability mass function. 

The pmf is non-zero for those values that the random variable can assume. In Table 2.1 
the random variable (rv) can assume eleven different values. A discrete rv can assume at most 
a countable infinity of values xi, i =1,2,3,…. (A countable infinity can be “counted” using the 
positive integers 1, 2, 3, . . . ). An rv with more than a countable infinity of possible values is 
called a continuous random variable (see later). 

The cumulative distribution function (cdf) of an rv X is defined for any real number b 
(� �  < b < � ) as 
 
   F(b)   =   Pr(X �  b)     (2.3). 

 
In words, F(b) denotes the probability that the rv X takes on a value less than or equal to 

b. Note that the cdf is often referred to simply as the distribution function. 
For the discrete case, the cdf may be expressed in terms of the probability mass function 

as follows: 
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�
£

=
axall

i
i

xpaF )()(     (2.4)  

 

where the xi are the values that the rv can assume. 
For instance, in the case of an experiment involving the throwing of a die, there are six 

possible outcomes and p(1) = p(2) = p(3) = p(4) = p(5) = p(6) = 1/6. The pmf is as shown in 
Figure 3 and cdf has the form shown in Figure 4. When the mass function has the same value 
at all nonzero points, as in Figure 1, the rv is said to be uniformly distributed. 
 
       p(a) 
 
          1/6 
 
 
 
      1     2       3        4          5   6         a 
 
  Figure 3 Probability mass function for the throw of a die 
      
        

        F(a) 
 

1.0       
 
 
 
 
  0.5 
 
 
 
 
 
 
         1         2  3    4        5  6  a 
 
    Figure 4  The cdf for the throw of a die 
 

Let us now examine a variety of other, widely-used, discrete distributions. 
 

2.1 The binomial distribution 
 

When we throw a die or toss a coin as part of an experiment, each individual throw or 
toss is often referred to as a trial . Coin tossing belongs to an important class of trials called 
Bernoulli trials. The outcome of each toss of a coin is independent of previous tosses and 
Bernoulli trials are repeated independent trials for which each trial has only two possible 
outcomes. In general, the probabilities of the two possible outcomes will be different and 
these two probabilities are usually represented by p and q, with q obviously equal to 1 � p. 
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Traditionally the outcome with probability p is referred to as a success (S) and the outcome 
with probability q is referred to as a failure (F). 

The sample space for each individual trial consists of the two points S and F. And the 
sample space for n Bernoulli trials contains 2n points, each being a string of n symbols S and 
F, with each string representing an outcome of the n trials. The trials are independent so, as in 
(1.7), the probabilities multiply. Thus, the probability of obtaining a specific sequence of 
successes and failures is given by the product of their probabilities, p and q. For example, 
Pr(SSFFSFFFS) = ppqqpqqqp = p4q5. 

In applications, we are usually interested in the total number of successes in a sequence 
of trials, with the actual ordering of the S and F outcomes being irrelevant. In other words, we 
are not interested in the permutation of the S’s and F’s, but rather the combination.  

The probability of achieving k successes in n trials is pkqn�k . Equation (1.8) tells us that 

there are (k
n) ways of achieving this outcome, so the sample space contains (k

n) points with 

probability pkqn�k . The probability of achieving k successes in n trials is given by summing 
the probabilities of all these points and is therefore given by  

 

Pr{k successes in n Bernoulli trials}  =  (k
n) pkqn�k .   (2.5) 

 
This defines the binomial distribution - a random variable X is said to be binomially 

distributed with parameters n and p if Pr[X = k] =  (k
n) pkqn�k . 

 

Example 2.1 
Two dice are thrown 100 times and the number of times a score of 9 is obtained is 

recorded. What is the probability that at least three scores of 9 are obtained? 
This problem deals with a sequence of Bernoulli trials because we are only interested in 

the events “9” and “not 9”. Let a score of 9 be a “success” and any other score be a “failure”. 
Then, from Table 1, we have p = 4/36 = 1/9, and q = 8/9 and from (2.5) 

 

Pr{k successes in 100 trials} = ( k
100) pkq100�k  

 
and since Pr(k �  3) = 1 � Pr(k < 3) = 1 � Pr(k �  2), we can write 
 

  Pr(k �  3) =  1  �  rr
r

r

-�
=

1002

0
)()()(

9
8

9
1100  

 
      =  1  �  (0.000078 + 0.000097 + 0.000603)  =  0.9993. 
 
2.2 The Poisson distribution 
 

In applications involving Bernoulli trials, it often happens, as in example 2.1, that n is 
quite large and p is relatively small. For such situations, the French mathematician Poisson 
devised an approximation to the binomial which is rather more convenient to use. 

Poisson’s approximation applies to the case where n is large and p is small, while the 
product np has moderate magnitude. The product np is usually represented by the symbol 
l, so that we can write p = l /n. 

Now, in the binomial distribution 
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Pr{k successes in n Bernoulli trials}  =  
!!

!
kk(n

n
)-

 pk(1� p)n�k .   

      

              =   
!!

!
kk(n

n
)-

( knk

nn
-

- )() �
1

�  

     =   k

nk

k n
n

kn
knnn

)/�1(
)/�1(�)1()1(

-
-+-×××-

!
  (2.6) 

 

Now note the Taylor expansion  
 

log[(1 � l /n)n} = nlog(1 � l /n)  =  � n(
2

2�
2
1�

nn
+  + 

3

3�
3
1

n
  +  �  �  �  ) 

 

      = � (
n

2�
2
1

� +  + 
2

3�
3
1

n
  +  �  �  �  ) 

 
and, for large n, the right-hand side is simply equal to  �l ..  

That is, for large n, log[(1 � l /n)n} �  � l, so that we can write (1 � l /n)n  �    e� l . 
Also for large n, we have 
  

kn
knnn )1()1( +-×××-

  �   1  and (1 � l /n)k  �    1 

 

so that (2.6) can be written 
 

Pr{k successes in n Bernoulli trials}  =  e� l  
!k

k�
   (2.7) 

This is the Poisson approximation to the binomial distribution and, not surprisingly, it is 
known as the Poisson distribution. Besides being a good approximation to the binomial 
distribution for large n and small p, it also turns out to provide a good representation for 
many phenomena that we come across in our daily lives. 
 

Example 2.2 
 The number of accidents occurring on a particular freeway can be modelled by a 
Poisson distribution with parameter l  = 3. What is the probability that no accidents will occur 
on any given day? 

You can think of this as saying that each car entering the freeway has a chance of 
having an accident. So each car entering the freeway constitutes a Bernoulli trial. The chance 
of an accident is p (which we hope is a very small number)and the number of cars is n (which 
would normally be a large number). The product np = 3. Using (2.7) for this situation, we 
have 

   Pr{0 accidents} = e� 3 
!0

� 0
 =  e� 3  =  0.05. �  

 

2.3 The geometric distribution 
 

To derive the geometric distribution, we can consider again the plight of Nasser 
Hussein and his losses at the coin toss. Recall that the coin came down “tails” on 12 
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consecutive tosses. Let us now investigate the situation where we toss a coin until the first 
head appears. Maybe Hussein was dealing with a biased coin, so let’s not restrict ourselves to 
the case where the probability of obtaining a head is ½. Instead, let the probability of 
obtaining a head be p.  

Now, let the number of tosses required to obtain the first head be N. Then N is an rv 
taking on one of the values 1, 2, 3, … with respective probabilities 

 
Pr(N = 1)   =   Pr(H)   =   p. 
Pr(N = 2)   =   Pr(T, H)   =   (1– p)p. 
Pr(N = 3)   =   Pr(T, T, H)   =   (1– p)2p. 
 
. . . . . . . 
 
 
Pr(N = n)   =   Pr(T, T, . . . T, H)   =   (1– p)n–1p  n �  1.  (2.8) 
          n–1 

     
 The rv N is said to be geometrically distributed with parameter p. The sample space in 

this case is (countably) infinite. Let us check that the probability of the union of all the points 
in the sample space is, as it should be, equal to unity. Note that each time this coin tossing 
experiment is carried out, there will be a single outcome so that the possible outcomes are 
mutually exclusive. Looking back at (1.2) we see that this means that the probability of the 
union of all sample points in the sample space is given by the sum of the probabilities of the 
individual outcomes. This sum is given by 
 

�
¥

=
=

1
)Pr(

n
nN    =   p �

¥

=

--
1

1)1(
n

np       (2.9) 

 
Now recall that for |x| < 1, a Taylor expansion of the term (1–x)–1 gives 1 + x + x2 + . . . , 
which is the same as the summation on the RHS of (2.9) with x = (1–p). (If this isn’t obvious, 
try substituting 1– p = x into the summation in (2.9) and write out the first few terms in the 
sum.) Having observed this equality, we can write 

    

p �
¥

=

--
1

1)1(
n

np =   
)1(1 p

p
--

   =   1.    (2.10) 

 
So the sum of the probabilities of the points in the sample space is equal to unity, as it should 
be. 

Let us now return to the plight of Nasser Hussein. What is the probability of a fair coin 
coming up “heads” on 12 consecutive tosses? We can use equation (2.8) directly to determine 
the probability that heads will come up on the 13th toss. For a fair coin p = ½ and, with n = 13 
in (2.8) we find Pr(N=13) = 1.22×10–4.  

But this isn’t the probability of what Hussein experienced on his tour. He simply 
experienced 12 consecutive heads – after that a tail could have come up on the 13th, 14th, 15th, 
etc toss. So to work out the probability of Hussein’s experience, we must sum (2.8) over all 
possibilities from 13 to infinity. That is, 

 



 15

Pr{12 consecutive heads} = p �
¥

=

--
13

1)1(
n

np  = p[ �
¥

=

--
1

1)1(
n

np –  �
=

--
12

1

1)1(
n

np ]     (2.11) 

 

Recalling from (2.10) that  p �
¥

=

--
1

1)1(
n

np =  1, we must have, for p = ½,  �
¥

=

--
1

1)1(
n

np = 2, 

so that (2.11) can be written, for p = ½  
 

Pr{12 consecutive heads} =  ][ 112

1
)(

2
1

2
2
1 -

=
�-

n

n
 =  2.69 ×10–4. 

 
So Nasser Hussein’s experience can be expected to occur less than three times in every 

10,000 sets of 12 coin tosses. So, you might say he was unlucky. 
 

3. Continuous random variables  
 

So far, we have only been concerned with sample spaces that have a finite, or countably 
infinite, number of elements. But there exist other sample spaces with an infinite number of 
elements that cannot be put in one-to-one correspondence with the positive integers. Such 
sample spaces are said to have a continuum of elements and in these cases, we cannot assign 
probability values to different elements in the sample space.  

In simple terms, the reason is that there are so many points in the sample space that the 
probability of obtaining an outcome that corresponds to a particular point is always zero. 
How can that be? How can any event occur if the probability of every point in the sample 
space is zero? Well, the fact is that when we are dealing with a continuum, we can’t ever 
know if an outcome corresponds to a particular point in the sample space.  

For instance, consider a male athlete who takes part in the long jump. It may be that he 
is a good jumper and normally clears 8 metres, but the outcome of any given jump can be 
considered a random variable. Each jump is measured to the nearest millimeter, but even if 
we measured it to the nearest micrometer, we would still be measuring the distance jumped as 
lying in an interval (say 8.231567 ± 5×10�7  metres). 

Thus, absolute precision is impossible when dealing with a continuum and so, when 
dealing with continuous random variables, instead of considering the probability of an rv 
having a particular value, we consider the probability of it having a value that lies within a 
range of possible values. For a continuous random variable X this is done in terms of a non-
negative function f(x) such that for any closed interval [a, b]  

 

Pr(a �  X �  b)   =   �
b

a
dxxf )(      (3.1) 

The function f(x) is called the probability density function (pdf) of the random variable 
X. 

Like discrete random variables, continuous rvs have a cumulative distribution function. 
The cdf is defined in the same way as for discrete random variables, ie as in (2.3), which 
states F(b) = Pr(X �  b). Note that this means F(b) = Pr(� �  �  X �  b) so that, from (3.1) we can 
write 

F(b) = �
¥-

b
dxxf )(      (3.2) 

 



 16

and differentiating both sides gives 
 

)(bF
db
d

 =  f(b)     (3.3) 

 

that is, the pdf is the derivative of the cdf. 
Note that if we let a = b in (3.1) we obtain 
 

Pr(a �  X �  a)   =  Pr( X = a)  =   �
a

a
dxxf )(  =  0    (3.4)  

 

That is, the probability of X taking on the particular value a is equal to zero. This is just 
another statement of the fact that in a continuum, you can’t really pin down an individual 
point.  

So what is the meaning of the pdf? What does it represent? Note that for a small 
quantity e: 

 

Pr(a � e �  X �  a + e)   =  �
+

-

	

	
)(

a

a
dxxf   �   2e f(a)        (3.5) 

 

In words, the probability that X will be contained in an interval of length 2e around the 
point a is approximately 2ef(a). Thus, f(a) is essentially a measure of how likely it is that the 
random variable will be close to a. 

We can draw a further conclusion from equation (3.1). Since a continuous random 
variable X must take on some value, we can write 

 

Pr(� �  �  X �  � )   =   �
¥

¥-
dxxf )(    =   1   (3.6) 

This means that integrating the pdf over all its non-zero values gives a value of unity. 
The range of values over which a random variable X has a non-zero density function is called 
the support of X. Thus, we can more concisely say that integrating a density function over its 
support gives a value of unity. Looking at equation (3.2), which is a definition of the cdf, we 
see that as x �  � , F(x) �  1.Equation (3.2) gives us two other fairly obvious properties of the 
cdf. Altogether the three properties are: 

 
(i) F(x) is a nondecreasing function of x. 
(ii) As x �  � � , F(x) �  0. 
(iii) As x �   � , F(x) �  1. 

 

3.1 The uniform random variable 
 

Figure 1 shows the probability mass function for a discrete random variable that is 
uniformly distributed. The probability mass at each non-zero point has the same value. The 
concept of a uniform distribution extends to continuous distributions also. In the continuous 
case, the probability density function has the same value at each non-zero point. 

So, for instance, if we have a uniformly distributed random variable X that can take on 
any value between 0 and 1, its pdf f(x) is given by 

 

f(x)   =   { otherwise0
101 ££ x      (3.7) 
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Note that this density function integrates to unity over the support of X. 
A more general uniform distribution is defined by 
 

f(x)   =    
otherwise0

1
bxa

ab
££

-      (3.8) 

 
which again obviously integrates to unity over the support of X. 
 
3.2 The exponential distribution 
 

 A continuous rv whose pdf is given, for some parameter l  > 0,  by 
 

f(x)   =   
00
0� �

<
³-

x
xe x

    (3.9) 

 
is said to be exponentially distributed with parameter l   

The cdf for this rv is given by 
 

ax
a

eeaF ��

0
1�)( -- -== �  0³a     (3.10) 

 

from which F(� ) = 1, as it should. 
 

3.3 The gamma distribution 
 

An rv X is said to have a gamma distribution with parameters (l , r) if it has a density 
function defined by 
 

f(x)   =   

00

0
)(

� �1

<

³
G

--

x

xex
r

xr
r

          (3.11) 

 

where l  and r are real positive constants and G(r) is the so-called gamma function which has 
the property that G(r) = (r �1) ! for any positive integer r and is tabulated for non-integral r. 
 

3.4 The normal distribution 
 

An rv X is said to have a normal or Gaussian distribution with parameters m and s2 if 
the density function for X is given by 

 

f(x)  =  
22 
2/)�(


�2

1 -- xe      (3.12) 

The density function has a bell-shaped appearance, being symmetrical about the value x 
= m. This is illustrated in figure 5.  
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An important fact about normal rvs is that if X is normally distributed with parameters m 
and s2, then Y = aX + b is normally distributed with parameters am + b and a2s2. To see this, 
note that the cdf of Y, which I will write FY is given by 

 

FY(a)  =  Pr(Y �  a)  =  Pr[aX + b �  a)  =  Pr{ X �  



�-a }    

 

=  FX{
a

b-a }     =  dxe x
a

22
/)(


2/)�(

�2

1 --

¥-
�
- ab

  (3.13) 

 

 

 
Figure 5  Density function of N(m,sm,sm,sm,s) 

 

Now make a change of variable, setting v = ax + b, so that dx = dv/a, and when x =     
(a � b)/a, v = a. (3.13) then becomes 

 

FY(a)  =  dv
va

}{
22

2



2
))�
�((

exp


�2

1 +--
�
¥-

   (3.14) 

 

But FY(a)  = �
¥-

a

Y dvvf )( , where fY is the pdf of Y. It therefore follows from (3.14) that 

fY(v)  = dv
v }{

22

2



2
))�
�((

exp


�2

1 +--
 

 

which is the pdf of a normally distributed rv with parameters am + b and (as )2. 
Thus, if X is normal with parameters m and s2, then Y = aX + b is also normal, with 

parameters am + b and (as )2.  
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One implication of this result is that if X is normal with parameters m and s2, then Y = 
(X � m)/s is normal with parameters 0 and 1. Such a random variable Y is said to have the 
standard normal distribution. 
 

4. More than one random variable 
 

We are often concerned with probability statements concerning two or more random 
variables. In order to deal with such probabilities, a joint cumulative distribution function is 
defined. For instance, for any two random variables X and Y, the joint cdf is defined as 

 

F(a, b)  =  Pr{X �  a, Y �  b}  � �  < a, b < �   (4.1) 
 

which is the obvious extension of (2.3) to a pair of jointly distributed rvs. 
Note that the cdf of X, which in the case of joint distributions, we denote by FX(a), can 

be obtained from (4.1) as follows: 
 

FX(a)  =  Pr(X �  a)  =  Pr{X �  a, Y �  � }  =  F(a, � )   (4.2) 
 

And similarly, the cdf of Y is given by 
 

FY(a)  =  Pr(Y�  b)  =  F(� , b)     (4.3) 
 

4.1 The discrete case 
 

In the case where X and Y are both discrete rvs, we define the joint probability mass 
function of X and Y by 

 

p(x, y)  =  Pr{X = x, Y = y} 
 

As will be demonstrated by an example, the probability mass function for X can be 
obtained from this as follows: 

 
pX(x)  =   �

y
yxp ),(      (4.4) 

 

and similarly 
 

pY(y)  =   �
x

yxp ),(      (4.5) 

To see the validity of (4.4) and (4.5), consider the following example. 
 

1 abc   10 a   bc  19  a   bc 
2  abc  11   b a  c  20     b a  c 
3   abc 12     c ab  21       c ab 
4 ab     c  13 a    bc 22 a    b      c 
5 a  c    b  14   b  a  c 23 a      c    b 
6   bc a  15    c  ab 24    b a      c 
7 ab      c 16  ab     c 25    b      c a 
8 a  c    b 17  a  c   b 26      c a    b 
9   bc  a 18    bc a 27      c    b a 

 
        Table 4.1 
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Example 4.1. 
 

Consider the possible outcomes of an experiment that involves the random placement of 
3 balls a, b, c, in 3 boxes. The 27 possible outcomes are depicted in Table 4.1. 

If we now let X be the random variable denoting the number of balls in the first (ie left-
hand) box and let Y be the rv representing the number of non-empty boxes, then the joint 
probability mass function is as detailed in Table 4.2. 

 
      X 
 Y 

0 1 2 3 

  1 2/27 0 0 1/27 
  2 6/27 6/27 6/27 0 
  3 0 6/27 0 0 

 
       Table 4.2 
 
To verify Table 4.2, note that the first entry (Y = 1, X = 0) is for the case where there are 

no balls in the left-hand box and only 1 box is non-empty. There are two ways in which this 
can happen and these are numbered 2 and 3 in Table 4.1. Since there is a total of 27 
arrangements of the balls in the boxes, the probability of Y = 1, X = 0 is equal to 2/27. The 
other entries in Table 4.2 can be verified similarly. 

What if we now wish to know the probability mass functions of the individual rvs X and 
Y? For this, we can use equations (4.4) and (4.5), and the result is shown in Table 4.3 which 
is an extension of Table 4.2. 

The bottom row gives the probability mass function for X, which, for a particular value 
of X is obtained by summing over all entries in the table for which X has this value. Thus 
Pr(X = 0) = Pr{X = 0, Y = 1} + Pr{X = 0, Y = 2} + Pr{X = 0, Y = 3}. This makes sense 
because we are simply adding up the probabilities of all the situations in which X = 0. The 
process is sometimes referred to as “summing out” the contributions due to the different 
possibilities for Y. The pmf for Y is obtained by summing out the contributions due to X and 
appears in the right-hand column. 

 
 
 
 
 
 
 
 
      Table 4.3 
 
Table 4.3 has the pmfs for X and Y written on the border or margin around the joint 

pmf of Table 4.2. This is the obvious place to write them and, in the old days before 
computers, this is what was always done. And the probabilities written into the border or 

margin became known as marginal probabilities. �  
 

4.2 The continuous case 
 

If two rvs X and Y are jointly continuous, with probability density function  f(x, y) then 
we can write 

      X 
 Y 

0 1 2 3 pmf  
of Y 

  1 2/27 0 0 1/27 3/27 
  2 6/27 6/27 6/27 0 18/27 
  3 0 6/27 0 0 6/27 
pmf of X 8/27 12/27 6/27 1/27  
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Pr{a �  X �  b, c �  Y �  d}  =  � �
d

c

b

a
dxdyyxf ),(    (4.6) 

The probability density function for X is given by “integrating out” the contributions 
due to Y. That is 

fX(x)  =  �
¥

¥-
dyyxf ),(      (4.7) 

which should be compared with (4.4) so that it is clearly seen that “summing out” for the 
discrete case has been replaced by “integrating out” in the continuous case. The probability 
density function fX(x) is known as a marginal pdf. 

And if we want a marginal probability for one of the rvs, this is also done by integrating 
out the other variable. For instance 

Pr{a �  X �  b}  =  � �
¥

¥-

b

a
dxdyyxf ),(     (4.8) 

 

4.3 Independent random variables 
 

Recall from (1.7) that two events A and B are said to be independent if Pr(AB) = 
Pr(A)Pr(B). 

Similarly, two random variables X and Y are said to be independent if, for any two sets 
of numbers A and B, Pr{XÎ A, YÎ B} =  Pr(XÎ A)Pr(YÎ B). This is a rather general statement 
of the independence property and usually we are interested in whether the rvs lie in specified 
intervals, in which case the sets of numbers A and B are intervals. In this case, if X and Y are 
independent, we have Pr{a �  X �  b, c �  Y �  d} =  Pr{a �  X �  b}Pr{ c �  Y �  d}. 

It follows that for independent rvs X and Y we must also have Pr{X �  a, Y �  b} =     
Pr{X �  a}Pr{ Y �  b}. This can be written 

 
F(a, b)  =  FX(a)FY(b)     (4.9) 

 
where F(a, b) is the joint cdf of X and Y and FX(a) and FY(b) are the marginal cdfs. 

A similar formula applies to the pdf and also to the probability mass function of 
independent discrete rvs.  

That is, for independent, continuous rvs X and Y, the pdf can be written  
 

f(x, y)  =  fX(x)fY(y)      (4.10) 
 

and in the discrete case, the probability mass function can be written 
 

p(x, y)  =  pX(x)pY(y)     (4.11). 
 

4.4 Sums of independent random variables 
 

It is often important to be able to calculate the distribution of the sum of two random 
variables from their individual distributions. If the two random variables, say X and Y, are 
independent, then computing the distribution of X + Y is reasonably straightforward. 

Consider first the discrete case for which 

Pr{X + Y = k}  =  �
¥

-¥=
-==

i
ikYiX },Pr{    (4.12) 

and, because X = i and Y = k � i are independent events, this can be written 
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Pr{X + Y = k}  =  �
¥

-¥=
-==

i
ikYiX }Pr()Pr{    (4.13) 

And using the notation for the probability mass function we can write pX(i) = Pr(X = i} and 
pY(i) = Pr(Y = i} we can write (4.13) as 
 

Pr{X + Y = k}  =  �
¥

-¥=
-

i
YX ikpip )()(     (4.14) 

and you should recognize the right-hand side as the convolution of the two probability mass 
functions. Thus, the pmf of the sum of two discrete random variables is given by the 
convolution of their two individual pmfs. 

For the continuous case, if we let FX+Y(k) represent the cumulative distribution function 
of X+Y, we have 

 
FX+Y(k)  =  Pr{X + Y �   k} =  � �

£+ kyx
YX dxdyyfxf )()(    (4.15) 

 

      =  � �
¥

¥- ¥-

- yk

dxdyyfxf YX )()(   =  � �
¥

¥- ¥-

- yk

dyyfdxxf YX )()( )(  

= �
¥

¥-
- dyyfykF YX )()(    (4.16) 

This is a convolution integral that can be put in a more familiar form by differentiating 
to obtain the pdf of X+Y: 

 

fX+Y(k)  =  
dk
d

FX+Y(k)  =  
dk
d

�
¥

¥-
- dyyfykF YX )()(  

 

=  �
¥

¥-
- dyyfykF

dk
d

YX )()(  =  �
¥

¥-
- dyyfyk YXf )()(  (4.17) 

So the probability density function of the sum of two independent random variables is 
equal to the convolution of their individual density functions. 

Later we will see a short-cut way of calculating (4.14) and (4.17) but for the moment, 
we will look at an example where we apply (4.14) without any short-cut.  
 

Example 4.2 
 

Let X and Y be independent Poisson random variables with respective parameters l  and 
m. Before we apply (4.14), note that it involves a summation from � �  to �  which shows that 
it applies to discrete rvs that can take on positive and negative values of any magnitude. 
When we are dealing with Poisson variables, they can only take on non-negative integer 
values so that the lower limit on the summation in (4.14) should be set to zero. But what 
about the upper limit? The left-hand side seeks the probability that the sum of the two rvs is k 
so that if both are non-negative, the sum will be greater than k if either rv is greater than k. So 
the upper limit on the summation should be equal to k. Thus, for non-negative random 
variables, (4.14) becomes 



 23

 

Pr{X + Y = k} =  �
=

-
k

i
YX ikpip

0
)()(     (4.18) 

and if one Poisson distribution has parameter l , as in (2.7), and the other has parameter m, 
(4.18) can be written  
 

Pr{X + Y = k} =   ��

0 )(
�� -

-
-

= -� e
ik

e
i

i ikk

i !!
   (4.19) 

   

=   e�( l +m) �
=

-

-

k

i

iki

ikk0 )(
��

!!
    

 

=  �
=

+-

-

k

i iki
k

k
e

0

)��(

)( !!
!

!
l i mk� i  (4.20) 

 

=  
!k

e )��( +-
(l + m)k    (4.21) 

where the last step comes from the fact that the summation term in (4.20) is simply the 
expansion of (l + m)k. Comparing with the definition of a Poisson distribution (2.7), we see 
that the distribution of two Poisson rvs with parameters l  and m is simply another Poisson 
distribution with parameter l +m. As mentioned earlier, we will see a simpler way of deriving 
(4.21) later, but before we can do this, we must look at some other aspects of random 
variables that arise from the concept of expectation, which is covered in section 5.  
 

4.5 More general functions of random variables 
 

 Frequently in investigations, we might be studying a random variable X with density 
function f(x) and then find that we are particularly interested in a function of X, say Y = g(X). 
A natural question that arises in this situation is “what is the density of Y?” 
 

4.5.1 A function of one discrete random variable 
 

To introduce some of the basic ideas we will consider a simple example involving a 
single, discrete random variable. Suppose a fairground charges a fee to take part in a die 
throwing game where, if X is the number obtained with the die, the thrower receives a payoff 
of Y = 5X � 3 dollars. We wish to know the probability mass function for Y. 

First note that the mapping from X to Y is one-to-one. That is, for any X there is only 
one corresponding value of Y and vice-versa:  Y = 5X � 3 and X = (Y+3) / 5. (We will consider 
mappings that are not one-to-one later.) The mapping in this case is from sample space Sx = 
{1, 2, 3, 4, 5, 6} to sample space Sy = {2, 7, 12, 17, 22, 27}. 

The pmf for Y, pY(y) is given by noting that  
 

pY(y) = Pr(Y = y) = Pr(5X � 3 = y) = Pr{X = (y + 3) / 5} 
 

 The RHS of this expression is the probability of X taking on the value (y+3) / 5, which 
is given by the pmf for X, ie we have 
 

pY(y) = Pr{X = (y + 3) / 5} = 1/6 for yÎ  Sy = {2, 7, 12, 17, 22, 27}. 
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 In words, this tells us that Y takes on the values 2, 7, etc each with probability 1/6. 
 This simple example illustrates the following theorem: 
 Theorem. Consider the discrete random variable X, with sample space Sx and pmf pX(x). 
Suppose also that Y = g(X) is a one-to-one mapping on X into sample space Sy. Then h(y), the pmf 
of Y is given by 
 
    pY(y) = pX{ g� 1(y)}     yÎ  Sy    (4.22) 
 
where g� 1 is the inverse mapping, ie X = g� 1(Y). 
 

Example 4.3 
 

 Suppose X is binomially distributed with  
 

pX(x) = )(x
n q 

x
 (1 � q) 

n� x x Î  Sx = {0, 1, 2, . . . , n} 
 

Let Y = X 
2 and find the pmf of Y.  

First note that Sy = {0, 1, 4, 9, . . . ,n2}. Then observe that Y = X 
2 defines a one-to-one 

mapping because there are no negative values in the sample space of the inverse X = Y .Using 
(4.22) the pmf of Y is given by 

 

  pY(y) = pX( y )  =  )(
y

n
q 

y
(1 � q) 

n � y
 

 

for all yÎ  Sy  = {0, 1, 4, 9, . . . ,n2}. 
 

4.5.2 A function of one continuous random variable 
 

 Suppose X is a continuous rv with pdf fX(x) and denote the sample space of X by Sx so 
that� =

xS
dxxfX .1)( Now suppose that we are interested in the rv Y = g(X) which provides a one-

to-one mapping from  Sx to the sample space of Y, namely Sy.  Write the inverse mapping as X = 
g� 1(Y). Let the cdfs of X and Y be, respectively, FX and FY. Then we have, for yÎ  Sy 
 

FY(y) = Pr(Y�  y)  =  Pr{g(X) �  y}       (4.23)   Y 
 

 Now, the fact that g(·) provides a one-to-one     
mapping implies that it must be either monotonically    y1 ------------------------------- 
increasing or monotonically decreasing. If it were  
otherwise, for instance as in fig. 6, there would be  
values of Y that map into more than one value of X.       
We must treat the two possibilities, g(X) an 
increasing function, and g(X) a decreasing function, 
slightly differently. If g(X) is an increasing function of    x1      x2          X 
X, the event g(X) �  y is equivalent to the event X �  g� 1(y),  
and if g(X) is a decreasing function, the event g(X) �  y is   Figure 6 
equivalent to the event X �  g� 1(y). 

Hence, from (4.23) we have 
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          Pr{X �  g� 1(y)} if g is increasing in X 
FY(y) = 

          1 � Pr{X < g� 1(y)} if g is decreasing in X 
 
and this can be written 
          FX{ g� 1(y)}  if g is increasing in X 
    FY(y) =       
          1 � FX{ g� 1(y)} if g is decreasing in X 
 
If we now differentiate both sides with respect to y, we obtain, for g increasing 
 

  
dy
d

FY(y)  =  fY(y)  =  
dy

ygd
ygd

ygFd X )]([
)]([

)}({{ 1

1

1 -

-

-

×  =  fX{ u(y)}·
dy
dx

  (4.24) 

 

and for g decreasing 

  
dy
d

FY(y)  =  fY(y)  =  
dy

ygd
ygd

ygFd X )]([
)]([

)}({1{ 1

1

1 -

-

-

×
-

 =  � fX{ u(y)}·
dy
dx

 (4.25) 

  

But in the case of g decreasing, dx/dy is negative so that �dx/dy = | dx/dy |. And hence, 
both (4.24) and (4.25) can be written 

 

fY(y)  =  fX{ g� 1(y)}·
dy
dx

     (4.26)  

Example 4.4 
 

 Suppose X has the normal pdf given by 
 

    fX(x)  =  2/2

�2

1 xe-   � �  < x < �  

 

so that Sx = {x | � �  < x < � }, ie the sample space for X is the entire real line from � �  to � . 
 Now consider the rv Y = 3X + 4. Then for any value of Y, say y, the corresponding 
value of X is given by x =  � 1/3 (y � 4) and we have dx/dy =  � 1/3. So, from (4.26) we have 
 

    fY(y)  =  
3

129)4( /2

�2

1 -´-- ye  

  

             =  18/2)4(

�23

1 -- ye      � 

  

We will examine a more interesting application of (4.26) in Section 6. 
 

4.5.3 Functions of two or more random variables 
 

The discrete case 
 

Calculation of the pmf of a function of two or more discrete rvs is a very simple 
generalization of the single-variable case, especially if we treat the rvs as a vector. For instance, if 
we write the two rvs X1 and X2 as a vector X = [X1, X2]

T, their joint pmf can be written pX(x), 
where x = [x1, x2]

T. We then consider the vector Y = [Y1, Y2]
T where Y = g(X) and we seek the pmf 
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of Y. As before we assume that g is a one-to-one mapping from the sample space of X to the 
sample space of Y. 

The pmf of Y is then given by the vector form of (4.22): 
 

pY(y) = pX{ g� 1(y)}     (4.27) 
 

 This of course requires that the vector function g(·) be invertible and we will examine 
what this means after we have dealt with the continuous case, which is quite similar. 
 

The continuous case. 
 

 If the continuous random vector X = [X1, X2]
T has density function fX(x) and if y = g(x) is a 

one-to-one mapping, then Y = g(X) has density function given by 
 

fY(y)  =  fX{ g� 1(y)}·| J |     (4.28)  
 
where J is the Jacobian of the transformation from x to y, ie the determinant 
 

    
1

2

1

1

y
x

y
x

¶
¶

¶
¶

 

   J   =       

    
2

2

2

1

y
x

y
x

¶
¶

¶
¶

 

 

or, in shorthand notation, J  =  
),(
),(

21

21

yy
xx

¶
¶

. 

 Note how (4.28) is a direct generalization of (4.26) and note also that it doesn’t just make 
use of the Jacobian. It makes use of the magnitude of the Jacobian. Note also that the discrete and 
continuous cases (equations (4.27) and (4.28)) are really quite similar. Finally note that (4.27) and 
(4.28) apply to vectors of rvs (X and Y) of any length, the only restriction being that the mapping 
between them be one-to-one. We will examine the case where mappings are not one-to-one after 
considering an example that illustrates the use of (4.28). 
 

Example 4.5 
 Let X = [X1, X2]

T be a random vector with density function fX(x) and let Y = [Y1, Y2]
T be 

derived from X as follows: 
 
    Y1 = aX1 + bX2 
    Y2 = cX1 + dX2 

 
 We will determine the density function of Y. 
 First note that the relationship between x and y can be written 
 

    y1        a b        x1            
       =  g(x)   =      (4.29) 

    y2         c d        x2  
 
  

So the inverse mapping g�1  is obtained by inverting the matrix to give 
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    x1         d       �b        y1            
       =  g� 1(y) = (1/D)     (4.30)         

    x2                �c        a        y2      
 
  

where D is the determinant of the matrix in (4.29), ie D = ad � bc. 
 Thus, 
    x1    dy1 � by2 
           =   g� 1(y) = (1/D)     (4.31) 
    x2   � cy1 + ay2 
 
 

 Now, (4.28) states  
 

fY(y)  =  fX{ g� 1(y)}·| J |     (4.28) 
 

and  fX{ g� 1(y)} is given by substituting into fX(x) the values of x obtained by the inverse mapping 
in (4.31). That is 

fX{ g� 1(y)} =  fX(
D
d

y1 �
D
b

y2, �
D
c

y1 +
D
a

y2)  (4.32) 
  

For the Jacobian we need 
),(
),(

21

21

yy
xx

¶
¶

 which can be obtained by direct differentiation in 

(4.31), but this involves the determinant D and we can make life slightly simpler by making use of 

the fact that 
),(
),(

21

21

yy
xx

¶
¶

 =  1
),(
),(

21

21/ xx
yy

¶
¶

. The Jacobian 
),(
),(

21

21

xx
yy

¶
¶

 is obtained by differentiating in 

(4.29) and is clearly equal to ad � bc so that the Jacobian we need is given by 
 

),(
),(

21

21

yy
xx

¶
¶

 = 
bcad -

1
.=  

D
1

    (4.33) 

 

 We can now substitute (4.32) and (4.33) into (4.28) to obtain the required density of Y: 
 

fY(y)  = 
||

1
D

 fX(
D
d

y1 �
D
b

y2, �
D
c

y1 +
D
a

y2)  (4.34) 

 

where you should note that the magnitude of the Jacobian has been used. 
 To make it a little clearer what this example means, let us consider a particular case. 
Suppose fX(x) is bivariate normal and given by 
 

  fX(x)  =  
2�1�2

1

-
exp[ �

)�1(2
1

2-
(x1

2 �2 r x1x2 + x2
2)] 

 

where r  is the correlation coefficient. Suppose that g(x) is again defined as in (4.29). Then (4.34) 
tells us that 

fY(y)  =  
2�1||�2

1

-D
exp[ �

)�1(2
1

2-
{(

D
d

y1 �
2

2)y
b
D

 �2 r (
D
d

y1 �
D
b

y2) (�
D
c

y1 +
D
a

y2) 

+(�
D
c

y1 +
2

2)y
a
D

} ]  
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4.5.4 Mappings that are not one-to-one 
 

Functions of one random variable 
The main change needed in dealing with this case rather than the one-to-one mapping is 

most easily explained in terms of an example involving a single random variable. 
 

Example 4.6 
 Consider a random variable X and the mapping y = g(x) where x is any value of X. 
Suppose the density function of X is as depicted in figure 7 and that the function g(·) has the form 
also shown in figure 7. 
 
 
 

Insert Fig 5-11 from Papoulis 
 

 
 
 
 
 
 
 The figure indicates a value y of rv Y that is attained by g(x) for three different values of x, 
namely x1, x2 and x3. The density of Y is given by 
 

fY(y)dy = Pr{y < Y < y + dy} 
 

and we can determine this probability by considering all values of x for which y < g(x) < y + dy. 
These are the values of x satisfying 
 

  x1 < x < x1 + dx1, x2 + dx2 < x < x2, x3 < x < x3 + dx3 
 

 Note that the middle one of these three intervals takes the form it does in order to ensure 
that y is increasing in that interval. The term dx2 is negative, as indicated in the figure. 
 Now we can write 
 

fY(y)dy = Pr{y < Y < y + dy} = Pr{x1 < X < x1 + dx1} + Pr{x2 + dx2 < X < x2}  
+ Pr{x3 < X < x3 + dx3}  (4.35) 

 

and this sum is the shaded area in figure 7. And from these shaded areas, we have 
 

   Pr{x1 < X < x1 + dx1} =  fX(x1)dx1 

 

   Pr{x2 + dx2 < X < x2} =  fX(x2)| dx2 | 
 

   Pr{x3 < X < x3 + dx3} =  fX(x3)dx3 
 

where the magnitude sign is required in the second equation because dx2 is negative. 
 Thus, (4.35) can be written  

fY(y)dy = fX(x1)dx1 + fX(x2)| dx2 | + fX(x3)dx3 
 
    = fX(x1)| dx1 | + fX(x2)| dx2 | + fX(x3)| dx3 |   (4.36) 
 

 Now note that as the intervals dxi �  0,  
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i

i

xxdy
dx

dy

dx

=
®  

 

so that (4.36) can be written 
 

   fY(y) = fX(x1)
1xxdy

dx

=
+ fX(x2)

2xxdy
dx

=
+ fX(x3)

3xxdy
dx

=
  (4.37) 

 

Now recall that the xi, i = 1, 2, 3 are the three solutions of x = g�1 (y) so if we write them in 
the form xi = )(1)( yg i

- , (4.37) becomes 
 

 fY(y) = fX( )(1)1( yg - )
1xxdy

dx

=
+ fX( )(1)2( yg - )

2xxdy
dx

=
+ fX( )(1)3( yg - )

3xxdy
dx

=
 (4.38) 

 

and the manner in which this generalizes (4.26) is now clear. And for the general n-to-1 mapping, 
(4.38) becomes 
 

fY(y) =  �
=

n

i 1
fX( )(1)( yg i

- )
ixxdy

dx

=
     (4.39) 

 

Example 4.7 
Consider the mapping Y = g(X) = | X |, so that g(·) acts like a full-wave rectifier. We seek 

the pdf of Y.  
The equation y = |x| has no solutions for y < 0, but for y > 0 it has two. These are  
 

x1 = )(1)1( yg - = y  and  x2 = )(1)2( yg -  = � y    (4.40) 
 

 Clearly also  

1xxdy
dx

=
= 1  and 

2xxdy
dx

=
= 1     (4.41) 

 

For the case of two solutions, (4.39) becomes 
 

fY(y) = fX( )(1)1( yg - )
1xxdy

dx

=
+ fX( )(1)2( yg - )

2xxdy
dx

=
    (4.42) 

 
and we must bear in mind that all our formulae for fY(y) apply only to yÎ  Sy  (if this is not clear, 
look again at Example 4.3). In this case Sy = {y | 0 < y < � }so that, to ensure that (4.42) is 
restricted to the sample space of Y, (4.42) is modified to read 
 

fY(y) = [fX( )(1)1( yg - )
1xxdy

dx

=
+ fX( )(1)2( yg - )

2xxdy
dx

=
]H(y)   (4.43) 

 

where H(·) is the Heaviside step function. 
 Substituting now from (4.40) and (4.41) into (4.43) we obtain 
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fY(y) = [fX(y) + fX(� y)]H(y)     (4.44) 
 

 To illustrate what this means, suppose that X has a normal pdf as depicted in figure 8. The 
figure also shows the pdf of Y = |X|, which is obtained using (4.44). To understand this figure, 
note that the rv Y is restricted to positive values so that, in (4.44), the term fX(y) contributes that 
part of fX(·) to the right of the origin and the term fX(� y) contributes that part of fX(·) to the left of 
the origin. And the two add up as shown. 
 
 
 

  
Insert fig 5.20 from Papoulis 

 
 
 

 
 
Functions of a random vector 
 As in the one-to-one case, the formula for the single rv extends directly to the random 
vector. Thus (4.39) becomes 
 

fY(y) =  �
=

n

i 1
fX( )(1)( y-

ig ) iJ      (4.45) 

 

where Ji is the Jacobian associated with inverse transformation )(1)( ×-
ig . 

 Note how (4.45) is also a direct generalization of the formula for the one-to-one mapping 
of a random vector (ie equation (4.28). 
 

Example (4.8) 
 Let X = [X1, X2]

T be a random vector with density function fX(x) and let Y = [Y1, Y2]
T be 

derived from X as follows: 
 

   Y1 = min(X1, X2) Y2 = max(X1, X2) 
 

 This is not a one-to-one transformation. Given the specific vector [y1, y2]
T, there are two 

possibilities that could lead to this vector. Values of X1 and X2, namely x1 and x2, that give the 
vector [y1, y2]

T, could be such that either x1 > x2 or x1 < x2. Thus the mapping from x to y is 2-to-1. 
 If x1 <  x2, then y1 = x1 and y2 = x2 so that we have, for the inverse mapping 
   
    x1       y1 
    =    )(1)1( y-g   =      (4.46) 
    x2       y2 

 
and if x1 > x2, we have y1 = x2 and y2 = x1 and the inverse mapping takes the form 
 
   
    x1       y2 
    =    )(1)2( y-g   =      (4.47) 
    x2       y1 
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The Jacobian associated with )(1)1( y-g in (4.46) is given by 
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  1 0 
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  0 1 

 
and the Jacobian associated with )(1)2( y-g in (4.47) is 

 

  
1

1

y
x

¶
¶

 
2

1

y
x

¶
¶

  0 1 

 J2  =       =        =   � 1. 
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  1 0 

 
and so | J1| = | J2 | = 1. 
 So, from (4.45) we have 
 

fY(y) =  fX( )(1)1( y-g ) 1J  +  fX( )(1)2( y-g ) 2J       
 

        =  fX(y1, y2) × 1 + fX(y2, y1) × 1 
 

        =  fX(y1, y2) + fX(y2, y1)      (4.48) 
 

 Thus, to obtain a plot of fY(y) you would, for any two values of y1 and y2, simply evaluate 
the RHS of (4.48). 
 
4.6 Bayes’ Theorem 
 

Thomas Bayes, an English clergyman, produced an uncomplicated theorem that has 
proved, over the years, to be of immense importance in a variety of fields, not just in 
probability and statistics, but also in machine learning, reliability engineering, signal 
processing, digital communications, and many other areas of engineering.  

 

4.6.1 Discrete probabilities 
 

 For discrete probabilities the theorem is derivable from the conditional probability of 
an event A occurring given that some other event B occurs. This is given by equation (1.5) 
which states 

)Pr(
)Pr(

)|Pr(
B

AB
BA =     (4.49) 

 

Bayes adapted (4.49) to the following situation. Suppose that event A can occur with 
any of n mutually exclusive events B1, B2, . . . , Bn. The fact that the Bi are mutually exclusive 
means that none of them can occur together. Now suppose that A must occur whenever one of 
the Bi occurs. Then we can write 
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Pr(A)  =  Pr(AB1)  +  Pr(AB2)  +  .  .  .  +  Pr(ABn)   (4.50) 
 
because the right-hand side sums probabilities over all the situations in which A can occur. 
 Now note that (4.49) can also be written 

 
Pr(AB)  =  Pr(A|B)Pr(B)     (4.51) 

 
Applying this to each term on the right-hand side of (4.50) we obtain: 
 
 Pr(A)  =  Pr(A|B1)Pr(B1)  +  Pr(A|B2)Pr(B2)  +  .  .  .  +  Pr(A|Bn)Pr(Bn)   
            

           =  �
=

n

i
ii BBA

1
)Pr()|Pr(      (4.52) 

 

Now note that by interchanging events A and B in (4.49) we obtain 
 

)Pr(
)Pr(

)Pr(
)Pr(

)|Pr(
A

AB
A

BA
AB ==    (4.53) 

 
Then substituting for Pr(A) from (4.52) in (4.49) and setting B equal to one of the Bi gives  
 

�
=

= n

i
ii

i
i

BBA

AB
AB

1
)Pr()|Pr(

)Pr(
)|Pr(    (4.54) 

 

and then using (4.51) in the form Pr(ABi) = Pr(A|Bi)Pr(Bi) gives Bayes’ theorem for discrete 
variables: 

 

�
=

= n

i
ii

ii
i

BBA

BBA
AB

1
)Pr()|Pr(

)Pr()|Pr(
)|Pr(   (4.55) 

 
Example 4.3 (adapted from [8]) 
 

An implanted medical device is tested on an annual basis for a faulty lead. The test 
procedure used is not entirely reliable and indicates “faulty” 99.7% of the time when the lead 
is actually faulty and indicates “not faulty” 99.9% of the time when the lead is truly not faulty. 
It is known from past experience that the reliability of the lead is such that after one year of 
use, 1% of leads are faulty. A patient is tested after one year of usage of the device and the test 
indicates that the lead is faulty. What is the probability that the lead actually is faulty? 
Solution: Bayes’ Theorem provides a solution directly. We use (4.55) with n = 2 because there 
are only two events of interest, namely the lead is faulty and the lead is not faulty. Therefore 
let B1 represent the event “faulty lead”, let B2 represent the event “lead is not faulty” and let A 
represent the event “test indicates faulty lead”. We are required to determine Pr(B1|A), ie the 
probability that the lead is faulty given that the test indicates that it is faulty. 

We have Pr(B1) = 0.01, Pr(A|B1) = 0.997 and Pr(A|B2) = 0.001. Thus Bayes Theorem 
gives 
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Pr(B1|A)  =  
)Pr()|Pr()Pr()|Pr(

)Pr()|Pr(

2211

11

BBABBA
BBA

+
  =  

)99.0(001.0)01.0(997.0
)01.0(997.0

+
  =  0.91. 

 
 

Remarks 
In the above example we have a probability, Pr(B1), that a lead is faulty after one year of 

use. We then get some extra information A via the test that allows us to “update” this 
probability to give Pr(B1|A) . The first probability, Pr(B1), is what we know before the extra 
information and is called a prior probability. The updated probability Pr(B1|A) is called a 
posterior probability. Thus, in many situations, when we know a probability about some kind 
of event and then extra information becomes available, we can use Bayes’ Theorem to 
improve the prior probability to a more accurate posterior probability. 

One fairly contentious, but often useful way of using Bayes’ Theorem is, where prior 
probabilities are not available, to use expert judgement to assign values to them. Then, each 
time any extra information becomes available, Bayes’ Theorem can be used to improve the 
initial estimates. If sufficient information becomes available, any errors in the original 
estimates of probabilities will have negligible effect on the final result. Probabilities that are 
assigned values on the basis of expert judgement are often referred to as subjective priors. 

 

4.6.2 Continuous probabilities 
 

 If we are dealing with continuous random variables x and y, the formula for 
conditional probabilities has to be written in terms of probability densities, rather than the 
discrete probabilities used in (4.49). The form of the expression is exactly the same, however: 
 

)(
),(

)|(
xp
yxp

xyp =     (4.56) 

and here the symbol p is used to represent probability density functions. 
 The derivation of the theorem in this case is much the same as the one above. We start 
by writing a second formula for conditional probabilities: 
 

)(
),(

)|(
yp
yxp

yxp =     (4.57) 

 
And then we make use of a fact that you should know, namely that the density function 

for x can be obtained from the joint density function for x and y by simply integrating out the 
variable y: 
 

�
¥

¥-
= dyyxpxp ),()(     (4.58) 

 
and, since from (4.57) we have 
 
   p(x,y)  =  p(x | y) p(y)      (4.59) 
 
combining (4.58) and (4.59) gives 
 

�
¥

¥-
= dyypyxpxp )()|()(    (4.60) 
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Note that this is the continuous variable equivalent of (4.52). Now, substituting (4.59) 
and (4.60) in the right-hand side of (4.56) gives the continuous version of Bayes’ theorem: 
 

�
¥

¥-

=
dyypyxp

ypyxp
xyp

)()|(

)()|(
)|(    (4.61) 

 
Equation (4.61) is obviously a continuous version of  (4.55).  

 

 
4.6.3 Mixed probabilities 

Sometimes, we have a situation where the variable x is continuous and the variable y is 
discrete (having values y1,y2, . . . , yn and probabilities Pr(yi)). For such cases, the conditional 
probability of x given yi is still continuous and has to be defined by a density function p(x | yi), 
but we do not need to “integrate out” the variable y because it is discrete. In this case, the 
integral in (4.61) is replaced by a summation: 
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5. Expectation and other moments 
 

5.1 Expectation 
 

Given a set of n quantities, which we denote by x1, x2,  � � � , xn, we define their average, 
or mean, as the sum of the quantities divided by n. 

 

     ie   
n

xxx
x n+×××++

= 21    =   �
=

n

i
ix

n 1

1
    (5.1) 

 

In the case of random variables, this average is known as the expectation. For example, 
in the case of throwing an unbiased die, if X represents the outcome, the expected value of X 
is given by 
 

   E(X)   =   
6
1

(1 + 2 +3 +4 +5 +6)  =   3.5. 

 

Of course, this does not mean that when we throw a die, we expect the outcome to be 
3.5. What it does mean is that if we throw the die a large number of times, we expect the 
average over all the outcomes to be 3.5. 

If we rewrite E(X) in the form 
 

E(X)  =  1(
6
1 )  +  2(

6
1 )  +  3(

6
1 )  +  4(

6
1 )  +  5(

6
1 )  +  6(

6
1 ) 

 

this can be considered a probability-weighted sum of the possible values of X because each 
possible outcome has probability 1/6 of occurring. 
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This suggests that for a loaded (ie unfair) die, the expected value of X should be given 
by 

 

E(X)  =  1�p1 + 2 �p2 + 3 �p3 + 4 �p4 + 5 �p5 + 6 �p6   (5.2) 
 

where pi denotes the probability that on an arbitrary throw of the die, X will have the value i. 
We can verify this by noting that if the die is thrown a large number of times, say N, 

then the number 1 will occur roughly Np1 times, the number 2 will occur roughly Np2 times 
and so on. Thus the average outcome will be roughly 

 

E(X)  �   
N

NpNpNpNpNpNp )(6)(5)(4)(3)(2)(1 654321 +++++
  (5.3) 

 

and for large N the approximation becomes very close. But if we cancel N in (5.3) this gives 
us (5.2) verifying the formula for E(X). 

If we used the same argument on a random variable X that takes values x1, x2, x3, . . . , 
with corresponding probabilities p1, p2, p3, . . . , the expected value of X is found to be 

 

 E(X)  =  x1 p1 + x2 p2 + x3 p3 +  · · ·   =   �
i

ipix     (5.4) 

or, in terms of the probability mass function 
 

   E(X)  =  )(�
i

ixpix       (5.5) 

because the pmf is defined as p(xi) = Pr(X = xi) – see (2.2). 
When the random variable X is continuous, it has a density function f(x) and, according 

to (3.5), X takes on values in a small interval Dxi with probability approximately equal to 
f(xi)Dxi, where xi is a point in the interval Dxi. Of course, there is an infinity of points in the 
interval Dxi, but these values are all very nearly equal to xi if the interval is small enough. 
Therefore, if we approximate X by the discrete random variable that takes the value xi with 
probability p(xi) = f(xi)Dxi, equation (5.5) tells us that the expected value of this discrete rv is 

 

  E(X)  =  )(�
i

ixpix   =  �
i

ix f(xi)Dxi      

And if we let the interval lengths shrink towards zero, the summation will tend toward a limit 
which is, of course, the well-known Riemann integral so that, for a continuous rv X the 
expectation is given by  
 

   E(X)  =  �
¥

¥-
dxxxf )(       (5.6) 

 

The expected value of a random variable X is also often referred to as the mean of X and 
given the symbol mX. 
 

 
 
 
Example 5.1 Expected value of a binomially-distributed random variable 
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Recall the definition of the binomial distribution which was explained immediately 
following equation (2.5) - a random variable X is binomially distributed with parameters n 

and p if Pr[X = k] =  (k
n) pk(1 � p)n�k . We wish to find the expectation of X. 

The definition of expectation (5.5) relates to the case where the rv can take on values xi. 
In the binomial distribution, the rv X can only take on integer values in which case the 
expression for the expectation of X becomes 

 

   E(X)   =   �
=

=
n

i
iXi

0
]Pr[     (5.7) 

 

              =    ini
n

i
ppi

ni -

=
-� )1()(

0
 

Obviously the case i = 0 will contribute nothing to this summation, so we have 
 

    E(X)   =   ini
n

i
pp

iin
in -

=
-

-� )1(
)(1 !!
!

 

 

    =   ini
n

i
pp

iin
n -

=
-

--� )1(
)1)(1 !(!

!
 

Now write k = i � 1, so we have 
 

    E(X)    =   np knk
n

k
ppk

n --

=
--� 1

0
)1(1)(  

 

    =    np[p + (1 � p)]n � 1  
 

    =    np. 
 

Example 5.2 Expected value of a normally-distributed random variable. 
 

Let X be a normally distributed random variable with parameters m and s2. Then, from 
(3.12) and (5.6)  

 

   E(X)  =  dxex x 22 
2/)�(


�2

1 --
¥

¥-
�  

 

This integral is most easily dealt with by writing x as (x � m) + m so that the integral can 
be split in two as below: 

 E(X)  =  dxex x 22 
2/)�()�(

�2

1 --
¥

¥-
� -  +  m dxex x 22 
2/)�(


�2

1 --
¥

¥-
�  

 

Now substitute x � m  =  z in the left-hand term to obtain 
 

   E(X)  =  dxez z 22 
2/


�2

1 -
¥

¥-
�  +  m dxxf )(�

¥

¥-
 

 

where f(x) is the normal density function. 
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The integrand in the first integral is symmetric about the origin, so the integral must be 
zero. Thus 

 

    E(X)  =  m dxxf )(�
¥

¥-
  =  m. 

Thus, the expected value of a normal variable with parameters m and s2 is equal 
to m. Remember that the normal density is symmetric about m, so this illustrates the fact that 
the mean value of any rv with a symmetric density function is equal to the value of the point 
of symmetry. 
 

5.2 Expectation of functions of random variables 
 

Equations (5.5) and (5.6) can be generalized to provide the expectation of a function of 
a random variable, say F (X). In the discrete case, (5.5) generalizes to  

 

   E[F (X)]  =  )()(� F
i

ixpix      (5.8) 

and in the continuous case, the generalization of (5.6) is 
 

   E[F (X)]  =  �
¥

¥-
F dxxfx )()(      (5.9) 

 

These two generalizations may appear to be obvious extensions of (5.8) and (5.9), but in 
fact their proof requires careful argument. We will not pursue this issue here but instead 
investigate some of the implications of (5.8) and (5.9). 

First consider the bivariate forms of (5.8) and (5.9). In the discrete case: 
 

   E[g(X,Y)]   =   � �
y x

yxpyxg ),(),(     (5.10) 

where the summation is over all possible values of x and y. In the continuous case: 
 

   E[g(X,Y)]   =   � �
¥

¥-

¥

¥-
dxdyyxfyxg ),(),(    (5.11) 

To see how useful these equations can be, suppose X and Y are continuous rvs and let 
g(X,Y) = X+Y. Then (5.11) becomes 

 

  E[X + Y ]   =   � �
¥

¥-

¥

¥-
+ dxdyyxfyx ),()(     (5.12) 

 

   =  � �
¥

¥-

¥

¥-
dxdyyxfx ),(   +   � �

¥

¥-

¥

¥-
dxdyyxfy ),(  

 

  =  � �
¥

¥-

¥

¥-
dxdyyxfx ][ ),(    +   � �

¥

¥-

¥

¥-
dydxyxfy ][ ),(   (5.13) 

In the left-hand term, the integral in square brackets “integrates out” the y variable to 
leave only the pdf of x which I will represent by fX(x). Similarly the integral in square 
brackets in the right-hand term integrates out the x variable to leave fY(y). So (5.13) becomes 
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 E[X + Y ]   =   �
¥

¥-
dxxfx X )(   +  �

¥

¥-
dyyfy Y )(   =  E(X ) + E(Y ).  (5.14) 

So the expectation of the sum of two random variables is equal to the sum of their 
expectations. 

By inserting constants, we could similarly show that 
 

   E[aX + bY ]   =   aE(X ) + bE(Y )    (5.15) 
 

which demonstrates that expectation is a linear operator. 
In the same way, we could also show that if X1, X2, . . . , Xn are n random variables, then 

for any constants a1, a2, . . . , an,  
 

E[a1X1 + a2X2 + · · · + anXn]  =  a1E(X1) + a2E(X2) + · · · + anE(Xn)   
 

And we can further show that if X and Y are independent rvs, then, for any g and h, 
 

   E[g(X)h(Y)]  =  E[g(X)]E[h(Y)]     
 

This is an important result which I will prove for the case where X and Y are continuous 
random variables. For this case, in (5.11) we replace g(x,y) with g(x)h(y) to give 

 

   E[g(X)h(Y)]  =  � �
¥

¥-

¥

¥-
dxdyyxfyhxg ),()()(    (5.16)  

 

and, with X and Y independent rvs, f(x,y) = fX(x)fY(y) so (5.16) can be written 
 

   E[g(X)h(Y)]  =  � �
¥

¥-

¥

¥-
dxdyyfxfyhxg YX )()()()(   

 

     =  � �
¥

¥-

¥

¥-
dyyfyhdxxfxg YX )()()()(   

 

     =   E[g(X)]E[h(Y)] �    (5.17) 
 
Probably the most widely used form of (5.17) occurs when g(X) = X and h(Y) = Y. In 

this case we have, for independent X and Y: 
 

    E[XY]  =  E(X)E(Y)     (5.18) 
 

5.2.1 Computing expectations by conditioning 
 

We saw, in section 4.1, how a marginal discrete probability can be computed by 
summing out the effects of another variable. This is expressed in equation (4.4) in the form 

 

pX(x)  =   �
y

yxp ),(       

 

where the marginal probability that X = x is obtained by summing out the effects of rv Y. 
A similar computational property holds for expectations where, for two discrete rvs X 

and Y 
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E[X]  =  � ==
y

yYyYXE }Pr{}|{    (5.19a) 

 

which you will have the opportunity to prove in a tutorial. 
A similar expression holds for the continuous case where, if Y has pdf fY(y) : 
 

E[X]  =  �
¥

¥-
= dyyfyYXE Y )(}|{    (5.19b) 

 

These expressions can be very useful, often providing clever ways of carrying out 
computations. 
 
Example 5.3 The mean of a geometric distribution 

We have already seen the pmf for a geometric distribution and so we could compute its 
mean in the standard way. But this example gives a rather different method. The problem is 
posed as follows: 

A coin, having probability p of coming up heads, is to be successively tossed until the 
first head appears. What is the expected number of tosses required? 

Let N be the number of tosses required and let the rv Y = 1 if the first toss produces a 
head and Y = 0 otherwise. Then, using (5.19a) and summing over the two possible values of Y 

 

  E[N]  =  E[N |Y = 0]Pr{Y = 0} +  E[N |Y = 1]Pr{Y = 1} 
 

            =  E[N |Y = 0](1 -  p)  +  E[N |Y = 1] p 
 

But now note that E[N |Y = 1] = 1 because if Y = 1 we know that the first toss resulted in 
a head.  

In addition, E[N |Y = 0] = 1 + E[N]. Why is this? Well, if Y = 0, the first toss resulted in 
tails and, since successive tosses are independent, we are essentially starting all over again 
after the first toss, so the expected additional number of tosses to obtain the first head must be 
E[N]. 

Substituting these values into our expression for E[N] gives 
 

   E[N]  =  {1 + E[N]}(1 -  p)  +  1 × p 
 

and rearranging this expression gives E[N]  =  1/p which will be confirmed in a tutorial by 
direct calculation from the pmf of the geometric distribution.   �  

Before proceeding to the next topic, we will take a moment to derive a result that will 
be helpful later. 

Note that E[X |Y ] is the function of the rv Y whose value at Y = y is E[X |Y=y]. Thus we 
can write E[X |Y ] = F (Y). But we know from (5.8) that the expected value of any function 
F (×) of Y is given by 

    

   E[F (Y)]  =  )Pr()(� ==F
y

yYyY   

 

It follows that   
 

   E[E[X |Y ] ] =  � ==
y

yYyYXE }Pr{}|{     
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and, as you will prove in a tutorial, the right-hand side of this expression is equal to E[X]. 
Thus we have the very useful expression 

 

       E[X]  =  E[E[X |Y ]]     (5.20) 
 

5.3 Variance 
 

Although the expectation of a random variable gives some information about the rv, it is 
usually inadequate as a description of the rv. We usually require information regarding the 
spread of the probability mass (or density) about the mean. This information is given by the 
variance. 

Note that expectation can be considered a probability-weighted average. This can be 
seen by noting that the ordinary (unweighted) average of N quantities xi can be written 

�
=

N

i
ix

N 1

1
 =  

N
x

N

i
i

1

1
�
=

 and if the xi are rvs, their expectation is given by )(
1

i

N

i
i xpx�

=
- that is, a 

probability-weighted average. 
The variance is a probability-weighted average of the deviations of values of a random 

variable from its mean. Thus, the variance is defined by the expression 
 

    var(X)  =  E[(X � mX)2]    (5.21) 
 

where mX is the mean value of X.  
That the expectation operator provides the probability weighting in (5.21) can be seen 

by drawing upon (5.8) to write (5.21) in the form 
 

   var(X)  =  E[(X � mX)2]  =  )()�( 2
i

i
i xpx X� -   (5.22) 

 

The deviations from the mean are squared in the definition of variance in order to avoid 
the cancellation of positive and negative deviations. 

For the continuous case, (5.22) becomes 
 

   var(X)  =  �
¥

¥-
- dxxfx X )()�( 2     (5.23) 

 

A related quantity that is widely used is the standard deviation which, for rv X is given 
the symbol sX and is related to var(X) through the equation 

 

    sX = )var(X       (5.24) 
 

Standardization of a random variable 
 

Any rv X can be standardized to rv X* by the operation 
 

    
X

XX
X



�

*
-

=       (5.25) 

where X* has mean zero and variance unity. Recall that this is how we obtained a 
standardized normal rv at the very end of Section 3.  
 

A useful representation for var(X). 
 

If we expand the squared term in (5.22) we can write 
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   var(X)  =  )(��2( )
22

ii
i

i xpxx XX +-�  

 

     =  )(2
i

i
i xpx�  � )(�2 i

i
i xpxX�  + )(� 2

i
i

xpX�  (5.26) 

 

which, from (5.8) we can write in the form 
 

   var(X)  =  E(X2)  �  2 mX E(X)  +  mX
2       (5.27) 

 

The right-hand term in (5.27) comes about because the right-hand term in (5.26) can be 
written mX

2 )( i
i

xp�  and the summation over all p(xi) must be equal to unity. This is simply 

an example of the fact that the expectation of a constant (in this case mX
2 ) is equal to that 

constant. 
Now remember that E(X) = mX so that (5.27) can be written 
 

  var(X)  =  E(X2)  �  mX
2   =  E( X 2 )  �  [E( X)]2   (5.28) 

 

and this is a result that we will make frequent use of. 
 

Example 5.3 
 

Let X be a normally distributed random variable with parameters m and s2. Find var(X). 
 
    var(X)  =  E[(X � mX)2]   
 

  =  dxex x 22 
2/)�(2)�(

�2

1 --
¥

¥-
� -   

 

Now substitute z = (x � m)/s so this can be written 
 

    var(X)  =  �
¥

¥-

- dzez z 2/
2�


 22
2

    

 

At this point we must draw upon an identity found in tables of integration, namely: 
 

�2/ 222 =-�
¥

¥-
dzez z      

This tells us immediately that  
 

var(X) = s2. 
 

Note, from (5.24) that this shows that for the normally distributed random variable with 
parameters m and s2, the parameter s is equal to the standard deviation of the rv. 

 

5.3.1 The conditional variance formula 
 

The conditional variance formula is sometimes very useful (as we shall see later) and 
states 

 

   Var(X)  =  E[Var(X |Y )]  +  Var[E(X |Y )]   (5.29) 
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Proof:  From (5.28) we have Var(X)  =  E( X 2 )  �  [E( X)]2 so we can write  
 
   Var(X | Y )  =  E( X 2 | Y  )  �  [E( X | Y )]2 
 

(I should, perhaps, point out that the formal definition of Var(X | Y ) is not quite the 
same as this, but is nevertheless equivalent. See [3] for details.) 

Taking expectations of the above expression for Var(X | Y ) we have 
 

   E [Var(X | Y )]  =  E [E( X 2 | Y  )]  �  E [[E( X | Y )]2]  
 

Now, we know from (5.20) that for any random variable X, E[X]  =  E[E[X |Y ]] so, since X 2 
is also a random variable, we must have E[X 2]  =  E[E[X 2 | Y ]] so the above can be written 

 

   E [Var(X | Y )]  =  E [X 2]  �  E [[E( X | Y )]2]   (5.30) 
 

This gives us an expression for one of the terms in (5.29). Let us now consider the other 
term, which, from the definition in (5.21) can be written 
 

   Var[E(X |Y )]  =  E [(E(X | Y )]  -   E [E(X | Y )] ) 2]  
 

and using once again the fact that  E[X]  =  E[E[X |Y ]] this becomes 
 

   Var[E(X |Y )]  =  E [(E(X | Y )]  -   E [X ] ) 2]  
 

Expanding out the squared term gives 
 

  Var[E(X |Y )]  =  E [(E(X | Y )] 2  -  2 E [X ] E(X | Y )]  + E [X ]  
2) ]  

 

We will now take the expectation inside the large square brackets.  But note that E[X] is 
a constant (m) so that E[E [X ]] = E [X ] and E[E [X 2]] = E [X 2 ] so that taking the 
expectation inside the large square brackets gives  

 

  Var[E(X |Y )]  =  E [E(X | Y )] 2 ] -  2 E [X ] E [E(X | Y )] ] + E [X ]  
2  

 

Once again, from (5.20) we have E[X]  =  E[E[X |Y ]], so that this becomes 
 

  Var[E(X |Y )]  =  E [E(X | Y )] 2 ] -  2 E [X ] 2 + E [X ]  
2  

 

    =  E [E(X | Y )] 2 ] -   E [X ] 2 
 

Adding this to (5.30) gives 
 

 E [Var(X | Y )] +  Var[E(X |Y )]  =  E [X 2]  �  E [ X ] 2  =  Var(X)  
 

and the conditional variance formula is proved. �  
 

5.4 Moments 
 

The expected value of a random variable X, E(X), is also referred to as the first moment 
of X. The quantity E(Xn), n � 1, is called the nth moment of X. Thus 

 

    E(Xn)   =   )( i
i

n
i xpx�   if X is discrete 
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                      (5.31) 

    E(Xn)   =   �
¥

¥-
dxxfxn )(   if X is continuous 

   

Equation (5.28) tells us that the variance of an rv X is given by the difference between 
its second moment and the square of its first moment.  

The variance of an rv X is sometimes referred to as the 2nd moment of X about its mean 
or, more briefly, the 2nd central moment of X. 

In general, the nth central moment is given by E [(X � E[ X])n]. 
In order to distinguish between E(Xn) and the central moments of X, E(Xn) is often 

called the nth moment of X about the origin. 
Note that the first few moments (say 3 or 4) are usually sufficient to give a very 

accurate description of the random variable X. 
 

5.5 Covariance 
 

The concept of moments can be extended to two variables by considering quantities of 
the form E[X 

rY 
s] or E[(X � mX) 

r(Y � mY) 
s]. But in practice, only the case s = r = 1 is 

important.  
The covariance of X and Y, written cov(X,Y) is defined by 
 

   cov(X,Y)  =  E[(X � mX) (Y � mY)]           (5.32) 
 

A useful alternative expression for covariance can be obtained by expanding out the 
right-hand side of (5.32): 

 

   cov(X,Y)  =  E[ XY � mXY � mYX + mX mY] 
 

and using (5.16) this can be written 
 

   cov(X,Y)  =  E(XY) � E( mXY) � E( mYX) + E(mX mY)         (5.33) 
 

and since mX and mY are constants, this is equivalent to 
 

   cov(X,Y)  =  E(XY) � mX E(Y) � mY E(X) + mX mY  
 

              =  E(XY) � mX mY  � mY mX  + mX mY 
 

            =  E(XY) � mX mY            (5.34) 
 

Note that this result, coupled with (5.18), tells us immediately that when X and Y are 
independent, cov(X,Y)  =  0. 

Using the concept of covariance, we can obtain a useful expression for the variance of 
the sum of two random variables. First let us restate the definition of the variance of a single 
rv, X: 
 

    var(X)  =  E[(X � mX)2]   
 

so we can write 
 

   var(X + Y)  =  E[{(X + Y � E(X + Y)} 2]  
 

           =  E[{(X + Y � E(X ) � E( Y)} 2] 
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           =  E[{(X � mX) + (Y � mY )}
2] 

 

    =  E[{(X � mX)2 + (Y � mY )
2 +2(X � mX) (Y � mY)}] 

 

    =  E[(X � mX)2] + E[(Y � mY )
2] +2E[(X � mX) (Y � mY)] 

 

    = var(X) + var(Y) + 2cov(X,Y)        (5.35) 
 

I pointed out above (just after (5.34)) that when two rvs are independent, their 
covariance is zero. Using this fact with (5.35), we see that when X and Y are independent 

 

    var(X + Y)  =  var(X) + var(Y)        (5.36) 
 

Equations (5.35) and (5.36) generalize to any number of rvs Xi, i = 1, 2, . . . Thus 
 

   var( �
i

iX )  =   )var(�
i

iX  +  2 ),cov( ji
ji

XX�
<

   (5.37) 

 

where the index i < j  on the right-hand summation indicates that the sum should be carried 
out over all distinct pairs. 

When the Xi are all independent, we have simply 
 

    var( �
i

iX )  =   )var(�
i

iX     (5.38). 

 

We will make use of this result in the following example. 
 

Example 5.4 Variance of a binomially-distributed random variable 
 

Example 5.1 tells us a binomially-distributed random variable X with parameters n and 
p has expected value E(X) = np. So according to (5.28) var(X) = E( X 2 ) � ( np)2 and therefore 
this indicates that to compute var(X) we must determine E( X 2 ). This would require going 
through the same kind of calculation that was used in Example 5.1, but in this case it would 
be a little more complex. But we can avoid this by being a little smarter and drawing upon 
other results that we have obtained previously in these notes. 

First recall that when X is binomially distributed as in (2.5) it gives the probability of k 
successes in n Bernoulli trials with probability p of success on a single trial. We can simplify 
the problem of calculating the variance of the binomial distribution by calculating the mean 
and variance of the number of successes in each individual trial. 

For a single trial, we can use (5.7) to compute the expected number of successes as 
 

   E(X)   =   �
=

=
1

0
]Pr[

i
iXi    =  0 � (1 � p) + 1 � p  =  p.   

which comes about because there are only two possible outcomes in a single trial: either no 
success (X = 0) or one success (X = 1) and the probabilities of these events are (1 � p) and p 
respectively. 

The variance on the number of successes in a single trial is now given by 
 

 var(X)  =  E[(X � mX)2]  = )()�( 2
i

i
i xpx X� -  = �

=
=-

1
2

0
]Pr[)(

i
iXpi  
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where the right-hand expression makes use of the fact that once again there are only the two 
possible outcomes ( xi = 0 and xi = 1) and also the fact that we have just established mX = p. 

Thus we have 
 

  var(X)  =  (0 � p)2 � (1 � p)  +  (1 � p)2 � p  =  p(1 � p)    (5.39) 
 

Now comes the smart bit. Let Z be binomially distributed with parameters n and p. Then 
Z represents the number of successes in n trials. If Xi represents the number of successes on 
trial i, we can write 

 

    Z  =  X1 + X2  +  ���  + Xn 
 

and then, because the Xi come from independent trials, we can use (5.38) to write 
 

   var(Z)  =  var(X1) + var(X2)  +  ���  + var(Xn) 
 

so that from (5.39) we have 
 

    var(Z)  =  np(1 � p). 
 

6. Generating functions  
 

6.1 Moment generating functions 
 

In engineering applications, we often need to deal with distributions of sums of 
independent random variables. We have seen, in section 4.4, that such distributions can be 
obtained through the evaluation of convolutions. Unfortunately, for most distribution 
functions, the process of convolution is quite difficult to implement. For this reason, 
probability theorists sought other methods of representing distributions so that the 
convolution process could be more easily carried out. One of the simplest such functions is 
the moment generating function. 

As its name implies, the moment generating function (MGF) for a particular distribution 
can be used to generate all the moments of the distribution and hence to obtain a complete 
representation of the distribution. Most importantly, the MGF allows convolutions to be 
implemented very easily. 

The MGF of a random variable X is denoted by MX(t) and defined by 
 

    MX(t)  =  E[etX]     (6.1) 
 

so that  
 

   MX(t)  =  �
i

i
tx xpe i )(    for discrete X  (6.2a) 

            

   MX(t)  =  �
¥

¥-
dxxfetx )(    for continuous X (6.2b) 

 

The nth moment of X can be obtained by taking the nth derivative of MX(t) and setting t = 
0. The proof is essentially the same for both the discrete and continuous cases. I’ll go through 
the proof for the continuous case here. 

Using the Taylor expansion for the exponential function, (6.2b) can be written 
 



 46

  MX(t)  =  �
¥

¥-
×××+++ dxxf

xt
tx )()
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   =  �
¥

¥-
dxxf )(  + �

¥

¥-
dxxxft )(  +  �

¥

¥-
dxxfx

t
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2
2

2

!
 + � � �  (6.2c) 

   =   1  +  tE(X)  +  )(E
2

2
2

X
t

!
  +  � � � 

 

Differentiating with respect to t: 
 

   =)(
)1(

tM X  E(X)  +  tE(X 2)  +  )(E
2

3
2

X
t

!
  +  � � � 

 

and setting t = 0: 
 

   =)0(
)1(

XM   E(X)   
 

Differentiating again 
 

   =)(
)2( tM X   E(X 2)  +  )(E 3Xt   +  � � � 

 

and setting t = 0 again: 
 

   =)0(
)2(

XM   E(X 2)   
 

Continuing in this way, we find in general 
 

   =)0(
)(

X
n

M  E(X n)        (6.3) 
 

Example 6.1 MGF of the binomial distribution. 
 

The moment generating function for rv X is defined by MX(t)  =  E[etX], so if X is 
binomially distributed, we can use (6.2a) to write 

 

  MX(t)  =  �
i

i
tx xpe i )(  =   ini

n

i

ti ppi
ne -

=
-� )1()(

0
 

 

    =   ini
n

i
ptpei

n -

=
-� )1()()(

0
    (6.4) 

 

Recalling now the binomial expansion 
 

   (a + bx)n  =  inbi
n

i
ai

n -

=
� )(

0
 

 

we see that (6.4) can be written 
 

   MX(t)  =  (pet + 1 � p)n     (6.5) 
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and this is the form in which the MGF for the binomial distribution is normally expressed. 
We can now differentiate (6.5) to determine the moments of the binomial distribution as 

follows. 
 

   =)(
)1(

tM X   n(pet + 1 � p)n�1 pet 
 

so that 
 

   E(X)  =  =)0(
)1(

XM   np 
 

which is the result we obtained after quite a bit of algebra in example 5.1. 
Differentiating a second time 
 

 =)(
)2( tM X   n(n � 1)( pet + 1 � p)n�2 (pet)2  +  n(pet + 1 � p)n�1 pet 

 

and so  
 

  E(X 2)  =  =)0(
)2(

XM  n(n � 1) p2  +  np. 
 

The variance is given by 
 

   var(X)  =  E( X 2 )  �  [E( X)]2  
 

    =   n(n � 1) p2  +  np � n2p2  =  np(1 � p) 
 

as we found earlier in example 5.4. 
 

Example 6.2 MGF of the normal distribution 
 

Consider a random variable X, normally distributed with parameters m and s2. The 
MGF of X is given by 

 

  MX(t)  =  E[etX]  =   dxee xtx 22 
2/)�(


�2
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¥

¥-
�  

 

   =  dx
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Now write 
 

  x2 � 2 mx + m2 � 2 s2tx  =  x2 � 2( m + 2s2t)x  + m2 
 

      = (x � ( m + s2t))2  � ( m + s2t)2 + m2 
 

      = (x � ( m + s2t))2  � s4t2 � 2 ms2t 
 

so that we can write 

  MX(t)  =  

�2

1
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2
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tx }{

2

22

2

))
�((

exp�
¥

¥-

+--
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   =  exp }{ �
2


 22
t

t
+


�2

1
dx

tx }{
2
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�((

exp�
¥

¥-

+--
 

 

This expression simplifies greatly because, apart from the first exponential term, what 
remains is simply the integral of the pdf of a normal rv with parameters m + s2t and s2. (If 
this is not clear to you, compare with the pdf in (3.12). This pdf is integrated over its full 
range (� �  to � ) and so the integral is equal to unity. Thus, the above expression becomes 

 

   MX(t)  =  exp }{ �
2


 22
t

t
+      (6.6) 

 

Differentiation in the usual way shows that the mean is m and the variance is s2. 
 

6.1.1 Avoiding the convolution calculation for sums of random variables 
 

Recall from section 4.4 that the distribution of a sum of independent rvs is given by the 
convolution of their distributions. The calculation of convolutions can be a complex process 
and MGFs allow such calculations to be neatly avoided. This can be seen immediately by 
noting that for 2 independent random variables X and Y, the MGF of their sum is given by 

 

  MX+Y(t)  =  E[etX+Y]  =  E[etX]E[etY]  =  MX(t) MY(t)      
 

In words, the moment generating function of the sum of two independent random 
variables is given by the product of the MGFs of the individual random variables. 
 

Example 6.3 The sum of two independent Poisson random variables 
  

The moment generating function for a random variable X having the Poisson 
distribution 

Pr{X = k }  =  
!k

k�
e� l   k = 0, 1, 2, . . .  

 

is given by  
 

    MX(t)  =  �

0 k
� -

¥

=
� ee
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k
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     = �
¥

=
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But the summation here is simply the Taylor expansion for an exponential so that we 
can write 

 

   MX(t)  =  e�  l � tee�    =  )1(� -tee     (6.7) 
 

Now, if a random variable Y, independent of X has the Poisson distribution 
 

Pr{Y = k }  =  
!k

k�
e� m  k = 0, 1, 2, . . .  

 

then its MGF is 
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    MY(t)  =  )1(� -tee   
 

and hence, the MGF for the sum of the random variables X and Y is  
 

   MX+Y(t)  =  )1(� -tee � )1(� -tee   =  )1)(��( -+ tee  
 

which shows, as we saw in example 4.2, that the sum of two independent Poisson random 
variables is also Poisson and that its parameter is equal to the sum of the parameters of the 
two distributions. But it should be clear that the calculations using the MGF are much simpler 
than those using convolution. 
 

Important remark 
The above discussion concerning the MGF and the distribution of a sum of two random 

variables holds only for the case where the rvs are independent. If they are not independent, 
the calculation requires a bidimensional MGF (with parameters t1 and t2 instead of simply t) 
and leads to a bivariate (ie 2-dimensional) distribution. More generally, the distribution of the 
sum of n dependent rvs is n-dimensional (ie it involves n variables). In this short course we 
will concentrate almost entirely on single-variable distributions. 
 

6.2 The characteristic function  
 

For some distributions, the mean does not exist and in such cases the MGF is not 
defined. Distributions of this kind are not simply theoretical abstractions, but can arise quite 
naturally in practical situations. One such case is illustrated in figure 6. The figure shows a 
double-headed arrow that is mounted horizontally and spun freely a distance d away from a 
wall. Let O denote the origin of measurements and let Y denote the point on the wall at which 
the arrow is directed when it comes to a stop. 

Let X measure the angle, as shown, between the perpendicular to the wall and the 
direction of the arrow (positive anticlockwise). All things being equal, the arrow is equally 
likely to finish up in any of its possible positions, so if X is measured in radians, it will be 
uniformly distributed over the interval [�p/2, p/2]. In other words, the pdf of X, say fX(x) is 
given by fX(x) = 1/p in the interval [�p/2, p/2]. 

From figure 6 it is clear that Y = d tan X. Let us now calculate the pdf of Y, which we 
denote by fY(y).  

 

 
 
 
 
 
 
              d 
 
       X 
 
 
 
          O     Y 
 
     Figure 6 
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When the arrow is at angle x, it is directed toward a point y on the wall. When it is at 
point x+dx, it is directed toward a point y+dy on the wall. Thus, the angular interval (x, x+dx) 
defines the interval (y, y+dy) on the wall. And so, the probability of the arrow finishing up in  
the angular interval (x, x+dx) is the same as the probability of it finishing up pointing at the 
interval (y, y+dy) on the wall.  

If dx is very small the probability that the arrow finishes up in the small angular interval 
(x, x+dx) is (very nearly) equal to fX(x)dx and it will be equal when we let dx �  0. The same 
applies to the probability that the arrow finishes up pointing to the interval (y, y+dy). So we 
can write 

 

    fX(x)dx  =  fY(y)dy   
 

and, in the limit, as dx �  0, this can be written 
 

    fY(y)  =  fX(x) � 
dy
dx

     (6.8) 

  

 Note that the derivation of (6.8) is essentially a modified way of deriving (4.26). There 
is no magnitude function in (6.8) because in this example Y = d tan X and the tan function is 
monotonically increasing. 
 

For this example, we have 
 

   x  =  tan�1 ( d
y
) , 

dy
dx

  =  
22 yd

d
+

 

so that, from (6.8) 
 

   fY(y)  =  fX [tan�1 ( d
y
)]  �

22 yd
d
+

    (6.9) 

But X is uniformly distributed, having the value 1/p for all possible values of X in figure 
6. So this simplifies (6.9) to give 

 

    fY(y)  =  
�
1

�
22 yd

d
+

     (6.10) 

 

This rather innocuous looking expression defines the pdf of a random variable whose 
mean does not exist. Before I demonstrate this fact, let us first establish that the pdf gives a 
“sensible” cdf (cumulative distribution function). Remember that the pdf is the derivative of 
the cdf, so we can obtain the cdf by integrating (6.10). This gives 

 

    FY(y)  =  
�
1 [tan�1 ( d

y
) + 

2
� ]    (6.11) 

 

Now note that when y = �� , tan�1 ( d
y
) = 

2
�

-  so FY(� � ) = 0, and when y = � , 

tan�1 ( d
y
) = 

2
�

+ , giving FY(� ) = 1. Hence, FY(y)  behaves like a true cdf because it is zero at 

its “left-hand” extreme and equals unity at its right-hand extreme. It increases monotonically 
between zero and unity because its derivative, the pdf in (6.10), is positive for all values of y. 
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Clearly, then, there is nothing wrong with the cdf. So why doesn’t the mean exist? The 
answer lies in the fact that the integral that we use to determine expectation does not 
converge. Remember that integrals are limits of summations and summations only converge 
if the higher order terms become sufficiently small. The problem in this case is that there is 
simply too much of a likelihood of obtaining a Y value that is very, very large. 

To dig a little deeper, let’s examine the case d = 1. For this case, 
 

    E(Y )  =  dy
y

y
Lim

q

pq
p � +

¥®
¥-® )1(� 2

   (6.12) 

 

Now consider the positive half of the integral for finite q, ie 
 

   dy
y

y
q

� +0 )1(� 2
   =   

�2
1 [log(q2 + 1)] 

 

and it should be clear that the right-hand side tends to infinity as q �  � . 
Due to the symmetry of the integrand about the origin, we would find that the negative 

half of the integral tends to infinity as p �  � � . This tells us that the integral in (6.12) 
evaluates to �  � � , an operation that is not allowed in mathematics. And so we say that the 
mean is not defined for this distribution, even though it is obvious that the average value of Y 
on a sequence of spins of the arrow will be zero. 

I should point out that the distribution of the random variable Y is called a Cauchy 
distribution, so we have just demonstrated that the mean value of the Cauchy distribution 
does not exist. 

A similar analysis to determine any of the higher moments of the Cauchy distribution 
would reveal that they, too, do not exist.  

Looking back equation (6.2c) which expresses the MGF using the series expansion of 
the exponential, we see that none of the integrals except the first will converge, so the MGF 
for a Cauchy distribution does not exist either. 

For distributions that have moments, we have seen that the MGF is a very convenient 
and compact way of representing a distribution that, in particular, allows convolutions to be 
carried out very simply. Is there a similar representation that allows the accommodation of 
distributions that do not have moments? Fortunately there is, and this is known as the 
characteristic function (CF). The CF is most conveniently introduced by considering the 
close relationship that exists between it, the MGF and transform methods like the Laplace 
and Fourier transform. 
 

6.2.1 The relationship between MGF, CF and classical transform methods 
 

The MGF for a random variable X is defined by MX(t)  =  E[etX] so that, for the 
continuous case, 

 

   MX(t)  =  E[etX]  =  �
¥

¥-
dxxfetx )(     (6.13) 

 

and if we write t = � s, this becomes 
 

   MX(�s )  =  E[e�s X]  =  �
¥

¥-

- dxxfe sx )(     (6.14) 
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And this is the two-sided Laplace transform of the pdf f(x). 
For many distributions, f(x) = 0 for x < 0, and in such cases, (6.14) becomes 
 

      MX(�s )  =  �
¥

-

0

)( dxxfe sx  

 

which is the standard Laplace transform of the pdf. 
Recalling that the Laplace transform provides a means for converting a convolution into 

a product, it should now be clear why the MGF is able to do this too. 
The characteristic function is closely related to the MGF in that it is simply the Fourier 

transform of the pdf. Thus, the CF is defined by 
 

   FX(t)  =  �
¥

¥-
dxxfe jtx )(   =  E[e jtX]    (6.15) 

 

where j = 1- . 
The characteristic function is defined for all probability distributions, so you’ll find that 

many books on probability theory (especially the more mathematical ones) ignore the MGF 
and deal with the CF only. I have not done this here because the MGF is simpler to use and, 
for most situations that arise in engineering applications, the MGF is adequate. Nevertheless, 
it is important to be aware of the existence of the characteristic function and to understand its 
significance. 
 

6.3 The probability generating function 
 

We have seen that the MGF is less broadly applicable than the CF, but is a little easier 
to use. For completeness, we now move further in the direction of easier use but narrower 
applicability to consider the probability generating function (PGF) which is defined only for 
random variables whose values are restricted to the non-negative integers. Why should we 
consider this when the MGF could equally-well be used? The reason is that there are many 
problems in engineering where the rvs involved take only non-negative integer values (eg the 
number of information packets on a communications link) and the PGF really is significantly 
easier to use than the MGF. 

For the rv X we have 
 

   MGF  =  E[etX]   and CF  =  E[e jtX] 
 

and we now have 
 

    PGF  =  E(tX)      (6.16) 
 

What does this mean? 
Well, with a discrete rv X that takes on integer values only, the expectation of a function 

of X is defined in (5.8) as  
 

   E[F (X)]  =  )()(� F
i

ixpix       

 

and if the xi can only be non-negative integers, this becomes  
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   E[F (X)]  =  �
¥

=
F

0
)(

i
ipi      (6.17) 

 

where pi = Pr(X = i). Then, if  F (X) = tX, as in (6.16), equation (6.17) becomes 
 

    E[tX] = �
¥

=0i
i

i pt      (6.18) 

 

and so we see that the PGF is defined as a polynomial in t. 
This polynomial is also related to the classical transforms employed in engineering. If 

we replace t in (6.18) by z, we can write the PGF of X, say JX(z) as 
 

    JX(z)  =  E[zX] = �
¥

=0i

i
izp     (6.19) 

 

and you should recognize this as the z-transform of the probability mass function of X. 
Given that the PGF is the z-transform of the pmf, it is common to use the parameter z 

rather than t in the polynomial representation as in (6.19) and we will follow this practice 
here. 
 

Example 6.4 The PGF of a Poisson random variable 
 

We will now determine the PGF of a random variable X that has a Poisson distribution 
with parameter l . Thus, the rv is defined by  

 

Pr{X = k }  =  
!k

k�
e� l   k = 0, 1, 2, . . .  

 

So now, using the fact that 0! is defined equal to unity, the PGF is 
 

  JX(z)  =  e� l   +  l e� l z +  
!2

� 2
e� l z2  +  

!3
� 3

 e� l z3  +  � � � 

 

           =  e� l  (1  +  l  z + 
!2

� 2
 z2  + 

!3
� 3

 z3  +  � � � ) 

 

           =  e� l ze�   =  )1(� -ze     (6.20)   �  
             

If we require PGF of the sum of two independent random variables, note that 
 

    JX+Y(z)  =  E[zX+Y] =  E[zX zY] 
 

Using (5.19) this can be written 
 

   JX+Y(z)  =  E[zX zY]  =  E[zX] E[zY]  =  JX(z) JY(z)   
 

so as with the MGF, the PGF of the sum of the sum of two independent rvs is equal to the 
product of their individual PGFs. 
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Example 6.5 The sum of two independent Poisson rvs 
 

If X and Y are independent and Poisson distributed with parameters l  and m, we have 
 

   JX+Y(z)  =  )1(� -ze )1(� -ze   =  )1(� )�( -+ ze    (6.21) 
 

showing once again that the sum of the two Poisson rvs is Poisson with parameter l + m.  �  
 

The derivation of (6.20) and (6.21) may not appear to show any great advantage in 
using the PGF instead of the MGF. But for problems involving rvs whose values are non-
negative integers, the PGF is the natural generating function to employ, and in the analysis of 
communications traffic and related problem areas (such as queueing theory) the PGF is 
almost universally used. 

 

6.3.1 The PGF of the sum of a random number of independent random variables 
 

We know that the sum of n independent random variables has a PGF equal to the 
product of the PGFs of the individual rvs. What happens if n is itself a random variable? 
 For the sum 
 

    S = X1  +  X2  +  · · · XN 
 

We can write the PGF as JS(z) = E(zS) and then, recalling equation (5.20) which states: 
 

       E[X]  =  E[E[X |Y ]]  
 

we can write the PGF as     
 

    JS(z) = E[E(zS | N)]        (6.22) 
 

and from the discussion just before equation (5.20) we have 
 

   E[E[X |Y ] ] =  � ==
y

yYyYXE }Pr{}|{    

 

so that (6.22) can be written  
 

    JS(z)   =   � ==
n

nNnNzE S }Pr{}|{  

 

              =  � =+×××+
n

n nNzE XX }Pr{}{ 1  

 

              =  � =×××
n

n nNzzzE XXX }Pr{}]())([{ 21  

 

but the Xi are independent, so this can be written 
 

   JS(z)   =   � =×××
n

n nNzEzEzE XXX }Pr{}]()(){ 21  

 

and if the Xi are identically distributed, which is the most common case, this becomes 
 

   JS(z)    =  � =
n

n nNzJX )Pr()]([     (6.23) 
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And now recall that the PGF is defined by  
 

JX(z)  =  E[zX] = �
¥

=0i

i
izp = �

¥

=
=

0
)Pr(

n

n nXz    (6.24) 

 

 Comparing (6.24) and (6.23), we see that (6.23) can be written 
 

JS(z)    =  E[(JX(z))N]  =  JN [JX(z)]    (6.25) 
 
The use of this expression will be demonstrated in a tutorial. 
 

6.3.2 Computing moments from the probability generating function 
 

Recall that the PGF applies only to random variables whose values are restricted to the 
non-negative integers and for a rv X is defined by  
 

    JX(z)  =  E[zX] = �
¥

=0i

i
izp     (6.26) 

 

and since JX(1) = 1, it is clear that the series converges for |z| �  1. 
 For most rvs it will converge for |z| slightly greater than 1 as well, and this is what we 
will now assume for the following.  
 Suppose that JX(1+y) converges for a very small value of y. Substituting in (6.26) we 
find that the coefficient of yr in the summation is 
 

  
!! rr

p
riiii ri

ri

)(�
)1()2)(1( =+-×××--�

¥

=
    (6.27) 

 

where m(r) is known as the rth factorial moment of rv X. 
 So JX(1+y) is sometimes called the factorial moment generating function for X. 
 The factorial moments can be found by differentiating JX(1+y) and setting y = 0 or, 
what is the same thing, differentiating JX(z) and setting z = 1. 
 Thus 

    
1

|][ )(� )( =
=

zXr

r
r zJ

dz
d

. 

 

 Note in particular from (6.27) that  
 

m(1)  =  E(X)  
 

and  m(2)  =  �
¥

=
-

2
)( 2

i
ipii  =  E(X2)  �  E( X)   

 

    so that  E(X2)  =  m(2)  +  E(X)  =  m(2)  +  m(1)  . 
 

Thus, the mean and variance of X are easily calculated from its PGF. We will not 
worry about calculating higher order moments from the PGF because it will obviously be 
more complicated than using the MGF. 

One other point. Like the other generating functions, the PGF is equivalent to a 
classical transform widely employed in engineering. In this case the equivalence is with the 
z-transform. The fact that equivalent transforms and generating functions have been 
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developed in quite different disciplines (mathematics and engineering) is simply an indication 
of the fact that if a useful theoretical tool exists, it will be discovered and used wherever it 
can be used productively. 
 

7 Limit theorems  
 

7.1 The laws of large numbers 
 

7.1.1 An illustrative example 
 
Trial 
 No. 

 Red 
cards 

Succ- 
esses 

Rel. 
Freq. 

Trial 
 No. 

Red 
cards 

Succ- 
esses 

Rel. 
Freq. 

Trial 
 No. 

Red 
cards 

Succ- 
esses 

Rel. 
Freq. 

1 
2 
3 
4 
5 
6 
7 
8 
9 
10 
11 
12 
13 
14 
15 
16 
17 
18 
19 
20 
21 
22 
23 
24 
25 
26 
27 
28 
29 
30 
31 
32 
33 

17 
13 
13 
13 
14 
13 
11 
14 
12 
15 
13 
11 
11 
14 
15 
14 
14 
15 
13 
18 
14 
16 
12 
11 
11 
16 
15 
12 
15 
12 
14 
13 
11 

0 
1 
2 
3 
3 
4 
4 
4 
4 
4 
5 
5 
5 
5 
5 
5 
5 
5 
6 
6 
6 
6 
6 
6 
6 
6 
6 
6 
6 
6 
6 
7 
7 

 

0.00 
0.50 
0.66 
0.75 
0.60 
0.66 
0.57 
0.50 
0.44 
0.40 
0.45 
0.42 
0.38 
0.36 
0.33 
0.31 
0.29 
0.28 
0.32 
0.30 
0.29 
0.27 
0.26 
0.25 
0.24 
0.23 
0.22 
0.21 
0.21 
0.20 
0.19 
0.22 
0.21 

34 
35 
36 
37 
38 
39 
40 
41 
42 
43 
44 
45 
46 
47 
48 
49 
50 
51 
52 
53 
54 
55 
56 
57 
58 
59 
60 
61 
62 
63 
64 
65 
66 

14 
14 
13 
12 
13 
11 
16 
13 
10 
13 
11 
12 
14 
14 
12 
12 
11 
13 
13 
13 
17 
14 
12 
13 
12 
13 
13 
14 
16 
14 
13 
10 
15 

7 
7 
8 
8 
9 
9 
9 
10 
10 
11 
11 
11 
11 
11 
11 
11 
11 
12 
13 
14 
14 
14 
14 
15 
15 
16 
17 
17 
17 
17 
18 
18 
18 

 

0.21 
0.20 
0.22 
0.22 
0.24 
0.23 
0.22 
0.24 
0.24 
0.26 
0.25 
0.24 
0.24 
0.23 
0.23 
0.22 
0.22 
0.24 
0.25 
0.27 
0.26 
0.26 
0.25 
0.26 
0.26 
0.27 
0.28 
0.28 
0.27 
0.27 
0.28 
0.28 
0.27 

67 
68 
69 
70 
71 
72 
73 
74 
75 
76 
77 
78 
79 
80 
81 
82 
83 
84 
85 
86 
87 
88 
89 
90 
91 
92 
93 
94 
95 
96 
97 
98 
99 
100 

12 
15 
12 
17 
15 
12 
15 
11 
13 
11 
14 
13 
14 
15 
15 
17 
13 
13 
13 
11 
12 
11 
15 
11 
16 
13 
16 
15 
11 
12 
17 
10 
15 
9 

18 
18 
18 
18 
18 
18 
18 
18 
19 
19 
19 
20 
20 
20 
20 
20 
21 
22 
23 
23 
23 
23 
23 
23 
23 
24 
24 
24 
24 
24 
24 
24 
24 
24 

0.27 
0.27 
0.26 
0.26 
0.25 
0.25 
0.25 
0.24 
0.25 
0.25 
0.25 
0.26 
0.26 
0.25 
0.25 
0.24 
0.25 
0.26 
0.27 
0.27 
0.27 
0.26 
0.26 
0.26 
0.25 
0.26 
0.26 
0.26 
0.25 
0.25 
0.25 
0.25 
0.24 
0.24 

 
Table 7.1 
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To motivate the discussion, we will start with an example that illustrates the kinds of 
concepts we will be dealing with in this section. Back in the early eighteenth century, James 
Bernoulli proved the very first version of the law of large numbers. What he proved was that 
for a sequence of (Bernoulli) trials, the average number of successful trials converges to the 
probability of success in an individual trial. The truth of this result has been demonstrated in 
many experiments over the years and I will here reproduce one from Gnedenko’s “Theory of 
Probability” [1]. In this experiment, each trial is organized as follows. 

A standard deck of 52 playing cards is divided at random into equal parts. One half-
deck is checked to see if it contains equal numbers of red and black cards. If it does, the trial 
is considered a success and otherwise it is a failure. The experiment consists of 100 trials. 
The outcomes are detailed in Table 7.1. 

A success occurs when there are 13 red cards in the half-deck. These are counted up in 
the “successes” column and the proportion of successes overall is given in the column headed 
“Rel. freq.” (relative frequency). 

In a tutorial you will be asked to prove that the probability of obtaining an equal 
number of red and black cards in the half-deck is 0.22. Figure 7 shows how, in the sequence 
of trials in Table 7.1, the proportion of successes tends towards 0.22. If the number of trials 
were increased, the proportion of successes would approach 0.22 much more closely. This is 
a typical outcome for this kind of experiment and is also a practical illustration of the of 
Bernoulli’s version of the law of large numbers. 

In the remainder of Section 7.1, we will investigate the law of large numbers in greater 
detail. 
 

 
 

 Figure 7  Proportion of successes against number of trials 
 

7.1.2 Preliminary results 
 

We have previously considered situations where a random variable X represents the 
outcome of a coin toss. We can consider a coin where the probability of obtaining a head is 
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Pr(X=H) = p for some 0 < p <1 and Pr(X=T) = 1 � p. Suppose this coin is tossed n times and 
let Xi be determined by the outcome of the ith toss, taking on the value 1 if a head is obtained, 
and the value zero otherwise. The total number of heads in the n tosses is then 

 

    Sn = X1 + X2 + � � � + Xn    (7.1) 
 

where the Xi are independent random variables. 
The average number of heads in the n tosses is given by 
 

   An = 
nn

Sn 1
= ( X1 + X2 + � � � + Xn)    (7.2) 

 

Now we generally expect that if n is reasonably large, the average number of heads in a 
series of n tosses will not vary very much from one series of n tosses to another. We will now 
show how this kind of behaviour can be quantified using equation (7.2) for the case where the 
Xi are arbitrary random variables. This will lead us to one form of the so-called “weak” law 
of large numbers. 

The n rvs X1, X2, � � � , Xn are called a sample of size n from the rv X. Sn in (7.1) is 
called the sample sum and An in (7.2) is called the sample average. We will now show that 
the sample average is a random variable with a mean value that is the same as the mean value 
of X but with a variance that is much smaller than the variance of X.  

First consider the mean value of the sample average. Recall equation (5.16) which states 
 

  E[a1X1 + a2X2 + · · · + anXn]  =  a1E(X1) + a2E(X2) + · · · + anE(Xn)   
 

so we can write 
 

E[An]  =  E [
n
X

n
X

n
X n+×××++ 21 ]  =  

n
1

E[X1]  + 
n
1

E[X2]  +  � � � + 
n
1

E[Xn]        (7.3) 

 

If the mean value of X is m, then we have E[X1] = E[X2]  =   � � �  =  E[Xn]  =  m so that 
(7.3) becomes 

 

    E[An]  =  
n
1

(nm)  =  m 

 

confirming that that mean of the sample average is equal to the mean value of X. 
Now for the variance of An. We will make use of equation (5.38) which states, for 

independent random variables, 
 

    var( �
i

iX )  =   )var(�
i

iX     (7.4)  

 

so that we have 
 

   var[An] = var( �
i

i

n

X
)  =  )(var�

i
i

n

X    (7.5) 
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Equation (7.5) follows from (7.4) because (7.4) applies to any set of independent 
random variables Xi and the Xi /n clearly are independent random variables. From the 
definition of variance, var(Xi /n)  =  var(Xi )/n

2 so that (7.5) can be written 
 

  var[An]  =  
2

1
n

)var(�
i

iX   =  
2

1
n

[nvar(X)]  =  
n
1

var(X)   (7.6) 

 

which tells us that the variance of the sample average decreases as the sample size increases 
and since the mean value of the sample average is m this means that the sample average tends 
to concentrate around its mean value. And this explains why the sample average doesn’t vary 
much from one series of n coin tosses to another. 
 

Chebyshev’s inequality 
An inequality due to Chebyshev helps to quantify the degree of concentration around 

the mean value for a single rv, say X. If X has mean value m and variance s2, Chebyshev’s 
inequality states that the probability that X takes on a value more than k standard deviations 
away from the mean is no greater than 1/k2. That is 
 

    Pr{| X � m | > ks}  �   
2

1
k

     

 

This result holds true so long as the mean and variance of X are finite. Other than that 
requirement, it holds whatever the distribution of X. In particular, the inequality holds for 
both discrete and continuous distributions. I will prove it for the case where X is continuous. 

 

Proof:  Let I1, I2, I3 be the three intervals (�� , m � ks), [m � ks, m + ks], ( m + ks, +� ) 
respectively. Then, from (5.23) 
 

    s2  =  �
¥

¥-
- dxxfx )()�( 2   

 

so that we can write    
 

  s2  =  � -
1I

2 )()�( dxxfx   +  � -
2I

2 )()�( dxxfx   +  � -
3I

2 )()�( dxxfx  

 

The three integrals are all positive quantities, so if we drop the middle one, we have 
 

   s2  �   � -
1I

2 )()�( dxxfx   +  � -
3I

2 )()�( dxxfx   (7.7) 

 

Now consider the squared term in the integrand of the left-hand integral. In the interval  
I1, it attains its smallest value at the upper limit m � ks, so if we replace x in the squared term 
by m � ks the value of the integral will decrease. Similarly, if we replace x in the squared 
term of the right-hand integral by  m + ks, the value of that integral will also decrease. Having 
made these changes, the inequality in (7.7) obviously still holds and we have 

 

   s2  �   �
1I

)(22
 dxxfk   +  �
3I

)(22
 dxxfk    (7.8) 

 

i.e.,  
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   s2  �   }IPr{ 1
22 [
 ÎXk + ]}IPr{ 3ÎX    (7.9) 

 

or 
    

         1  �   }IPr{ 1
2 [ ÎXk + ]}IPr{ 3ÎX    (7.10) 

 

But the term in square brackets is simply Pr{ X < m � ks} + Pr{ X > m + ks}, that is,  
Pr{ | x � m | > ks}. Substituting this in (7.10) we obtain 

 
    1  �   k2 Pr{ | x � m | > ks} 

 

or 

    Pr{ | x � m | > ks}  �   2
1
k

    (7.11) 

 
and Chebyshev’s inequality is proven.  �  
 

Chebyshev’s inequality tells us that the probability of a random variable taking on a 
value more than  k standard deviations away from its mean is inversely proportional to k2. But 
we have also seen, in (7.6), that the variance of the sample average tends to zero as the 
sample size increases. The two results together indicate that for large n, the probability mass 
(or area under the density curve) for the sample average An must be very much concentrated 
around the mean value. One way of stating this is via the following “weak” law of large 
numbers. 

 

7.1.3 The weak law of large numbers 
 

If An is the sample average for samples drawn from rv X, and if the mean m and standard 
deviation s of X are both finite, then  
 

   -
¥® nn

ALim Pr(| m |  >  e)   =   0    (7.12) 

 

and this applies for any e, regardless of how small. 
 

Proof 
 

We will make use of Chebyshev’s inequality, (7.11) with random variable An. In order 
to do this, let e = k nA
 , where nA
  is the standard deviation of the sample average. With e 

assigned this value, we have k = e / nA
 . Substituting this value of k in (7.11) we obtain 

    Pr{ | An � m | > e}  �   2	

2
 nA      

 

But we know from (7.6) that var[An] = 
n
1

var(X) so that nA
  = 
n



 and this, of course, 

means that nA
  ® 0 as n ® ¥  . Hence Pr{ | An � m | > e} ® 0  as n ® ¥  and the proof is 

complete.  •   
 

Note that Pr{ | An � m | > e} approaching 0 is equivalent to Pr{ | An � m | �  e} 
approaching 1 so that if we take n samples from a random variable X, the sample average An 
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will, for large n, be found to be within a distance e of the mean of X with a probability close 
to 1, say 1 � d. How close the probability is to 1 depends on n, but in general, for specified e 
and d, we can calculate how large n needs to be. 

 

7.1.4 The strong law of large numbers 
 

The weak law of large numbers is so-called for a very good reason – it is not as strong 
as it could be. In words, it says that the probability that the sample mean differs from m by an 
arbitrarily small quantity e approaches 1 as sample size increases. Put another way, it says 
that for any n > n0, with n0 suitably large, it is highly probable that An differs from m by less 
than e. This looks fine, but what it does not say is that for all n > n0, with n0 suitably large, it 
is highly probable that every An differs from m by less than e. This latter statement is what the 
strong law of large numbers provides. One way of stating the strong law of large numbers, 
which makes this difference quite clear, is as follows: 

If An is the sample average for samples drawn from rv X, and if the mean m and standard 
deviation s of X are both finite, then  
 

   -
>¥® n

nnn
ALim |maxPr(

0

m |  >  e)   =   0    (7.13) 

 

Comparing this with the statement of the weak law (7.12) we see that this is stronger 
because it tells us that for n > n0, the probability of all An differing from m by more than e is 
very small. 
 

7.1.5 Additional remarks 
 

Equations (7.12) and (7.13) illustrate two different forms of convergence for sequences 
of random variables. The weaker form of convergence (7.12) is termed convergence in 
probability and the stronger one is called almost sure convergence. The term “almost sure” 
refers to the fact that in experiments involving infinite sequences, there exist points in the 
sample space where convergence does not take place, but these points have probability zero. 
An example is the case involving an infinite series of coin tosses where the outcome is a 
“head” every time. If this were to happen, the sample average obviously would not converge 
in the way predicted by the laws of large numbers, but the probability of such a sequence is 
clearly zero.  

Importantly, almost sure convergence is a stronger form of convergence than 
convergence in probability. That is, if a sequence converges almost surely, it also converges 
in probability. But not vice-versa. 

The strong law of large numbers was first proved in 1909 by the French mathematician 
Emile Borel. The proof is quite deep, so we will not look into it here. Since Borel’s 
contribution, many other issues relating to convergence of sequences of random variables 
have been studied, but these are generally too abstract to be of much interest to engineers. 
The one remaining topic in this area that we will consider is very important to engineers – the 
central limit theorem. 
 

7.2 The central limit theorem 
 

From an engineering point of view, the central limit theorem (CLT) is important 
because all engineering production processes inevitably involve minor random variations and 
what the CLT tells us is that the overall effect of these variations (say on the distance 
between two transistors on an IC chip) has a normal distribution. In the following, I prove a 
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version of the CLT for independent, identically-distributed random variables. This is for 
simplicity – the assumption that the rvs are identically distributed can be dropped and, under 
fairly general conditions the CLT still holds. This, of course, is very important because the 
minor random variations that occur in production processes are most unlikely to be 
identically distributed. I give a proof for this simpler case because the proof for rvs that are 
not identically distributed is quite involved. The interested reader should consult Gnedenko’s 
book [1]. I should also point out that there has been considerable research into the extension 
of the CLT to the case of dependent rvs. Some of this work is discussed in [2]. 

The CLT I will prove can be stated as follows: Let X1, X2, . . . , Xn be independent 
identically distributed (iid) rvs, each with finite mean m and finite variance s2. Let Sn = X1 + 
X2 + . . . + Xn. Then the standardized sum 

 

    Z = 



�

n

nSn -
      (7.14) 

 

converges to a standard normal rv as n �  � .  
Before we proceed to the proof, we should check the meaning of the standardized sum 

in (7.14).  The Xi making up the sum Sn have mean m and variance s2. So what are the mean 
and variance of Sn? We know that the expectation of the sum of two rvs is equal to the sum of 
their expectations – this was demonstrated in the derivation of equation (5.14). And this result 
can obviously be extended to the sum of n rvs so the mean of the sum (ie the mean of Sn) will 
be nm. The variance of the sum of two independent rvs is equal to the sum of their variances, 
as demonstrated in the derivation of equation (5.36). So the variance of Sn must be ns2 and its 

standard deviation is therefore 
n . Thus, comparing with (5.25) we see that Z in (7.14) is 
the standardized version of Sn. 

Now we can proceed with the CLT proof. 
 

Proof:  
Z in (7.14) can be written 
 

   Z*  =  



)�()�()�( 21

×

-+×××+-+-

n

XXX n    (7.15) 

 

Now let M(t) be the moment generating function (MGF) for Xi – m and recall from (6.6) 
that the MGF of the sum of two independent rvs is equal to the product of their individual 
MGFs. It follows that the MGF of the numerator in (7.15) is the product of the n individual 
MGFs, ie [M(t)]n.  

Now, 
×n  is simply a constant, so how does a constant dividing an rv affect the MGF 
of that rv? Recall that for an arbitrary rv X, the MGF is defined as MX(t) = E[etX]. So if we 
have an rv Y = X / k, where k is a constant, the MGF of Y is MY(t) = E[etX/k] = MX(t/k). So if an 
rv is divided by a constant, the effect on its MGF is equivalent to dividing the parameter t in 
the MGF by that constant. The MGF of Z* is therefore the MGF of the numerator in (7.15) 
(ie [M(t)]n) with parameter t divided by 
×n , ie 

 

   MZ* (t) =  [M (
n

n

t ])

×

     (7.16) 
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Now consider a Taylor expansion of [M ( ])

×n

t
about t = 0. This can be written 

 

 [M ( ])

×n

t
  =  1  +  


1
)0(

×

¢

n

tM
!

  +   
2

)(

2

)0(

×

¢¢

n

tM
!

  +  �  �  � (7.17) 

 
Since this expansion is about t = 0 (ie small t) we can, as usual, ignore higher order 

terms. Now recall that M(t) is the MGF of the variable Xi  � m, so that, from (6.3) )0(M ¢  = 

E(Xi � m) = 0. And similarly, )0(M ¢¢ = E(Xi � m)2  = s2 so that (7.17) can be written 
 

   [M ( ])

×n

t
  �   1  +  

n
t
2

2
        

 

and hence we can write 
 

  MZ* (t) =  [M ( n

n

t ])

×

  �   (1  +  
n

n
t )
2

2
      (7.18) 

 

We can now make use of a well-known formula for the exponential function: 
 

    
n

n n
a

Lim )(1+
¥®

 =  e 
a     (7.19) 

 

so that as n increases in (7.15), the MGF of Z* tends to a limit: 
 

   
¥®n

Z tM )(*   =  
¥®n

Lim (1  +  
n

n
t )
2

2
  =  2/2te    (7.20) 

 

and this is the MGF of the standard normal distribution. You can check this by comparing 
with (6.6) and substituting m = 0 and s2 = 1. 
 

7.2.1 Central limit theorem applied to discrete random variables 
 

The above derivation was carried out for almost arbitrary random variables – the only 
restriction was that they should be independent and have finite mean and variance. This 
means that it applies to discrete rvs as well as continuous ones. What does this mean? In what 
sense can the distribution of a discrete rv tend toward a normal distribution, when the normal 
represents a continuous rv? We will see how this occurs in terms of the binomial distribution. 

The binomial distribution is defined in equation (2.5) by the expression 
 

Pr{k successes in n Bernoulli trials}  =  (k
n) pkqn�k .   (7.21)  

 

where q = 1 � p. 
So, if Xi is the rv representing the outcome of a single trial and Xi = 1 when the trial is a 

success and Xi = 0 otherwise, then Sn = X1 + X2 + . . . + Xn is the rv that counts the number of 
successes. Thus (7.21) can be written 

 

   Pr{Sn = k}  =  (k
n) pkqn�k .     (7.22)  

 

The CLT in (7.14) states that the variable 
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    Z = 



�

n

nSn -
      (7.23) 

 

tends to the standard normal as n �  � . In (7.23) nm is the mean of Sn and n s is the 
standard deviation of Sn. From section 5 we know that the mean of Sn is np and its variance is 
np(1 � p). Thus, for the binomial, (7.23) becomes 

 

    Z = 
)1( pnp

npSn

-

-
     (7.24) 

 

and the CLT tells us that as n �  � , (7.24) tends to the standard normal. This result was 
proved for the binomial distribution long before the more general CLT and is known as the 
De Moivre – Laplace theorem. 

So, given that Sn is a discrete rv, in what way does it converge to the standard normal? 
An example is shown in figure 8 for the case p = ½ and n = 8. This binomial has mean 4 and 
variance 2 and in the figure, both a histogram for the binomial and the pdf of a normal rv with 
the same mean and variance have been drawn. 

     
   Figure. 8  Normal approximation to a binomial 
 
The histogram is essentially a plot of the probability mass function for the binomial 

except that the points where the binomial variable is nonzero have been broadened into 
rectangles centred on the nonzero points. Thus, Pr{Sn = 4}= 0.27 and this appears on the 
histogram as a rectangle of height 0.27 extending from x = 3.5 to x = 4.5. It has been found, 
especially for smallish n, that the best approximations are obtained when the fit is measured 
over the span of a set of full rectangles. 

Thus, consider a set of Bernoulli trials with parameters n and p, and suppose we wish to 
determine the probability of the number of successes lying between k1 and k2. From (7.22) the 
exact probability of this event is 

 

   Pr{k1 �  Sn �   k2} =  �
=

=

2

1

kk

kk
(k

n) pkqn�k     (7.25) 
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To obtain the normal approximation to this we write 
 

   Pr{k1 �  Sn �   k2} =  Pr{Sn �   k2}� Pr{ Sn �   k1}  (7.26) 
 

Now, when Sn =  k2, the standardized variable Z in (7.24) is given by  
 

    Z = 
)1(

2

pnp

npk

-

-
     (7.27) 

 

But Z is a standard normal variable, so Pr{Sn �   k2} is equal to the value of the cdf of the 
standard normal rv determined at the value of Z in (7.27). Thus, if F  represents the cdf of the 
standard normal, we have 
 

 Pr{Sn �   k2} =  F [
)1(

2

pnp

npk

-

- ]  =  dxe x
npqnpk

2/
/)(

2
2

2
1 -

-

¥-
� p

  (7.28) 

 

where q = 1 � p. 
Similarly 

 

   Pr{Sn �   k1} =  dxe x
npqnpk

2/
/)(

2
1

2
1 -

-

¥-
� p

   (7.29) 

 

so that (7.26) can be written 
 

Pr{k1 �  Sn �   k2} =   dxe x
npqnpk

2/
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2
2

2
1 -

-

¥-
� p

  �  dxe x
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      = dxe x
npqnpk

npqnpk
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/)(
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2
2

1(
2
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-
� p

     (7.30) 

 

 But, as pointed out above, best results are obtained by extending the probability 
interval over a complete set of rectangles in the histogram. This is achieved by writing 
 

 Pr{k1 � ½  �   Sn  �   k2 + ½ } =  dxe x
npqnpk

npqnpk

2/
/)(

/)/

2
2/2

21

1

1(
2
1 -

-

--
�

+

p
  (7.31) 

 

 To gain an appreciation of the accuracy of the approximation in (7.31), consider the 
following example. 
Example 7.1. 

A fair coin is to be tossed 400 times. What is the probability that the number of heads 
will exceed 190 and be less than 220, ie Pr{191 �   Sn  �   219}? In terms of (7.31) we have k1 
= 191, k2 = 219, np = 200 and npq = 100. Substituting these values, (7.31) becomes 
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  Pr{191 �   Sn  �   219} = dxe x 2/2
95.1

95.0 2
1 -�

- p
  =  0.8033 

 

The exact value from tables of the binomial distribution is 0.8034 showing that the 
approximation is excellent and that the CLT is a very effective theorem. 

Note that if full rectangles from the histogram were not employed in the approximation 
and that instead we made use of (7.30) the value we would obtain is 0.8126, which is a far 
inferior approximation. 

Remark. If the parameter p is close to either zero or unity, the binomial pmf is quite 
unsymmetrical and the normal approximation is generally poor. Whatever the situation, the 
approximation tends to improve with increasing n and a rule of thumb for deciding if the 
approximation will be satisfactory is to require that np > 3s  and n(1� p) > 3s , where s  = 

)1( pnp - . 
 

8 Markov chains and Markov processes 
 

The Markov chain is a generalization of the scheme of Bernoulli trials. Recall that in 
Bernoulli trials, each trial is independent. In the Markov chain, the probabilities associated 
with trial n depend on the outcome of the trial at time n �1. But they are independent of any 
earlier history. An example will help explain. 
Example 8.1 The simple random walk 

Let Xn be an rv representing the position at (discrete) time n of a moving particle (n = 0, 
1, 2, · · · ). Suppose that initially the particle is at the origin, ie X0 = 0. 

Case (a): Suppose that at n = 1, the particle jumps one step, jumping upwards to 
position 1 with probability ½ and downwards to position �1 with probability ½ . At n = 2, 
there is a further jump, again of one step, upwards or downwards, with equal probability, the 
jumps at times n = 1, 2 being independent. The process is continued so that at time n 
 

    Xn  =  Xn �1  + Zn     (8.1) 
 

where Zn, the jump at step n, is such that the rvs {Z1, Z2, . . . } are mutually independent and 
all have the distribution defined by 
 

  Pr(Zn = 1)  =  Pr(Zn = �1)  = ½  (n = 1, 2, . . . )   (8.2) 
 

So far, the random walk has been described just like a set of Bernoulli trials, which 
indeed it is. So where does the Markov chain come into it? This can be seen by looking again 
at equation (8.1). The position of the particle after trial n (ie the value of Xn) depends not only 
upon the outcome of the current trial (Zn) but also upon Xn �1 . A Markov chain can be used to 
describe the behaviour of the rv Xn.  

Before I introduce the Markov chain, it will be helpful have a look at one or two minor 
variations on the random walk we have been looking at. 

Case (b): Suppose now that at each time n, the particle either makes a jump of one unit 
upwards (with probability p), a jump of one unit downwards (with probability q) or stays 
where it is (with probability 1 � p � q). In this scenario, (8.2) is replaced by 

 

 Pr(Zn = 1)  =  p,    Pr(Zn = �1)  = q  and  Pr(Zn = 0)  =  1 � p � q.  (8.3) 
 

Case (c) “Gambler’s ruin”: The gambler’s ruin problem introduces the idea of 
absorbing barriers. Consider two gamblers A and B who start off with a and b units of capital 



 67

respectively. The game consists of a sequence of independent turns and at each turn A wins 
one unit of B’s capital with probability q and B wins a unit of A’s capital with probability p 
(p + q = 1). Let Xn represent B’s cumulative gain at the end of n turns. Then provided � b < 
Xn < a we have Xn = Z1 + · · · +Zn, where the Zi are mutually independent and distributed 
according to 
   Pr(Zn = 1)  =  p,    Pr(Zn = �1)  = q  = 1 � p.   (8.4) 
 

The distinguishing feature here is, as all the ardent gamblers among you would know, is 
that if at any stage Xn = a then B has gained all A’s capital and A is ruined. And if ever Xn = 
� b then B is ruined. This means that Xn is a simple random walk starting at the origin with 
absorbing barriers at  � b and a. The term “absorbing barrier” reflects the fact that the 
process terminates if one or other of the barriers is reached. 

We will use these versions of the simple random walk to introduce some of the 
elementary ideas relating to Markov chains and Markov processes. 

First we must define some basic terms. In the above examples of a random walk, the 
possible values of the variable Xn are discrete, being integer values of position (up or down) 
in the first two cases and being units of capital in the third case. Whatever value Xn has at any 
given time is called the state of Xn and the full set of all possible values that Xn can assume is 
called the state space for the problem. Each of the examples above operates in discrete time, 
so these are all examples of a process with a discrete state space operating in discrete time. A 
process like this is a Markov chain if it also satisfies the Markov property which we already 
described this property at the beginning of this section. A process satisfies the Markov 
property if the probabilities associated with state transition n depend on the outcome of state 
transition n �1 but are independent of any earlier history. The simple random walk defined by 
equation (8.1) can be seen to have the Markov property. 

Thus, a Markov chain is a process with a discrete state space that operates in discrete 
time and satisfies the Markov property. Another type of process is one that operates in 
discrete space but, unlike the Markov chain, its transitions from state to state can take place at 
arbitrary times; in other words, the process has a discrete state space but operates in 
continuous time. Such a process is a Markov process if it also satisfies the Markov property. 

There are other types of process, eg continuous time, continuous state space, but we will 
not pursue them here. They are covered in more advanced courses on stochastic processes. 

 

8.1 Markov chains 
 

The state space of the Markov chain may have an infinite number of states. For 
example, unless we insert some sort of barrier into the simple random walk, the number of 
possible states is infinite both upwards and downwards. But whether the states of the chain be 
finite or infinite, the chain will commence at time n = 0 in some state X0 and move at time n = 
1 to state X1 and so on. And if we know the state Xm of the system at any future time n = m, 
then, by the Markov property, the probabilities associated with the next transition are 
independent of the values of Xm�1 , Xm�2 , etc. Mathematically, this can be written 

 

  Pr{Xm+1 = k | Xm, Xm�1 , Xm�2 , · · · X0} = Pr{Xm+1 = k | Xm}  (8.5) 
 

Now, remember that Xm represents a state from within the state space and note that it 
could be any one of those states. Suppose it is state j, ie Xm = j. Then the probability in (8.5) 
can be written Pr{Xm+1 = k | Xm = j}and this probability will, in general, be different for 
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different values of Xm. That is, in general, Pr{Xm+1 = k | Xm = j} �  Pr{Xm+1 = k | Xm = i}. We 
use a simplified notation for these probabilities and write 

 

   pjk = Pr{Xm+1 = k | Xm = j}    (8.6) 
 

which obviously represents the probability of a transition from state j to state k. 
We assume that these probabilities remain unchanging as the Markov chain evolves 

from state to state. A chain in which the probabilities are fixed in this way is called a 
homogeneous chain. For obvious reasons, nonhomogeneous chains are much more difficult to 
deal with and we will not pursue them here. 

Now note that if the system is in some state j at any time n, it will either stay where it is 
at time n+1 (as can happen in case(b) of the random walk above) or it will move to some 
other state. This means that the probabilities governing transitions from state j (including the 
“transition” from j to j) must sum to unity. For example, if there is an infinite number of 
states in the chain numbered from zero to infinity, we will have 

     �
¥

=
=

0
1

k
jkp      (8.7) 

for all j. 
The pjk define a matrix of transition probabilities: 

 

    0100 pp    ·    ·   ·  
   P  =  1110 pp    ·   ·   · 
       ·       · 
       ·        

 
 

where P is called a stochastic matrix and has the properties that its elements are non-negative 
and that each of its rows sums to unity. 
Example 8.2 The simple random walk with a reflecting boundary at the origin. 

This is a random walk where the state space is confined to the positive side of the 
origin. That is, the state space of the system is the set of positions 0, 1, 2, . . . If the particle 
undergoing the random walk comes down to the origin, its only allowed transitions are either 
0 �  0 or 0 �  1. 

Suppose the probability of the transition 0 �  1 is p. That is, 01p  =  p. Then, because the 
only other possible transition in state 0 is 0 �  0, we must have00p  =  1 �  p. 

Now suppose that all upward transitions have probability p, that is pj,j+1 = p for j = 0, 1, 
. . . and suppose all downward transitions have probability q, ie pj,j�1  = q for j = 0, 1, . . . 
Besides upward and downward transitions, it is also possible for the particle to stay where it 
is. Since this is the only other possibility, we must have pjj  = 1 �  p � q. The transition matrix 
therefore has the form 

 
  0  1  2  3  4  ·  ·  ·  

        

          0         1 � p  p  0  0  0  ·  ·  · 
 

          1 q       1 � p � q  p  0  0  ·  ·  · 
 

          2 0  q       1 � p � q  p  0  ·  ·  · 
P  = 
          3 0  0  q       1 � p � q  p  ·  ·  · 
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          4 0  0  0  q       1 � p � q  ·  ·  · 
 

           · ·  ·  ·  ·  · 
 
 
 
 
Observe that the rows all sum to unity. Note also that in this case the state space is 

infinite, so the transition matrix has infinite dimension. In tutorials, you will see examples of 
Markov chains with a finite number of states. 
 

8.1.1 Calculating n-step probabilities 
 

Consider now a Markov chain with infinite state space {0, 1, . . . }. Let its transition 
matrix be P. Let )(n

ip be the probability of the chain being in state i at time n, i.e. )(n
ip = Pr{Xn 

= i}. Collect these probabilities into the row vector p(n) = [ )(
0
np , )(

1
np ,  .  .]. 

Now note that the probability of being in state k at time n (ie )(n
kp ) is equal to the 

probability of being in state 0 at time n �1 multiplied by kp0  plus the probability of being in 
state 1 at time n �1 multiplied by kp1  and so on. That is 

 

   )(n
kp   =  jk

j

n
j pp�

¥

=

-

0

)1(   n = 1, 2, . . .  (8.8) 

 

Equation (8.8) gives the kth entry in the vector p(n) and the summation in (8.8) is equal to 
the multiplication of vector p(n�1 ) by column k of the transition matrix P. The full vector p(n) 
is therefore given by the multiplication of vector p(n�1 ) by the full matrix P. That is 

 
    p(n)  =  p(n�1 ) P      (8.9) 
 

From (8.9) we see that p(1)  =  p(0) P,  p(2)  =  p(1) P  = p(0) P 
2 , and so on, so that 

 

    p(n)  =  p(0) P 
n      (8.10) 

 

Note that the system will normally start in a particular state (say state j) so that the 
vector p(0) will have zero entries everywhere except position j, where the entry will be a one. 
Equation (8.10) therefore tells us that the probability of being in state k at time n, having 
commenced in state j, is equal to the (j,k) entry in the nth power of the transition matrix P. 

This is known as the n-step transition probability and is denoted)(n
jkp . 

Now, given that P 
n = P 

n� l P 
l the entry )(n

jkp  can be calculated by multiplying the j th 

row of P 
n� l by the kth column of P 

l, that is 
  

    )(n
jkp  =  )()( l

rk
ln

jr pp
r
� -     (8.11) 

 

where the summation is over all states, which provide the rows and columns of the transition 
matrix. 
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Equation (8.11) is known as the Chapman-Kolmogorov equation and it must be 
satisfied by all Markov chains. We will see another version of this equation when we come to 
continuous-time discrete space systems. 
 

8.1.2 Classification of states  
 

The states of a Markov chain are classified according to their long-term behaviour. 
Suppose, for instance, that a chain is initially in state j. If it is a certainty that the chain will 
eventually return to this state, then state j is said to be recurrent and, in addition, the time 
taken to return to state j is called the recurrence time. If the mean recurrence time is finite, 
state j is called positive-recurrent, and if it is infinite, the state is called null-recurrent. If it is 
not a certainty (probability less than 1) that the chain will eventually return to state j, then 
state j is called a transient state. 

Suppose again that the chain is in state j at time zero. Let )(n
jjf denote the probability 

that the next occurrence of state j is at time n. In such case )(1
jjf  = jjp , where jjp is the 

probability that the chain stays in state j at any time. And for n = 2, 3, . . . , n �1,  
 

  )(n
jjf   =   Pr{Xn = j | X0 = j  AND  Xr �  j, r = 1, 2, . . . , n �1} (8.12)  

 
)(n

jjf  is called the first return probability for time n and the sum 
 

    f jj  =  �
¥

=1

)(

n

n
jjf      (8.13) 

 

is the probability that state j will eventually be re-entered. Thus, if f jj = 1, state j is recurrent 

and if f jj < 1, state j is transient. Note that because )(n
jjf sums to unity for recurrent state j, 

this means that in such a case, )(n
jjf  behaves like a probability mass function and we can 

compute its mean value: 
 

    m jj  =  �
¥

=1

)(

n

n
jjnf      (8.14) 

 

which is called the mean recurrence time. 
In a similar way, if the chain starts in state j, we can consider the probability of entering 

some other state k at time n. Thus we let )(n
jkf denote the probability that, having started in 

state j, the chain first enters state k at time n. Thus, )1(
jkf = jkp where jkp is the probability of 

a transition from state j to state k. And for n = 2, 3, . . . , n �1, 
 

  )(n
jkf   =   Pr{Xn = k | X0 = j  AND  Xr �  k, r = 1, 2, . . . , n �1} (8.15) 

 

and the sum 
 

    f jk  =  �
¥

=1

)(

n

n
jkf      (8.16) 
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is the probability of ever entering state k. f jk is called the first passage probability from state j 

to state k. And as before, if f jk = 1, )(n
jkf behaves like a pmf and 

 

    mjk  =  �
¥

=1

)(

n

n
jknf      (8.17) 

 

is the mean first passage time from state j to state k. 
In case (a) of the simple random walk above, the chain always jumps one state up or 

down at each tick of the clock. Thus, if it commences in state zero at time n = 0, it can only 
return to state zero when n = 2, 4, 6, . . . State zero is said to be periodic with period 2. All 
other states in this simple random walk are periodic with period 2. 

A state that is not periodic is called aperiodic. Essentially it has period 1. An aperiodic 
state that is positive-recurrent is called ergodic. 

State j is said to be accessible from state i if, starting from state i, it is possible to enter 
state j. Two states are said to communicate if they are accessible to each other. Such states are 
also said to belong to the same class. A Markov chain is said to be irreducible if all states 
belong to the same class 
Example 8.3 An irreducible Markov chain. 
 Consider a Markov chain with three states 0, 1, 2, whose transition matrix is 
 
    0.5  0.5    0 
 

   P  =   0.5 0.25 0.25 
 

      0 0.33 0.67 
 
 This chain is irreducible because it is possible to go from any of the three states to any 
other state. For instance, it is possible to go from state 0 to state 1 with probability 0.5 and 
from state 2 to state 3 with probability 0.25. Similarly you can verify that it is possible to 
make transitions from state 3 to state 2 and thence to state 1. 
Example 8.4 A Markov chain that is not irreducible. 
 Consider a Markov chain with states 0, 1, 2, 3, and transition probability matrix 
 
     0.5  0.5   0   0 
 
     0.5  0.5   0   0 
   P  =    
    0.25 0.25 0.25 0.25 
 
       0    0    0    1 
 
In this case, it is possible to go from state 0 to state 1 and back again (each with probability 
0.5) but it is not possible to go from state 1 to either state 2 or state 3 (the transition 
probability is 0 in each case). Similarly it is not possible to go from state 0 to either state 2 or 
state 3. The fact that you can go from state 2 to state 0 or state 1 does not mean that these 
three states belong to the same class. States only belong to the same class if they are 
accessible to each other. Finally, note that if you go to state 3, you stay there for ever 
(probability 1 of staying in state 3 at every transition). 
 

8.1.3 Limiting probabilities 
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Consider a simple example in which the weather is considered as a 2-state Markov 
chain. 
Example 8.5 Weather forecasting 

To introduce the Markov property into weather forecasting, let us assume that we can 
predict if it will rain tomorrow purely on the basis of whether or not it is raining today, so that 
previous days’ weather is irrelevant. Then suppose that if it rains today, the probability that it 
will rain tomorrow is 0.7 and if it does not rain today, the probability that it will rain 
tomorrow is 0.4. (This looks rather like Hobart during a good summer.) 

In our Markov chain, we let state 0 be the state when it rains and state 1 be the state 
when it does not. The transition matrix for this situation is then 

 
    0.7 0.3 
   P  = 
    0.4 0.6 

 
 

In the (0,0) position, we have the probability of the transition 0 �  0, ie rain today and 
rain tomorrow, which has probability 0.7. Position (1,0) has the probability of the transition  
1 �  0, which has probability 0.4. The other two entries are the complementary events and so 
have values that make the row sums equal to unity. 

Now suppose that it rains today. What is the probability that it will rain in four days 
time? 
Solution: Remember that equation (8.10) tells us that the probability of being in state k at 
time n, having commenced in state j, is equal to the (j,k) entry in the nth power of the 
transition matrix P. In this case we wish to calculate the probability of being in state 0 in four 
days’ time having commenced in state 0. Thus we need to compute the (0,0) entry in P 

4. 
Observe that P 

1 = P and gives the probabilities for tomorrow, P 
2 gives probabilities 

two days hence and is given by 
 

 
       0.7    0.3       0.7      0.3   0.61   0.39 
   P 2  =    •       =    
       0.4    0.6       0.4      0.6   0.52   0.48 

 
Then 

 
      0.61   0.39      0.61     0.39  0.5759    0.4251 
        P 4  =  (P 2 ) 

2  =    •       =   
      0.52   0.48      0.52     0.48  0.5668    0.4332 
 

and the required probability is )4(
00p = 0.5759.     �  

Now see what happens when we raise the transition matrix in the example to a higher 
power. 

 
             0.572    0.428 
   P 

8  =  P 4 • P 4  =        (8.18) 
              0.570    0.430 
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Comparing this with P 4 calculated in the above example, we see that the entries in P 
8 

and P 4 differ very little. What is actually happening is that the entries in P 
n are converging 

toward fixed values as n increases. What this reflects is that the probability that the process 
will be in a given state has a limiting value after a large number of transitions, and this value 
is independent of the initial state. As we shall see below, the limiting value for the probability 
of rain is 0.571 and for no rain, 0.429, and both rows of the matrix are already very close to 
this. 

In fact, for any Markov chain that is both irreducible and ergodic (see previous section), 
limiting probabilities of this kind always exist. More formally, we can state the following 
theorem: 

Theorem 8.1. For an irreducible ergodic Markov chain )(Lim n
ijn

p
¥®

exists and is independent 

of i. Furthermore, letting pj = )(Lim n
ijn

p
¥®

 then pj is the unique nonnegative solution of 

    pj =  ij

s

i
i p�

=0
�    with   �

=

s

j
j

0
�  = 1   (8.19) 

In this theorem, ijp  is the (i,j) entry in the s ́  s transition matrix P and the fact that the 

limiting values of )(n
ijp are independent of i is illustrated in (8.18) where convergence has 

almost been achieved and both rows are almost identical. The fact that the limiting 
probabilities pj can be obtained from the set of equations (8.19) can be argued informally as 
follows. 

We can write an expression for Pr{Xn+1 = j} by conditioning on the state at time n and 
summing over all possible states: 

 

   Pr{Xn+1 = j} =  }Pr{}|Pr{
0

1 iXiXjX nn
i

n ===�
¥

=
+  

 

            =  �
¥

=
=

0
}Pr{

i
nij iXp     (8.20) 

 

But in the limit, Pr{Xn+1 = j} �   pj and Pr{Xn = i} �   pi so that (8.20) becomes 
 

    pj =  ij
i

i p�
¥

=0
�  

 

satisfying the left-hand part of (8.19). The right-hand part of (8.19) must be satisfied because 
the state probabilities must sum to unity. 
 
Example 8.6 The weather forecasting example revisited 

Using the probabilities in Example 8.5, the first of the limiting equations in (8.19) can 
be written 

 

    p0  =  0.7p0  +  0.4p1     (8.21) 
 

there being only two states and00p = 0.7 and 10p = 0.4. Similarly, the second equation can be 
written 
 

    p1  =  0.3p0  +  0.6p1     (8.22) 
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The third equation is, of course, p0  +  p1��  = 1. Equations (8.21) and (8.22) are both 
saying that 0.4p1 = 0.3p0 and are therefore linearly dependent. But the fact that the 
probabilities must sum to unity tells us that p0  = 1 - p1, so we find p0��  = �0.571 and p1�� = 0.429 
which is what we expected after calculating P 

8 in (8.18). 
 

8.1.4 Branching processes 
 

We will now consider a class of Markov chains that originally arose in the study of 
population growth but which have application in other areas, eg the growth of neutron 
numbers in a nuclear chain reaction.  

Suppose we have a population of individuals and that each individual, independently of 
the others, is capable of giving rise to a number of offspring. Let the number of offspring be a 
random variable taking on values 0, 1, 2, . . .  with probabilities ...,,, 210 ppp  We start with 
one individual and examine the development of its descendants generation by generation. The 
initial individual is regarded as belonging to generation zero, its offspring as belonging to the 
first generation. The total number of offspring of the first generation then comprise the 
second generation, and so on. And if all the individuals of a particular generation fail to 
reproduce, the population becomes extinct. 

An interesting example of this process that we will use in what follows is the survival of 
family names. A family name stemming from a particular male survives until a generation 
fails to produce any male descendants. So the population under consideration in this example 
are the male offspring of a given man.  

We will assume 0p > 0 because if 0p  = 0 each individual will produce at least one male 
offspring and extinction of the family name will be impossible. The assumption is obviously 
realistic, in any case. 

The number of male offspring in generation n is denoted Xn and the process commences 
with X0 = 1. Then if Zi is the rv representing the number of male offspring from the i th 
individual in generation (n - 1), Xn is given by summing Zi over all individuals in generation 
(n - 1). That is 

 

     Xn  =  �
-

=

1

1

nX

i
iZ      (8.23) 

 

Before we proceed further, I should point out that we will assume that the number of 
male offspring from any male in any generation will have the same distribution with mean m 
and variance s2. We also assume that the number of male offspring produced by each 
individual is independent of the number produced by any other individual. Thus, the Zi in 
(8.23) are independent and identically distributed. 

Now, from (5.20) we can write 
 

    E[Xn]  =  E [E [ nX | 1-nX ]] 
 

which, from (8.23) can be written 
 

    E[Xn]  =  E [E [ �
-

=

1

1

nX

i
iZ | 1-nX ]]   (8.24) 
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Now, whatever the value of 1-nX in this expression, we add up the Zi from i = 1 to i = 

1-nX . That is, we add together 1-nX  of the rvs Zi. So, since the mean value of each Zi is m, 

the expected value of the sum is m 1-nX . Thus (8.24) can be written 
 

    E[Xn]  =  E[m 1-nX ]  =  m E[ 1-nX ]   (8.25) 
 

where the right-hand equality comes about because m is a constant. 
 Next note that E[X1] is the expected number of individuals in the first generation, ie 
the expected number of male offspring from the very first male. But we are assuming this 
expectation is the same for the males of every generation and is equal to m. So we can write 
 
     E[X1]  =  m 
 

Then, from (8.25) we have 
 

     E[X2]  =  m E[X1]  =  m2. 
      . 

      . 
      . 

     E[Xn]  =  m E[Xn- 1]  =  mn   (8.26) 
 

We must now find the variance of Xn and this is done in a similar fashion to the way we 
found E[Xn] only this time we make use of the conditional variance formula (5.29): 

 

   Var(X)  =  E[Var(X |Y )]  +  Var[E(X |Y )] 
    

Setting X = Xn and Y  = 1-nX the formula becomes 
 

   Var (Xn)  =  E[Var(Xn | 1-nX )]  +  Var[E(Xn | 1-nX )] (8.27)  
 

Equations (8.23) to (8.25) show that E(Xn | 1-nX )  =  m 1-nX  so (8.27) can be written 
 

   Var (Xn)  =  E[Var(Xn | 1-nX )]  +  Var[m 1-nX ]  (8.28) 
 

and it is trivial to show that Var(aX) = a2Var(X) and using this (8.28) becomes 
 

   Var (Xn)  =  E[Var(Xn | 1-nX )]  +  m2Var[ 1-nX ]  (8.29) 
 

Now, from (8.23) Xn is the sum of 1-nX random variables Zi and, as stated in the 
paragraph immediately after equation (8.23), these rvs are independent and identically 
distributed. Equation (5.38) tells us that the variance of a sum of independent rvs is equal to 

the sum of their variances. So, given that each of the Zi has variance s2, the sum of 1-nX of 

them will have variance 1-nX s2. Obviously we need to know 1-nX to calculate this variance, 
so we write 

 

    Var(Xn | 1-nX ) = 1-nX s2 
 

and (8.29) becomes 
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   Var (Xn)  =  E[ 1-nX s2]  +  m2Var[ 1-nX ] 
 

        = s2 E[ 1-nX ]  +  m2Var[ 1-nX ]   (8.30) 
 

But we have just shown (Equation (8.26)) that E[Xn]  =  mn for all n so (8.30) becomes 
 

   Var (Xn)  =  s2 mn- 1  +  m2Var[ 1-nX ]   (8.31) 
 

and this is a recursive relationship, allowing Var (Xn)  to be calculated from Var[ 1-nX ], 
starting with X0. 

We know X0 = 1, so Var(X0) = 0, and, from (8.31), Var(X1) = s2 m0 = s2. 
Substituting back in (8.31) this gives  
 

   Var (X2)  =  s2 m +  m2s2 = s2m(1+ m). 
 

Again substituting back into (8.31) we find  
 

   Var (X3)  =  s2 m2 +  m2s2m(1+m) = s2m2(1+m+m2) 
 

These results suggest the general formula 
 

  Var (Xn)  =  s2 mn- 1 (1 +m+m2 + ××××    ××××    ×××× +mn- 1) = s2 mn- 1 �
-

=

1

0
�

n

r

r   (8.32) 

 

and we can prove (8.32) very simply by induction. That is, we assume it is true for Xn and 

show that it is true for Xn+1. 
The recursive formula (8.31) tells us that 
 

   Var (Xn)  =  s2 mn- 1  +  m2Var[ 1-nX ]    
 

so if (8.32) is true, we have 
 

   Var (Xn+1)  =  s2 mn  +  m2s2 mn- 1 �
-

=

1

0
�

n

r

r   

 

                =  s2 mn [1 + m �
-

=

1

0
�

n

r

r
]  =  s2 mn �

=

n

r

r

0
�    

 

which completes the proof because we assumed (8.32) is true for n and that assumption leads 
to the same formula for n+1. 
 Now let p0 represent the probability that the family name will eventually die out. This 
probability can be written formally 

 

    p0 = }1|0Pr{Lim 0 ==
¥®

XXnn
 

 

First consider the case where m < 1. Note that from (8.26) we have 
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  mn  =  E[Xn]  =  �
¥

=
=

1
}Pr{

j
n jXj  > �

¥

=
=×

1
}Pr{1

j
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But the right-hand term is equal to Pr{ Xn ³  1}so we have Pr{ Xn ³  1} <  mn , but m < 1 

so that mn ®  0. It follows that Pr{ Xn ³  1}®  0 and hence that Pr{ Xn = 0}®  1. 
Thus, for m < 1 (ie for the case where the expected number of male offspring from each 

individual is less than one) it is certain that the family name will die out. This is unsurprising. 
It can also be shown that the family name will die out if the expected number of male 

offspring from each individual is exactly one. This is a little messy to prove and we will not 
pursue it here. 

We will now consider the case m > 1, for which the probability of extinction is less than 
one. To determine p0 we condition on the number of offspring of the initial individual: 

 
   p0 =  Pr{family name dies out} 

 

        =  }Pr{}|out dies namefamily Pr{ 11
0

jXjX
j

==�
¥

=
 (8.33) 

 

Now, if X1 = j, the family name will only die out if the family name from each of the j 
individuals in the first generation eventually dies out. But the probability that the family 
name dies out from any single individual is always the same, ie p0. So, since the numbers of 
male offspring in each family are assumed independent, so we can write 

 

   Pr{family name dies out | X1 = j}  =  p0  
j 

 

Substituting in (8.33) gives 
 

    p0  =  }Pr{� 10
0

jXj

j
=�

¥

=
    (8.34) 

 

and it can be shown that when m > 1 p0 is the smallest positive number satisfying (8.34) – see, 
for instance, [4]or [5]. 
Example 8.7 Determination of p0. 

Let pi represent the probability that an individual produces i male offspring. Then 
determine the extinction probabilities for the two cases: 

(a) p0 = ½ , p1 = ¼ and p2 = ¼ .  (b) p0 = ¼ , p1 = ¼ and p2 = ½ . 
Solution. 

(a) m = � i ipi = ¾ which is less than unity, so p0  =  1. 
(b) m > 1 so we must use (8.34). We require the smallest positive solution to 
   
   p0  =  ¼ + ¼ p0  + ¼ p0

2 
 

and the smallest positive solution of this quadratic equation is p0  =  ½ . So the 
extinction probability in this case is 0.5. 

 

8.2 Markov processes with discrete states in continuous time 
 

The Markov chains we have just been investigating have a discrete state space and 
transitions from state to state are made in discrete time. For this reason they are sometimes 
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referred to as Markov processes with discrete states in discrete time, but they are more 
commonly known as Markov chains. We are now going to investigate Markov processes with 
discrete states whose transitions can take place at any time (ie continuous, as against discrete, 
time). We will introduce the basic ideas in terms of the so-called birth-death processes.  

As its name implies, the birth-death process can be used to model mortality and hence is 
useful to actuaries. But a related area is system reliability (systems survive or fail) and, as we 
will see in later coursework, equations of the kind considered here are very useful for 
reliability modelling and as a basis for the scheduling of equipment maintenance. They are 
also valuable in modelling queueing systems with the arrival of a customer corresponding to 
a birth and a departure corresponding to a death. A wide variety of queueing situations can be 
represented by this type of process, eg the queueing of messages in a communications 
network, or the queueing of data for processing within a computer system. We will 
commence with the case where there are no “deaths” at all. This case is known as a pure birth 
process. The simplest of these is the Poisson process, which has been found to provide a very 
good model for such things as the process of arrivals of calls at a telephone exchange or the 
arrival of messages at a node in a communications network. 

 

8.2.1 The Poisson process 
 

To obtain the most widely-used birth process in stochastic modelling (ie the Poisson 
process), we must assume that in a short time interval Dt, the probability of a birth taking 
place is proportional to the length of that time interval. Let us write this probability as lD t.  

A second assumption that we must make is that the births, which take place at random 
times, occur independently of one another. This allows us to use the rule that says that the 
probability of two independent events occurring is equal to the product of their probabilities.  
So, if the probability of a birth occurring in time Dt is lD t, the probability of two births in that 
time is (lD t)2 and, since Dt is a very small time interval, any term in Dt2 can be considered 
negligible. Thus, we can assume that no more than one birth occurs in the interval Dt.  

Let us define the state of the system at any time by the population within the system at 
that time or, what amounts to the same thing, the number of births that have taken place up to 
that time.  

We begin our analysis by considering the possible ways in which we could find the 
system in state k at time t+Dt, given the state of the system at time t. Note that because only 
one birth can take place in time Dt there are only two mutually exclusive possibilities: 

 

1. The system is in state k at time t and no change of state takes place in (t, t+Dt). 
 

2. The system is in state k �  1 at time t and there is one birth in (t, t+Dt). 
 

Now let kP (t) represent the probability of the system being in state k at time t. Then, 
from the above discussion, we have 

 

Pk(t+Dt)  =  Pk(t)[1 – lD t]  + Pk–1(t)lD t + o(Dt)   (8.35) 
 

and this equation states that the probability of being in state k at time t+Dt is equal to the 
probability of being in state k at time t multiplied by the probability of no birth taking place in 
the interval Dt plus the probability of being in state k �  1 at time t multiplied by the 
probability of one birth in the interval Dt. The term o(Dt) simply represents the higher order 
terms in Dt that cover the negligible probabilities of more than one birth occurring in the 
interval Dt (eg the probability of moving from state k �  2 to state k in time Dt). 
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Equation (8.35) applies to all k except k = 0. The system can only be in state 0 at time 
t+Dt if it was in state 0 at time t  - it cannot move to state 0 from any other state. Thus, for k = 
0, (8.35) becomes 

 

P0(t+Dt)  =  P0(t)[1 – lD t]  + o(Dt)     (8.36) 
 

(8.36) can be rearranged to read 
 

P0(t+Dt) – P0(t)  =  – lD t P0(t) + o(Dt)  
 

or 
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0

00     (8.37) 

 

and, if we now take the limit of (8.37) as Dt ®  0, the left-hand side tends to the derivative of 
P0 and the right-hand term on the RHS tends to zero. So, in the limit as Dt ®  0, (8.37) 
becomes 
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0 t
t
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-=      (8.38) 

In the same way, (8.35) can be rearranged to give 
 

t
to

tt
t

ttt
kk

kk

D
D

++-=
D

-D+
-

)(
)(� P)(� P

)(P)(P
1    (8.39) 

 

and in the limit, as Dt ®  0, this becomes 
 

)(� P)(P�
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1 tt

t
t

kk
k

-+-=    k �  1           (8.40)  

 

Now let us assume that the system begins at time t = 0 with a population of zero, ie 
Pk(0) = 1 for k = 0 and Pk(0) = 0 for k �  0. This condition allows us to solve (8.38) 
immediately for P0(t): 

 
� t

0 )(P -= et        (8.41) 
 

We can now solve for k = 1 by substituting (8.41) into (8.40) which gives 
 

tet
t
t �

1
1 �)(P�
d

)(dP -+-=     (8.42) 

 
whose solution is 

 
� t

1 �)(P -= ett      (8.43) 
 

as can be checked by direct differentiation. 
If (8.43) is now substituted into (8.40) with k = 2, the solution we obtain is 
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and, in general, we find 
 

t
k

k e
k
t

t �
!
)(�

)(P -=      (8.44) 

 
which is the equation that defines the Poisson process. Compare this equation with (2.7) 
which gives the equation for the Poisson distribution and you will see that the equation for 
the Poisson process is simply the Poisson distribution with l  replaced by l t.  
 

8.2.2 The memoryless property of the exponential distribution 
 

I mentioned above that the Poisson process is a good model for the process of arrivals 
of messages, calls, etc, in communication systems. Consequently, the terms “births” and 
“arrivals” are often used interchangeably. In what follows, I will use the term “arrivals”. We 
will now consider the times between arrivals in a Poisson process.  

Let the random variable t  represent the time between two arrivals and let the 
distribution function and probability density function for this random variable be A(t) and 
a(t) respectively. Note that A(t) is defined by the expression 

 

A(t)  =  Pr(t �  t)  =  1 – Pr(t  > t)   (8.45) 
 

Now, Pr(t  > t) is just the probability that no arrivals occur in an interval of length t. If 
we set the time of the previous arrival as the time origin, we see that this probability is simply 
the probability of no arrivals in time t, ie P0(t) above. Thus 

 
A(t)  =  Pr(t �  t)  = 1 – � t-e     (8.46) 

 
and, differentiating, the probability density function is 

 
a(t)  =  l � t-e      (8.47) 

 
which, if you compare with (3.9), you will see is an exponential density function. What this 
means is that the for a Poisson process, the intervals between arrivals are exponentially 
distributed. 

The exponential distribution has a very important property – it is memoryless. To see 
what this means, consider the situation in which an arrival occurs at time t = 0. The 
distribution of the time to the next arrival is given by equation (8.46).  

Now, what if some time passes, say t0, without an arrival occurring. What is now the 
distribution of the time to the next arrival? To answer this question, note that if t  represents 
the actual time of the next arrival, we may use Pr(A|B) = Pr(AB) / P(B) and write 
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But, from (8.46), this can be written 
 



 81

0

00

0

00
00 �

���

)�-e-(1-1
)�1()(�1

]|[Pr �� te

tetete
t

tette
ttt -

----
=

---+--
=>+£  

 

           =   1 – � t-e            (8.49) 
 

which shows that the distribution of the remaining time to arrival, conditional on no arrival 
up to time t0, is precisely the same as the unconditional distribution of time to arrival. What 
this means is that with Poisson arrivals (ie exponentially distributed times between arrivals) 
the distribution of the time to the next arrival is always the same, regardless of how long it is 
since the last arrival took place. 

From here on, the parameter l  in the Poisson process will be referred to as the arrival 
rate. This is standard terminology. 
 

8.2.3 Modelling  a queueing system as a birth-death process  
 

To help fix ideas and to show an immediate application, I will explain the basic ideas of 
birth-death processes in terms of queues. I mentioned above that a pure birth process can be 
used to model the process of arrivals at a telephone exchange. In a queueing system, there are 
both arrivals and departures (of customers, calls, messages, or whatever, depending on what 
is being modelled). The following will discuss queueing systems in terms of the arrival and 
departure of customers. 

Let us define the state of a queue as the number of customers in the system (ie either 
queueing or being served). We will assume that times between arrivals are exponentially 
distributed but, to be as general as possible, we will also assume that the parameter of the 
distribution depends on the system state. So if the system is in state k, the parameter of the 
exponential distribution representing times between arrivals will be l k. Having the parameter 
of the distribution depend on system state allows us, among other things, to take account of 
the fact that customers are less likely to join a queue if there are lots of people standing in 
line.  

In the birth-death model, lifetimes have random lengths, and in the queueing context, 
this allows us to model the length of time it takes to serve a customer as a random variable. 
We assume that service times are exponentially distributed and that the departure rate (the 
reciprocal of the service time) is mk. Thus, when the system is in state k, service times are 
exponentially distributed with parameter mk.  

The assumptions we have made allow us to describe the system in terms of single state 
transitions. To see this, note that 

 

      Pr[An arrival in interval (t, t+Dt) | system in state k )  =  l kDt + o(Dt)            (8.50) 
 

The probability of more than one arrival in time Dt is negligible and captured in the 
term o(Dt). Similarly, 

 

      Pr[A departure in interval (t, t+Dt) | system in state k )  =  mkDt + o(Dt)            (8.51) 
 

And for what follows, we will also need the following, which follow from (8.50) and 
(8.51): 

 

      Pr[Zero arrivals in interval (t, t+Dt) | system in state k )  =  1 �  l kDt + o(Dt)        (8.52) 
 

         Pr[Zero departures in interval (t, t+Dt) | system in state k )  =  1 �  mkDt + o(Dt)        (8.53) 
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We want to use the above four equations to find an expression for the probability that 
the queueing system is in state k at time t. Denote this probability by Pk(t). 

Remember that the system is in state k when it contains k customers. We begin our 
analysis by considering the possible ways in which we could find the system in state k at time 
t+Dt, given the state of the system at time t. Note that because only one event can take place 
in time Dt, we only need to consider transitions from neighbouring states. Thus there are just 
three mutually exclusive possibilities: 

 

1. The system is in state k at time t and no change of state takes place in (t, t+Dt). 
 

2. The system is in state k �  1 at time t and there is one arrival in (t, t+Dt). 
 

3. The system is in state k + 1 at time t and there is one departure in (t, t+Dt). 
 

Now let ijp (Dt) represent the probability of the system making a transition from state i 

to state j in interval Dt. Then, from the three mutually exclusive possibilities above, we may 
write: 

 
Pk(t+Dt)  =  Pk(t)pkk(Dt) + Pk–1(t)pk–1,k(Dt) + Pk+1(t)pk+1,k(Dt) + o(Dt)  (8.54) 
 
This equation applies to all k except k = 0, because there can be no departures from state 

0. For k = 0 we have 
 

P0(t+Dt)  =  P0(t)p00(Dt) + P1(t)p10(Dt) + o(Dt)    (8.55) 
 
Substituting for the ijp (Dt), which are defined by equations (8.52) – (8.55), we have 

 
    Pk(t+Dt)  =  Pk(t)[1 – l kDt + o(Dt)][1 – mkDt + o(Dt)] + Pk–1(t)[l k–1Dt +  o(Dt)] 
 

       + Pk+1(t)[mk+1Dt + o(Dt)] + o(Dt)    (8.56) 
 

and 
 

P0(t+Dt)  =  P0(t)[1 – l 0Dt + o(Dt)] + P1(t)[m1Dt +  o(Dt)] + o(Dt)      (8.57) 
 

Expanding the right-hand sides of these equations gives 
 

Pk(t+Dt)  =  Pk(t) – (l k + mk)Dt Pk(t) + l k–1Dt Pk–1(t) + mk+1Dt Pk+1(t) + o(Dt)    k �  1 
       

                   (8.58) 
    

P0(t+Dt)  =  P0(t) – l 0Dt P0(t)  + m1Dt P1(t)  +  o(Dt)                       (8.59) 
 

Rearranging        
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Now letting Dt �  0 in (8.60) and (8.61) we obtain 
 

      )(P)��()(P�)(P�
d

)(dP
1111 ttt

t
t

kkkkkkk
k +-+= ++--         (8.62) 

)(P�)(P�
)(P

110
0 tt
dt

td
k +-=         (8.63) 

 

Equations (8.62) and (8.63) constitute what is known as a set of differential-difference 
equations and their solution will give us Pk(t). 

We have arrived at these equations in a fairly formal fashion, but it is not always 
necessary to proceed in this way. Consider the state diagram in figure 8. Note that we are 
dealing with a dynamic situation and that the l i, mi can be considered to represent rates of 
flow into and out of the various states. 

 
     l 0     l 1           l2         lk-1       l k            l k+1 

 0     1    2           k      k+1 
      m1    m2  m3           mk      mk+1    mk+2 
 
      Figure 8 

 
From the state diagram 

 

Flow rate into state k  =  l k–1Pk–1(t) + mk+1Pk+1(t) 
 

Flow rate out of state k  =  (l k + mk)Pk(t) 
 

The difference between these two is the rate at which the probability of being in state k 
is changing. Thus 
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and this is exactly the same as equation (8.62), which was derived more formally above. 
Equation (8.63) can be derived similarly as will be seen in a tutorial. 

 

8.2.4 Stationarity 
 

All well-designed queues attain a steady state after an initial transient period when, for 
instance, a queue is opened up for business. The steady state is often termed statistical 
equilibrium and when in this state the queueing process is said to be stationary. 

When a queueing process is stationary, the state probabilities have settled down to 
steady-state values and hence are not varying with time. Thus the time derivatives are zero so 
that equations (8.62) and (8.63) become 

                            

1111 P�P�P)��(0 ++-- +++-= kkkkkkk  k �  1           (8.65)  
and  

 

1100 P�P�0 +-=     (8.66) 
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It is becoming tedious to write a separate equation for k = 0 all the time, so let us agree 
to the following: 

 

l  -1  = l  -2  = l  -3  = × × × = 0;     m 0 = m -1  = m -2  = × × × = 0, 
 

and, of course, because we can't have a negative number of customers, we must also have 
 

P- 1 = P- 2 = P- 3 = × × × = 0     (8.67) 
 

Equation (8.65) is now true for all k. Note that (8.65) defines a homogeneous set of 
equations, so something else is required before we can solve it uniquely. The extra 
information is that the state probabilities must add to unity, ie 
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=�
¥

=k
k       (8.68)   

  

where we have assumed condition (8.67) is true. 
Note that we could have obtained equation (8.65) by equating the rate of flow into and 

out of state k in much the same way as we obtained equation (8.64). The only difference is 
that we are assuming the process is stationary, so that time derivatives are zero. 

Another way of obtaining a valid set of equations is to equate the rates of flow between 
states. Figure 8 is redrawn below as figure 9 and we can see that the rate of flow between 
states 0 and 1is l 0P0 in one direction, and m1P1 in the other. Equating the two gives 

 

l 0P0  =  m1P1 
 

and following the same procedure for the rates of flow between states 1 and 2, we obtain 
 

l 1P1  =  m2P2 
 

and in general, we have 
 

l k-1Pk-1  =  mkPk     (8.69) 
 

 
     l 0     l 1           l2         lk-1       l k            l k+1 

 0     1    2           k      k+1 
      m1    m2  m3           mk      mk+1    mk+2 
 
      Figure 9 

 
Note that the simple equations we have just derived can be used to generate the 

sequence 
 
 

 
 

 
 
 

 

etc., and in general 
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Now, from the normalizing condition (8.68), we have 
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from which we have 
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and if this is substituted in (8.70), it gives the solution for all k. 

Now refer to figure 9 and observe that l i is the rate of customer arrivals when the 
system is in state i, and that mi+1 is the rate at which any such arriving customer will be 
served.  Then note that (8.71) indicates that if l i > mi+1 for all i, the value of P0 = 0. What does 
this mean? 

All it means is that if the arrival rate is always greater than the service rate, the queue 
length will increase without bound, so when the queue has been operating for a long time, the 
probability of finding zero customers in the system is zero. And, referring to (8.70) we see 
that this also implies that, after a long time, the probability of finding k customers in the 
system is also zero for finite k. 

If, on the other hand, (l i / mi+1) < 1 for i > M, where M is a finite constant, then P0 �  0 
and a steady state solution exists. This implies that a solution exists only if the system 
empties itself from time to time. If a steady state solution exists, the queueing process is said 
to be ergodic. 

 

8.2.5 The simplest birth-death process 
   

The simplest birth-death process has all arrival rates (births) equal and all departure 
rates (deaths) equal, ie l k = l  and mk = m for all k. For this simplest of cases, the differential 
equations (8.62) and (8.63) take the form 
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and  
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and for this set of equations an explicit solution for Pk(t) can be obtained. I will not reproduce 
it here because it is very complicated, involving complex summations of Bessel functions. If 
you’d like to see it, you’ll find it in ref. [6]. 
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Example 8.6 The M/M/1 queue 
Queueing theory uses the notation A/B/c to distinguish between different types of 

queueing system. In this notation, the A describes the distribution of the times between 
arrivals, the B describes the distribution of service times and the c is an integer equal to the 
number of servers in the system. The M’s in the M/M/1 queue stand for “memoryless” and 
therefore indicate that both arrival and service times are exponentially distributed. The ‘1’ 
indicates that the queue has a single server. 

We can therefore assume that the M/M/1 queue has a single server with constant service 
rate m and that customers arrive at constant rate l , both rates being independent of the 
number of customers in the system. Obviously this is an idealized model for situations where 
both customers and the server are human beings, but for situations where the queues lie 
within automated systems, as in computer or communication systems, the model sometimes 
comes close to reflecting reality. The state diagram is shown in figure 10. 

 
 

 
      l      l            l           l                     l                l  

 0     1    2           k      k+1 
      m    m  m           m           m    m 
 
      Figure 10 

 
From (8.71) the probability of the queue being empty is given by 
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and the summation in this expression will converge to a finite value so long as l  < m.  
Recall now that the series representation for (1�x)�1  equals 1 + x + x2 + · · · and 

converges for |x| < 1. This tells us that if l  < m, (8.74) can be written 
 

� /�-1
� /�

1

1
P0

+
=    =   1 �  

�
�     (8.75) 

 
and, since for the general case (8.70) states 
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we have, for the M/M/1 queue 
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 Note that this expression is true for all k, including k = 0. 
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