On Classifying Silhouettes in Adverse Conditions

# Conrad Sanderson 2 and Danny Gibbins * 2
! Electrical and Electronic Engineering, University of Adelaide, SA 5005, Australia
2 CRC for Sensor Signal and Information Processing, Mawson Lakes, SA 5095, Australia
conradsand @ jeee.org danny @ eleceng.adelaide.edu.au

Abstract

We compare the performance of holistic and local feature
approaches for the purpose of classifying silhouettes in ad-
verse conditions (i.e. occlusions by other silhouettes, noise
and imperfect localization by a Region of Interest algorithm,
resulting in clipping and scale changes). Holistic feature
extractors based on Hu's moment invariants and Principal
Component Analysis (PCA) are coupled with a classifier based
on gaussian densities, while a local feature extractor based on
the 2D Hadamard Transform (HT) is coupled with a Gaussian
Mixture Model (GMM) based classifier. Experiments show that
the HT/GMM approach is relatively robust to clipping, scale
changes and occlusions; however, in its current form it is
highly sensitive to noise. The results further show that the
moment based approach achieves relatively poor performance
in advantageous conditions and is easily affected by clipping
and occlusions; the PCA based approach is highly affected by
scale changes and clipping, while being relatively robust to
occlusions and noise.

1. INTRODUCTION

Classification of objects based on their silhouettes is partic-
ularly useful when using Infra-Red (IR) imagery. While IR
images are more suitable for operation in various environmen-
tal conditions than visible spectrum images [21], [29], there
is still quite a lot of variability in the greyscale representation
of objects; these variabilities can stem from the the object’s
history (e.g. due to variable use of engines), sea and air
temperature (partly dependent on the time of day), location and
range [21], [24]. To discount the effects of greyscale variations,
binary versions of IR images can be used [13]. When only one
solid object is present in a binary image, a silhouette of the
object is visible; see Fig. 1 for an example.

In this paper we consider part of the problem of localizing
a specific object. In particular, we assume that we are given
a Region of Interest (ROI), on which we have to perform a
two-class recognition task: either the presented ROI contains
the object that we want (i.e. a true object), or it doesn’t
(i.e. an impostor object). The recognition task described above
is known as a verification task (also known as a detection or
an authentication task), and is in contrast to the closed set
identification task, where a given object is assigned into one
of K object classes (here K is the number of known objects).
The closed set identification task represents a controlled en-
vironment and as such is not representative of our problem;
the verification task represents an uncontrolled environment,
where any type of object could be encountered [12].

The verification task can be present in two configurations
of an object localization system:

1) Several regions are automatically found in a given image by

a ROI locator algorithm; each ROI is assigned a verification
score which represents the likelihood of containing the required
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object; the ROI with the highest score (which also exceeds a
threshold) is then deemed to contain the required object.

2) Similar to configuration (1), but instead of using a ROI algo-
rithm, the given image is split into many overlapped windows
of various sizes; each window is considered to be a ROI [3].
When utilizing the first approach, the overall performance
of the system can highly depend on the quality of the ROI
algorithm [23]; besides the algorithm providing improperly
located regions (e.g. objects at incorrect scale, partially shifted
out view), it may miss the required object altogether. This
is in contrast to the second approach, where the verification
system subsumes the functionality of the ROI locator. The first
approach can be considered to be a computationally simplified
version of the second approach and hence may be preferable
when computing hardware is limited.

A pattern recognition system can be generally split into two
distinct parts: feature extraction and classification. Approaches
to feature extraction from images containing objects can be
roughly divided into three areas: boundary descriptions, local
features (i.e. parts based descriptions) and holistic features.
Holistic extractors utilize information from the entire image,
while local feature extractors divide the image into several
parts (possibly non-uniformly sized parts) and extract features
for each part.

Examples of boundary descriptions include distances of
each boundary pixel from the centroid [26] and Fourier
Descriptors [10]; examples of parts based approaches include
decomposition into distinct surfaces [19], regional Principal
Component Analysis (PCA) [20], [23], and 2D Discrete
Cosine Transform (DCT) [10], [25]; examples of holistic
descriptions include moment invariants [8], [10], [14], [31],
and holistic PCA [16], [27].

As noted before, local features describe only a part of the
image of an object; hence when only a few parts of the object
are corrupted we would expect only a small subset of the
feature vectors to be affected. A possible disadvantage of
local features is that relatively complex classifiers may be
required in order to take advantage of the spatial relation
between object parts (e.g. 2D Hidden Markov Models used
in face classification [2]). Holistic representations, on the
other hand, represent the entire image of an object using
only one feature vector; the classifier can thus be relatively
simple, e.g. an object’s features can be considered to have
a gaussian distribution. Further examples and discussion of
object descriptors can be found in [10], [17], [32].

Several studies [5], [16], [24] have compared the perfor-
mance of various approaches for recognizing objects in IR
images. However, all of these studies assumed good quality
ROI localization or used a closed set identification setup;
furthermore, in [16], [24] silhouette representations of objects
was not used. Hence the aim of this paper is to evaluate, on a
common database, several combinations of feature extractors

ISSNIP 2004



i

Fig. 1: Left to right: size normalized object; corresponding silhouette; corrupted by speckle noise; clipped; scaled; overlapped with another silhouette.

and classifiers for the purposes of silhouette verification, sub-
ject to imperfect ROI localization and other adverse conditions.

We consider two holistic feature extractors, based on mo-
ment invariants and PCA, as well as a local feature ex-
tractor based on the 2D Hadamard Transform (HT) [10].
Two Bayesian classifiers are used: the first classifier assumes
that the features for each class have a gaussian distribution,
while the second assumes a distribution based on a mixture
of gaussians. The performance of several feature/classifier
combinations is evaluated under several conditions of the
silhouette images: clean (i.e. no impediments), corrupted by
speckle noise, partially shifted out of view (clipped), partially
occluded by another object, and finally corrupted by a scale
change. The last three corruptions represent an imperfect ROI
locator, while the speckle noise corruption is a representative
of imaging artefacts, a boundary corruption process (other than
occlusions by another object), as well as a process which adds
previously unseen elements to the image (i.e. elements of a
different nature than what is present in training images).

The rest of this paper is organized as follows. In Section 2
we overview the three feature extraction techniques, followed
by a brief description of the two classifiers in Section 3.
Section 4 is devoted to experiments on classifying silhouettes
in the abovementioned adverse conditions. The paper is con-
cluded and future work is suggested in Section 5.

2. FEATURE EXTRACTION

In the following sections it is assumed that the binary im-
age is described by {f(z,y) € {0,1} | ¢ = 0,1,---, Nx-1
y=0,1,---, Ny-1}, where Ny is the number of columns and
Ny the number of rows.

A. Hu’s Moment Invariants

In this feature extraction method, Hu’s moment invariants are
derived from normalized central moments of a given image; it
is often stated that these moments are invariant to translations,
scale changes and in-plane rotations [10]. moment of
(p + g)-th order is defined as:

g — ZNX IZN\; b () 0
forp,q:()]_Q...
Cpq = ZNX IZNY ' (x = pa)? (y — 1y)? f(z,y) 2

where p, = mig/moeo and p, = moi/moo. Normalized
central moments are in turn defined as: n,q = cpq/cfy, Where
v=(p+q)/2+1 and (p + q) > 2. Central moments address
translations of an object, while normalized central moments
in turn address the scale of the object (as cgg describes the
number of white pixels in a binary image). Seven moment
invariants (@1 to @7) can then be obtained as non-linear
combinations of second and third order normalized central
moments [8], [10]; the combinations address the fproblem of
in-plane rotations. As the values of the resultant features can
be very small, it is customary to utilize the logarithm of their
absolute values in order to avoid precision problems [14].
Formally, a feature vector based on the seven features is
formed using:

Central moments are in turn defined as:

x" = [ loglai| ]{_, &)
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There are two main problems with this feature extraction
method. First, if a part of the object becomes invisible (e.g.
due to partially shifting out of view), or there is some noise
present, or part of another object is visible, the values of i,
1y and coo are affected, leading to ¢ to @7 being affected;
secondly, the features are correlated, due to the basis functions
defined by the monomials defined in (1) and (2) not being
orthogonal [15].

B. Principal Component Analysis

In Principal Component Analysis (PCA) based feature extrac-
tion [7], [30], the first step is to concatenate all the columns
of the binary image to form a high dimensional vector; let us
denote the resultant vector as r. A new feature vector, usually
with a lower dimensionality, is "then obtained using:

x=UT (r—r,) (4)

where U contains D eigenvectors (corresponding to the D
largest eigenvalues) of the training data covariance matrix,
and r, is the mean of training vectors. D has the following
constraints: D < Np, where Np is the number of training
vectors, and D < NyNy. If D = Ny Ny then no dimensionality
reduction occurs; in that case, vector x represents a decorre-
lated version of r. A method for choosing the dimensionality
is given in Sec. 4-D.

As this feature extraction technique basically produces
dimensionality reduced versions of binary images, we would
expect it to be affected by scale changes, clipping and rota-
tions; the onus of any robustness to these changes would be
taken by the classifier.

C. 2D Hadamard Transform

As opposed to the holistic feature extraction methods pre-
sented in Sections 2-A and 2-B, where analyzing one image
results in one feature vector, in the 2D Hadamard Transform
(HT) based approach we obtain a ser of feature vectors from
one image. In the literature this type of feature extraction
is known as a local feature approach and as a parts based
approach [2], [18].

The 2D HT is similar in nature to the 2D DCT [10] (which
is the heart of the JPEG compression algorithm [28]); we shall
interpret the HT as a “black and white” version of the DCT,
and postulate that it is a good candidate for processing binary

images.

II% a similar manner to DCT based feature extraction [25], a
given image is analyzed on a block-by-block basis; each block
overlaps neighbouring blocks by a conﬁgurable amount of
pixels. Each image block a(k,!), where k,1=0,1,--- ,Np — 1
and N, = 2", is decomposed in terms of orthogonal 2D
Hadamard basis functions (see Fig. 2). The result is an Np x Np
matrix H(u,v) containing 2D Hadamard coefficients:

H (u,v) ZN" ! ZN" Lk, 1) (~DfkLu) ()
where
n—1
Bk, Lu,v) =D [ bi(k)pi(u) + bi(Dpi(v) ] ©
b; (k) = i-th bit in the binary representation of k 7

br—i(k) fori =0
pi(k) = { bni(k) + by _i31)(k) forie[ln—1] &
The summations in Eqns. (6) and (8) are performed in
modulo 2 arithmetic. As the 2D HT is similar in nature to the
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2D DCT, the basis functions can be thought of as representing
different “frequency” components. If we assume low fre-
quency information to be dominant, we can order the resulting
coefficients according to a zig-zag pattern [10], reflecting the
amount of information stored in each coefficient (see Fig. 3);
formally, for a block located at (k,(), the Hadamard feature
vector is composed of:

T
<D — [h(()k,l) hgk,l) ' h%}’i)l ] ©)

where 2"V denotes the n-th Hadamard coefficient and M is
the number of retained coefficients. By truncating the number
of coefficients we are effectively throwing out high frequency
information. The vectors from the entire image can then be
collected in a set: N

X={x b4 (10)

where the superscript indicating the location of each source
block has been replaced by the subscript ¢, which indicates
the i-th vector of the image.

3. CLASSIFIERS

A. Gaussian Based

In the gaussian based classifier each class is assumed to have
a gaussian distribution, i.e.:
exp[ = (x — )= (x — )]
D o1
(2m)Z |22
where X = { p, 3 } is the parameter set, D is the dimension-
ality, ¥ is the covariance matrix and p is the mean.

Let us assume we have two parameter sets A¢ and A7, which
describe the distributions of object C’s vectors and imﬁpostor
objects’ vectors respectively. A given object is classified as
object C' when A(x|\c,Ar) >t or as an impostor object when
A(x|Ac, M) <t. Here ¢ is a tunable decision threshold and
A(x|Ac, Ar) is a log-likelihood ratio:

A(x|Ag, Ar) =log P(x|A¢) — log P(x|Ar)

Note that in (12) we assumed non-informative prior probabil-
ities of the two classes.

Assuming there is enough data, the classifier is trained by
taking the mean and covariance matrix for a class to be the
sample mean and sample covariance matrix of the training
vectors for that class, respectively. However, in our case there
is only a few training images for each object class (see
Sec. 4-A), resulting in only a few training vectors when using
holistic feature extraction; this in turn makes the estimation of
covariance matrices for each object ill advised. The following
alternative training strategy is used. First, we define a world
model as a model representing any object and find its mean
vector and covariance matrix using vectors representing all
training true objects; due to the relatively small amount of
training data, the covariance matrix is restricted to be diagonal.
The mean for a particular object is taken to be the mean of
that object’s vectors; the covariance matrix for each object is
then inherited from the world model [7]. We postulate that the
world model is a good representation of many objects and use
it to represent impostor objects.

L

P(x|A\) £ N (x|p, =) =

an

(12)

W01 2 3
—AN T

12]4]71]12
E-C-L e
ST —
Fig. 2: 2D Hadamard basis func- Fig. 3: Zig-zag ordering of 2D

tions for Np=4; white areas in-
dicate +1 while black areas indi-
cate —1.

Hadamard coefficients H (u,v) for
Np=4.
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B. Gaussian Mixture Model Based

The Gaussian Mixture Model (GMM) based classifier [7],
[22], [30] can model distributions much more l[lnrecisely com-
pared to the single gaussian classifier, as each class 1s now
assumed to have a distribution comprised of a mixture of

gaussians: A =Na
P(x|A) = Z -1 wgN (x|pg, Bg)
9=

Here A = { wy, g, By }0.%,, Ng is the number of gaussians

and wy is the weight for gaussian g (with Zé\’fl wg =1 and
V g :wg > 0). The higher the Ng, the more precise the model
(assuming enough training data); moreover, even if diagonal
covariance matrices are utilized, it is possible to model corre-
lated data as long as Ng > 2 [22].

In a similar manner to the gaussian classifier described in
Sec. 3-A, training is accomplished as a two-stage process.
First, a world model is estimated using the Expectation Maxi-
mization (EM) algorithm [4]; training data from all true objects
is utilized. A model for each class is then obtained by adapting
the world model using a form of Maximum a Posteriori
adaptation [9], [22]. As for the gaussian classifier case, we
postulate that the world model is a good representation of
many objects and thus use it to represent impostor objects.

As stated in Sec. 3-A, there are only a few training vectors
available when using holistic feature extraction; as this isn’t
enough data for estimating more than one gaussian, the GMM
approach is only useful when dealing with 2D HT based
feature extraction, where it is possible to obtain a large set
of feature vectors from each image.

For mathematical convenjence we shall assume that each
vector in the set X = { x; },_ is independent and identically
distributed (iid), leading to the following re-definition of the
log-likelihood ratio [c.f. (12)]:

N N
AX|Ac, Ar) = ZZ_:VI log P(x;|A¢c) — ZZ_:VI log P(x;|Ar)  (14)

Note that when using 2D HT based feature extraction, the
above definition implies that the spatial relation between all
blocks is lost. We thus expect some robustness to translations
of the object, as well as minor deformations. Moreover, if
the object is partially occluded (or otherwise corrupted), only
some of the blocks will be affected; as long as the contribution
of log P(x|\) for affected blocks does not adversely affect
the sums, the HT/GMM approach should also be robust to
occlusions.

13)

4. EVALUATION
A. Database and Associated Experiment Protocols

The database is comprised of 64 synthetically generated ob-
jects (32 of which are ships); each object is rotated (out-of-
plane rotation) 360° in 5° steps, resulting in 72 images per
object. Each image has a resolution of 512x512 pixels and
contains the object against a black background; the object is
represented as greyscale pixels.

The views are split into three disjoint sections: train, evalu-
ation and test. Taking the canonical side-on view to be the 0°
view, images for 0° and 45 are assigned to the train section,
while images for —5° were assigned to the evaluation section.
In the experiments reported in this paper, images for £10° are
used as test images (see Table 1). It must be noted that in this
particular configuration we have assumed that images for 0°,
+5° and £10° are various realizations of the “side-on” view.

The objects are also split into three disjoint sections:
true objects, evaluation impostor objects and test impostor ob-
jects. 48 objects are assigned to the true objects section,
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while 16 objects are assigned to evaluation impostors and test
impostors sections (eight to each section).

For all experiments, the train section was utilized as a source
of data for training the object models; the evaluation section
was used for tuning feature extractors and classifiers. Once
the optimum parameters are found, the test section is used for
final performance measurement.

This database partitioning is necessary to avoid optimistic
biases in the performance evaluation; moreover, the evaluation
section is necessary in order to avoid overfitting (i.e. to ensure
good generalization capability) [7], [30].

B. Performance Measures

There are two types of errors that can occur in an object
verification system: a false acceptance (FA), which occurs
when the system accepts an impostor object, or a false
rejection (FR), which occurs when the system refuses a frue
object. The performance of verification systems is generally
measured in terms of False Acceptance Rate (FAR) and False
Rejection Rate (FRR), defined as:

number of FAs

FAR = (15)

number of impostor object presentations

number of FRs
FRR =

- - (16)
number of true object presentations

To aid the interpretation of performance, the two error
measures are often combined using the Half Total Error
Rate (HTER), defined as HTER=(FAR+FRR)/2; the HTER is a
special case of the Decision Cost Function [1], [6]. A particular
case of the HTER, known as the Equal Error Rate (EER),
occurs when the system is adjusted (e.g. via tuning a threshold)
so that FAR=FRR on a particular data set.

C. Pre-Processing

Prior to feature extraction or applying any image corruption,
all objects are normalized in size as follows. We find the
mean (1) and standard deviation (o) of object pixel positions
along the = and y dimensions of the image; the object is
then assumed to be contained within the area specified by
@ £+ 250 in each dimension; 2.5 was chosen so that all
objects in the database fit into the specified area; the area is
extracted and normalized to have a size of 128 columns and 64
rows. Thresholding is used to generate a binary representation.
An example of a size normalized object and the resulting
silhouette is shown in Fig. 1.

The size normalization stage corresponds to a size normal-
ized image being provided by either the ROI stage or the
exhaustive window scanning approach.

D. Experiments

The amount of training and evaluation data was artificially
increased by using mirrored versions of images. In each
experiment the classifier was given the model of the object we
are interested in and test images of that object and impostor
objects; each given image was classified as either containing
the object we want (i.e. a true object), or containing a different
object (i.e. an impostor object). This procedure was repeated
for all objects in the true objects section, resulting in a total of
48x2=96 true object presentations and 48 x 8 x2=760 impostor
object presentations.

In the first experiment we evaluated the performance on
clean data of all combinations of holistic features with the
gaussian based classifier. The GMM based classifier was used
only with 2D HT features; based on preliminary experiments, a
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TABLE 1: DATABASE CONFIGURATION.

evaluation test
angle true objects impostor impostor
(48) objects (8) objects (8)
0°, +-5° training data - -
—5° evaluation data | evaluation data -
—10°, +10° test data - test data

block size of 16x 16 was chosen with a block location advance
of two pixels (resulting in an 87.5% overlap). The relatively
small block advance was used to ensure an adequate amount of
training data is available (as the larger the overlap, the more
feature vectors are obtained from an image); this procedure
may also have a beneficial side-effect: the components of
each object are in effect “sampled” at various degrees of
translations, resulting in models which should be robust to
translations of the objects.

Preliminary experiments with the GMM based classifier
showed that using all extracted blocks lead to poor perfor-
mance. The problem was traced back to the EM training
algorithm for the world model, where blocks which were the
most similar to each other tended to be modeled by a small
number of gaussians with a relatively high weight. While
normally this kind of modeling is desirable, in our case the
most similar blocks tended to be of the black background and
the solid areas of the object; these areas carry no discriminant
information. The database also contains objects which have
elongated sections (e.g. a ship), resulting in a set of blocks
which are the same, which in turn also caused the EM
algorithm to put an emphasis on modeling one particular

section of the object.

To reduce the effects of blocks with the same content, a
ost-processing heuristic was added: for each object’s set of
eature vectors, any repetitious feature vectors are removed;

moreover, any feature vector whose elements are all zero
is removed (i.e. vectors representing the black background).
This post%processing method causes the number of vectors
extracted from an image to be dependent on the content of the
image; hence the ratios resulting from Eqn. (14) are no longer
comparable across different objects. To address this problem,
the ratio in (14) was redefined to:

Ny Ny

1 1
AX|Ag, Af) = N D log P(xiAc) — N > log P(xi|Ar) (17)
=1 =1

In other words, the effect of variable number of feature vectors
is discounted by using average log-likelihoods.

The evaluation section of the database was used to jointly
optimize the performance of the feature extractors and clas-
sifiers (e.g. dimensionality of feature vectors and thresholds);
the optimization was performed in terms of minimum EER on
evaluation data.

For PCA based feature extraction, the dimensionality was
varied from 1 to 128, doubling the number of dimensions in
each step (i.e. 1, 2, 4, - - -, 128). The optimum dimensionality,
according to performance on evaluation data, was found to be
64 (i.e. the dimensionality of binary images was reduced from
8192 to 64, representing a reduction of 99.2%).

For HT based feature extraction, each possible dimensional-
ity was based on the cumulative amount of coefficients along
the diagonals traced by the zig-zag pattern (see Fig. 3). The
number of gaussians in the GMM approach was varied from
1 to 128, doubling the number of gaussians in each step
(.e. 1, 2, 4, ---, 128); the optimum number of gaussians
always turned out to be less than 128. The optimum dimen-
sionality for 16x16 blocks was 15 and the corresponding
number of gaussians was 64.
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Once the optimum parameters were found on the evaluation
section, the resulting systems were tested on clean images
(i.e. non-corrupted) from the test section. Results are presented
in Table 2. Out of the two holistic feature extractors, moment
invariants obtain the worst performance; as the moments are
correlated, their poor performance can be partly attributed
to the diagonal covariance matrix assumption used in the
gaussian classifier. The HT/GMM combination achieved per-
formance comparable to that of the gaussian classifier utilizing
PCA derived features.

The results for images corrupted by speckle noise, clipping,
scale changes and occlusions are shown in Figs. 4 to 7. For the
speckle noise results, the noise level indicates the percentage
of pixels which were randomly set to either zero or one; the
location of the pixel to be corrupted was randomly selected
according to a uniform distribution. For clipping experiments,
the shift level indicates the fraction of columns by which the
object has been shifted to the right. For scale experiments,
the scale level indicates the size multiplier of each object.
For occlusion experiments, the overlap level indicates the
fraction of columns which have been corrupted by a secondary
silhouette, moving in from the left; the secondary silhouette
was taken to be one of the test impostor objects.

The results show that all three approaches are affected by
noise, with the HT/GMM approach the most sensitive. The
sensitivity of moment invariants stems from the fact that as
more noise is present, the more affected p,, 11, and cop are
(see Sec. 2-A).

Analysis shows that the high sensitivity of the HT/GMM
approach is partially due to the post-processing heuristic,
which utilizes only rudimentary rules for determining whether
a given feature vector is discriminative. For noisy images,
vectors from blocks containing noise (e.g. only one white
pixel) are passed to the classifier, which in turn contribute to
the averages in Eqn. (17). Moreover, due to the nature of the
block-by-block analysis, vectors from blocks which contain
noise-like patterns (e.g. a block containing one white pixel in
the bottom right corner) are used during the modeling stage.
This causes the object models to represent noise-like patterns,
which in turn means that vectors from noisy blocks tend to
give relatively high likelihoods, from both the client and world
models. The differences in the averages in Eqn. (17) are thus
reduced, leading to worse performance.

The results further show that the PCA/gaus. approach is
very sensitive to translations and scale changes. Hu’s moment
invariants are somewhat less affected, due to their explicit
translation and scale normalization steps; however, as soon
as part of each object is moved out of view, the performance
of moment invariants rapidly decays (the reasoning for this
degradation is given in Sec. 2-A). This is in contrast to
the HT/GMM approach where the object can be moved by
more than 40% of the image width before the performance is
considerably affected. The HT/GMM approach is also affected
by scale changes, but considerably less than the holistic
approaches. The relative robustness of the HT/GMM approach
to translations can be attributed to the use of the parts based
representation and the loss of spatial relation between each
part (i.e. the exact location of each part of an object has little
or no influence). We conjecture that the relative robustness to
scale changes stems from some object parts changing relatively
little. An example of this would be the mast of a ship joining
the ship’s hull, represented by the shape “L”; if we split

this shape into two parts, we obtain “,” and “L”; while scale
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TABLE 2: PERFORMANCE USING NON-CORRUPTED OBJECTS; EER REPRE-
SENTS PERFORMANCE ON EVALUATION DATA, WHILE HTER REPRESENTS
PERFORMANCE ON TEST DATA.

feature type / classifier || Approx. EER | HTER
moment inv. / gaus. 22.14 18.95
PCA / gaus. 0.00 3.19

HT / GMM 0.13 1.37

changes would in effect move the two parts, their geometrical
nature would stay constant.

Occlusion experiments show that moment invariants are
easily affected; this is due to the number of white pixels
increasing (due to the presence of another object), and the
center of mass now being in a different location. Both PCA
and HT based approaches are relatively robust, though their
performance still deteriorates as the overlap increases. The
relative robustness of the PCA approach can be partly at-
tributed to utilizing little or no information from the sides
of the image, where the overlap is most pronounced. More
formally, the elements, representing the sides of the image,
in the eigenvectors of U in Eqn. (4), are relatively small
compared to elements describing, say, the middle of the image;
this is due to most training objects not extending all the way to
the edges of the image (see Fig. 1 for an example). The relative
robustness of the HT/GMM approach again stems from the
parts based representation; the amount of corrupted blocks is
dependent on the degree of overlap between the two objects;
when the overlap is small, only a small subset of the feature
vectors is affected.

5. CONCLUSIONS AND FUTURE WORK

We evaluated the performance of several combinations of
feature extraction techniques and classification approaches for
the purposes of classifying silhouettes in adverse conditions.
The feature extraction techniques were based on Hu’s moment
invariants, Principal Component Analysis (PCA) and the 2D
Hadamard Transform (HT); the first two methods are holistic
in nature, while the last method is local in nature. The
classifiers were based on gaussian densities and Gaussian
Mixture Models (GMMs).

Out of the evaluated approaches, the HT/GMM approach
seems the most promising; it is relatively robust to scale
changes, clipping and occlusions. However, in its current form
it is highly sensitive to noise or imaging artefacts, suggesting
further research is required to address this limitation. For
example, the post-processing heuristic could be improved by
using a block occupation measure; only vectors, from blocks
where the number of white pixels falls within upper and
lower limits, could be used. Apart from ignoring blank or
completely solid blocks, this would reduce training with noise-
like patterns and passing many noisy patterns to the classifier.

The approach based on moment invariants and a gaussian
classifier was shown to achieve relatively poor performance in
advantageous conditions, and was easily affected by clipping
and occlusions. The approach based on PCA features and
a gaussian classifier was shown to be highly affected by
scale changes and clipping, while being relatively robust to
occlusions.

In terms of an operational system for finding a specific
object based on its silhouette, there are several implications
from the above observations. The performance of the system
can be highly dependent on the performance of the Region of
Interest (ROI) locator algorithm (i.e. the algorithm’s ability
to accurately locate an object, with no clipping or scale
problems). As such, the pattern classification stage following
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Fig. 7: HTER for occluded objects.
the ROI localization stage must be able to handle imperfectly
located ROI.

We note that in this paper we have covered only a small
subset of possible combinations of feature extraction tech-
niques and classification approaches. Other notably popular
approaches to classification include Artificial Neural Networks
and Support Vector Machines [7], [30]; they were not consid-
ered here partly due to the small amount of object specific
training data available in the present database. We also note
that it is possible to create a GMM based system which utilizes
holistic features; here, each training feature vector would be
assumed to be a mean of a gaussian. This approach could
model the distribution of training vectors more accurately
than the gaussian based classifier. Other feature extraction
techniques, such as the Fourier-Mellin Transform [11], [31]
and Zernike moments [14], [31], could also be evaluated in
future work.
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