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Using CARE to Construct Verified Software

Peter Lindsay

Abstract

The CARE project investigated integration of well-
understood formal development principles into an industrial
organisation’s software development methodology. The re-
sult was a method for construction and verification of pro-
grams from formal specifications, using libraries of pre-
proven, formally specified components. Tools help the user
build products by selecting and instantiating components
to fit the problem at hand, and generating and discharging
correctness-of-fit proof obligations. This paper illustrates
the method on part of the development of a software module
for logging events in a medical embedded device.

Keywords formal methods, program development, software
verification, refinement
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1. Introduction
1.1. Motivation

Formal specification techniques are currently being used
in industry mainly to offer improved understanding of sys-
tems under development and to perform cross-checks on
specifications, thereby discovering and fixing mistakes early
in the development life-cycle [1, 5, 15, 21]. Formal refine-
ment techniques extend the benefits of formal specification
further into the software development process, by enabling
design and implementation strategies to be expressed for-
mally. In theory at least, formal verification can then be
used to check the correctness and completeness of those
strategies, and to verify that implementations satisfy their
specifications. As currently practised, however, develop-
ment of formally verified software is a laborious and time-
consuming task, calling for specialized mathematical skills.

This paper reports the results of an industry/university
collaboration which aimed to identify problems with ex-
isting approaches to formal development and designed an
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approach which would be usable in the company concerned.
The result is CARE, which stands for Computer Assisted
Refinement Engineering. To understand CARE, it is useful
to understand the requirements it was designed to meet. In
our experience, the requirements are typical of many appli-
cations, and the resulting approach is thus widely applicable.

CARE was developed as a collaboration between Telec-
tronics Pacing Systems and the Software Verification Re-
search Centre. Telectronics develops and manufactures
software-driven medical devices such as implantable de-
fibrillators. The company had previously used formal meth-
ods for software specifications (specifically Z), but used
more traditional techniques for development and verifica-
tion. They wanted a formal development method which
would give them full formal traceability from specifications
to compilable source code, for improved assurance and ease
of maintenance - in particular, ease of creation of product
variants, with differing characteristics. They wanted to use
formal proof to check implementations against specifica-
tions, to add diversity to their testing and review verification
procedures. They required the method to produce compil-
able code in a specific language (a dialect of C) for use with
specialised hardware and a certified compiler. Finally, the
skills of the target users are mostly in product engineering
(i.e., in designing programs to run efficiently and effectively
on target hardware) rather than in formal proof; thus as far
as possible formal verification should be fully automated or
done “off-line”.

Existing formal methods were examined but were as-
sessed as either not meeting the above requirements, or be-
ing too hard to apply. In particular, it was important to keep
the method simple, and the number of concepts small, in
order to avoid a steep learning curve associated with most
formal methods. A stripped-down, library-based approach
was considered to be most appropriate, combining the more
useful features of different formal methods. These ideas
had been investigated by Keith Harwood at Telectronics for
some years before the CARE collaboration began.

1.2. The CARE approach

In outline, the CARE method supports incremental re-
finement of formal specifications through to compilable im-
plementations. Individual refinement steps can be defined
and verified in isolation and stored in a library for reuse.



The method is based on well understood principles of data
and algorithm refinement, and is configurable for use with a
variety of formal specification notations and programming
languages.

Under the CARE approach, the software engineer assem-
bles a collection of CARE components and uses mechanized
analysis tools to check the correctness of the combination
against specified requirements [12]. The tools check that
the components fit together properly and achieve the de-
sired overall effect [9]. Automated theorem provers are
used to discharge the proof obligations that arise. When a
component set is complete and the proof obligations have
been discharged, a target-language-specific CARE tool syn-
thesizes a complete source code program from the set (see
Fig. 1). With CARE, the engineer’s proof obligations can
be kept to a minimum by making use of a library of refine-
ments (roughly, parameterized sets of components) which
have been proven off-line by verification experts.
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Figure 1. The checking and synthesis process
for CarRe-generated programs.

The prototype tool-set includes parsers, syntax- and type-
checkers, pretty-printers, documentation preparation tools,
proof obligation generators, mathematical simplifiers, an
automatic theorem prover, automated support for formal
reasoning in an interactive theorem prover, and a code syn-
thesizer with C as the target language. A large library of pre-
proven fragment “templates” has been produced, together
with a tool which assists software engineers in selecting and
instantiating templates.

1.3. The CARE language

The CARE language is explained in detail elsewhere [9,
12]. Here we simply give enough description to be able to
understand the rest of the paper.

A CARE program consists of mathematical definitions and
lemmas, together with a set of CARE components known as
types and fragments. Roughly speaking, a CARE type is an
abstract data structure, and a CARE fragment is a package of
programming knowledge corresponding roughly to a func-
tion or procedure in a procedural programming language.
There are two kinds of fragments: simple and branching.
Simple fragments correspond to functions: they take in-
puts and return outputs. Branching fragments differ from
simple fragments by also allowing branching of control dur-
ing execution. The CARE language described here supports
applicative programming techniques only, but it has been
extended to cover fragments which can change the value of
a shared state.

The CARE approach is inspired partly by Larch’s “two-
tiered approach” [8] of treating mathematical abstractions
(specifications) separately from programming concerns (im-
plementations). Instead of keeping the two levels totally
separate and relating them via their mathematical theories,
however, CARE chooses to decompose the problem so that
the levels are developed together, incrementally, in compo-
nents.

Each CARE component has a formal specification and an
implementation. CARE components may have associated
preconditions which define the circumstances under which
the component may be applied.

Primitive components provide access to target language
data structures and basic functionality, and are provided to
the CARE user as a library. Primitive components are im-
plemented directly in the target language. The specification
of a primitive component describes the component in terms
of (a mathematical model of) the semantics of the target
language and its compiler. A primitive type’s specification
describes the set of mathematical values corresponding to
the associated data structure. A primitive fragment’s spec-
ification describes the functionality of the associated target
code.

Higher-level components express data refinements and
algorithm designs, and are written in a special purpose
language which supports the following simple design con-
structs: assignment of values to local variables, fragment
calls, sequencing, branching of control, recursion, and data
refinement.

The CARE language has a formally-defined mathematical
semantics. Using this semantics, higher-level components
can be shown to be correctly implemented, assuming the
subcomponents they use have themselves been correctly im-
plemented. Proof obligations, generated mechanically from
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