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Abstract

This paper shows initial results in deploying the
biologically inspired SLAM system, RatSLAM, in
an outdoor environment. RatSLAM has been
widely tested in indoor environments on the task of
producing topologically coherent maps based on a
fusion of odometric and visual information. This
paper details the changes required to deploy
RatSLAM on a small tractor equipped with
odometry and an omnidirectional camera. The
principal changes relate to the vision system, with
others required for RatSLAM to use
omnidirectional visual data. The initial resulterfr
mapping around a 500 m loop are promising, with
many improvements still to be made.

1 Introduction

RatSLAM is a biologically inspired system for sirtarieous
localisation and mapping (SLAM) RatSLAM has been
deployed successfully on Pioneer 2 mobile robotdf@ivti
and Wyeth, 2003; Milforcet al, 2004; Prassest al, 2004]

using a camera as an external sensor for mappiag th i
To date all work with RatSLAM has been!0¢alon:

environment.
conducted with forward facing cameras with narroglds

of view (< 50°). In this paper the initial stepswards

migrating RatSLAM to an outdoor robot equipped Wi

omnidirectional camera are discussed. The majofitthis

work is occupied with changes to the vision systerd the
visual learning process in order to benefit from ithcreased
field of view.

1.1 RatSLAM

RatSLAM is based on techniques used in computationalystems,

three main modules: Pose Cells (PC); Local View){LAnd
Path Integration (PI). The PC module is the heérthe
system; it is an array of neural units that mamgathe
robot’'s pose estimate. Each unit in the PC can be
considered to correspond to a regionxny, ) space. The
more activated a unit becomes, the more RatSLAM:bes
it is near that unit’s position. The Pl moduleésponsible
for adjusting the activated Pose Cells based orrdhet’s
sense of self motion. Finally, the LV represehts éxternal
sensors of the robot, in the form of another aofyeural
units. RatSLAM uses Hebbian learning to associatieea
LV units with active PC units to build a map in theem a
set of vision — pose correspondences, which car la¢
used to adjust PC activity. The LV units respoodsome
form of cue in the robot’'s camera images. In thst,pthis
has been the presence of particularly colouredctbjer
significant edges in the environment.

1.2 Appearance Based Visual Learning

RatSLAM associates the visual scene with a position.
RatSLAM does not need a complicated analysis of the
environment, provided that the LV representationthe
ame or similar each time the robot visits a paldic
This can be accomplished by making L\tsun
respond to particular visual appearances. The megsnt
RatSLAM vision system memorised views as it trawklle
through the environment [Prasser al, 2004]. Each LV
unit corresponded to one of the learnt views and wa
activated when the camera image matched the Uadmt
view. This system worked quite well and the newdoar
system should benefit from functioning in the sanasy.

The notion of learning the robot’s view and asstiia
it with place has been used before in biologicatiypired
robots [Arleoet al, 2001], and in other robot localisation
in particular systems using panoramic or

models of the rodent hippocampus. The system twnta omnidirectional cameras [Gonzalez-Barbosa and lbacro

1 This research is sponsored in part by an Austrdtiesearch
Council grant.

Ulrich and Nourbakhsh]. These systems for learning
panoramic views have used histogram matching. In a
histogram matching scheme images are representeal by



histogram of some set of attributes, for exampgtdgrams
of greyscale brightness, colour, or edge directamd
intensity. The primary advantage of histogram miaig is
that when the histogram is computed the informatibout
the position of features in the image is discardefince
rotation of an omnidirectional camera about itsagbtaxis
results in a rotation of the image about its centhe
histogram description of the image should not ckaagthe
camera rotates. Given that, on mobile robotscHraera’s
main axis is parallel to the robot’s rotational saxihen a
histogram description of an image should be invdria the
rotation of the robot. Aside from the invarian@erbbot
rotation, histograms have the other useful properti
- compact representation of images;
a small level of translation invariance; and

The large level of visual coverage provides an ofpiy

to generalise from one robot pose to another. When
RatSLAM was used with 50° field of view camerasywés
unable to extrapolate from one view to anotheris Tdrced

the robot to travel to the new position to detemriis visual
appearance. This is particularly troublesome fobot
rotation, for example while traversing a corridor one
direction RatSLAM is unable to gather the informatio
needed to re-localise when travelling in the opigosi
direction (except by using a turn-back-and-lookabur).

2.1 System overview

The vision system has four basic steps. Firdtlg,itnage is
converted to a panoramic representation and nosedhlin
intensity (Figure 2 A histogram of the panoramic image’s

a number_of convenient matching metrics,intensity is constructed and used to representvibeal

including
Lacroix, ; Ulrich and Nourbakhsh].
These properties make the histogram matching afalis
appearance an attractive option for the deploymant
RatSLAM on a robot with an omnidirectional camera.

1.3 Summary of Paper

This paper is primarily concerned with the stepsdeel to
make RatSLAM work with outdoor data.
significant changes were made to the vision systéich is
outlined in the next section. Other changes t@GRAM are
detailed in section 3 while the outdoor robot antieo
aspects of the experimental setup are describeddtion 4.
RatSLAM trajectories and other results are in seciiand
conclusions and a summary of further work are aiise 6.

2 Vision System

The new platform, an autonomous tractor, is equippith
an omnidirectional camera, providing approximat8R0°
of visual coverage around the robot with a smaficbkpot
facing towards the rear of the robot (Figure 1).

Robot's view of
omnidirectional camera, the sensor that RatSLAM tisenaintain
its localisation. The robot is facing towards thp of the image.
The support for the mirror obscures part of theotsbfield of the
view towards its rear.

Figure 1: its environment througin

matching [Gonzalez-Barbosa and scene to a matching mechanism.

The most

This histogram is
compared to a learnt library of reference histograim
produce a shortlist of candidate views. Histograinad are
sufficiently distinct from those already learnt axéded to
the library, as is the panoramic image that produte
histogram. Finally using the learnt panoramic iesmghe
orientation of the robot relative to when each bt
candidate views was learnt can be recovered.

s R i
Figure 2: A panoramic image constructed from Féglr The area
near the centre of Figure 1 has been discardetcamtains little
information useful for re-localisation. The ardatloe panoramic
image containing the camera blind spot or dead hasebeen also
cropped. The image shows a view of about 320°rat tlue robot.

Histogram Matching

By using a rotation invariant representation of tanera
input, it is possible to build a visual scene matgrsystem
similar to that already used successfully with R&M8. A
well demonstrated method view matching with
omnidirectional cameras is Histogram Matching.

While many different image attributes can be ineldid
in the histogram matching scheme, for the time dein
RatSLAM uses only normalised greyscale, which is
matched using the Jeffrey divergence. Thetatistic was
originally used but it behaves badly when a histoghin
has a zero entries. Jeffrey divergence has prelyidaeen
found to be a good metric for histogram based isatibn
[Ulrich and Nourbakhsh, 2000]. For two histogratdsand
K, with entriesh; andk;, the divergence is:

. 2k
) | 3 |
h; log —” +k; log — Q)

d;(H,K)=

The divergence is calculated between the histograithe
current camera image and all of the learnt histogra
Learnt histograms whose divergence is below a tiotds
are considered to be reasonable matches and areasen
candidates to the next stage of the vision systaihen
there are no matches against the learnt histogthemsthe
current histogram is memorised. In this way thieotowill
traverse its environment learning places that aseally
distinct from each other. Each histogram effedyive



represents a small area of the environment. HomsEnee
histogram matching uses visual appearance it isilples

3 Alterations to RatSLAM

that one histogram may match many locations in thépart from the new vision system there were sonfeerot

environment.

Recovery of Orientation

If only the histograms are stored then by usingtation
invariant recognition scheme we have lost the tgbiid
recover the robots orientation during re-localmati The
solution is to store the image that generated thmdram.
After recognising a scene by using histogram matgiihe
reference image can be matched against the curaemera
image for various hypothetical rotations of theabb The
best fit will indicate the difference in robot antation from
when the reference image was acquired.

Determining rotation can be best accomplished fro
the panoramic image. In the unwarped image eakthmco
of pixels corresponds to a particular bearing,iswkting a
change in orientation of the robot can be accorets
simply by shifting the image in the appropriateedtron.
Additionally the panoramic image does not retam ¢entre
part of the omnidirectional image. This area i$ thought
to be useful for localisation as it usually consaonly the
road near the robot.

changes that needed to be made to RatSLAM. The mos
significant of these were made to the visual asgici
process in order to again to take advantage of the
omnidirectional camera. The spatial resolutiorat th
RatSLAM operates at was also reduced.

3.1 Local View

In the RatSLAM architecture the Local View (LV) cll
represent the robot’s external sensors to the oéghe
network. As in recent indoor RatSLAM work each L#lic
corresponds to one learnt template. The activatibthe

rﬁ:e”' V,, increases as the difference between the camera

Image and the templatd, decreases:

V. = l/(dl +e) di £dmax

. 0 g4 )

max

Where dnax is a sensitivity parameter and prevents
numerical blow out. Finally the activation of aff the LV
cells are normalised to unity. The orientationtloé robot

In the current system the panoramic images aréE'ﬁtive to the template also needs to be exprdsstbe rest

reduced in resolution to lower the computationaldl@f the
matching process. The learnt image in memory tated

of RatSLAM; this is accomplished by a set of offeelices
that accompany the LV cells. These offsets arentimber

through 360° in 36 discrete steps and comparedhéo t Of steps that the template image was rotated Bctoeve

current camera panoramic image using a Sum of Absol
Differences (SAD) metric. The number of rotatiostéps
taken to find the best fit is reported by the uisgystem to
the rest of RatSLAM, which uses it as a coarse nreasf
bearing.

A portion of the full panoramic image is a dead eon
created by the support for the mirror. This a@ates with
the robot and appears static in all camera imagéscannot
be used in the matching process. The positiomefdead
zone must be tracked when rotating images to ertbate
the matching metric is not computed for this ameaither
the camera image or the learnt template image (Eig.
This will introduce a bias towards making matchdsere
the two dead zones are not overlapping, since @seh
circumstances the SAD is calculated over a smalten.
Normalisation by the number of pixels that conttédzlito
the matching solves this problem.

Camera Image D
z
0° 359°
Template D i Temp-
Image Z i late
Image
00

Figure 3: When rotating the template image to rietee at what
orientation it best matches the current camera énthg camera’s
dead zone must be taken into account. The robst a
knowledge of what lies in the dead zone in eitler ¢urrent or
template images so these areas cannot be compared.

the best match.

3.2 Visual Association

RatSLAM associates LV units with activated unitstire
three dimensional Pose Cell array (Figure 4).
orientation of the image is also stored during Wsual
association process by determining which Pose Wellld
be activated after undoing the rotation indicated the
vision system. In other words, the activated L\itaimre
associated with the Pose Cells that should be eadfithe
image was detected at no offset. If an active P& ju
located at orientation; is to be associated with LV uriit
and offset, ;, then the LV unit is actually associated with a
PC unit located at the same position but at ortemta’;:

qi}ZQj'fi 3)

Similarly, when re-localising, the LV injects engrtp the
pose cells that have been associated with the Lt\shifted

in the direction by an amount controlled by the LV unit’s
offset:

The

q; =4 +1, @)

The vision system reports offsets in the integageaof zero

to 35, which is the same as the number of cellgthi
RatSLAM system’s axis. This drastically simplifies the
process of computing the array index of the PCrafte
rotation.



4.1 Data Sets

e Two data sets were acquired from the robot asetsed a
1 large out door looped road approximately half arkiétre in
E
g

length. In the first experiment the robot completevo
loops in a clockwise direction, while in the secdhd robot

= completed one traversal in each direction. Theas atime
‘ delay of about 45 minutes between the first andrsec
- datasets. Camera images were acquired at 1 Hzododl

Figure 4: The local view network and pose cell reekw Activated odometr_y at about 15 Hz.  The robot's path takwwgh
units in the local viewy,, become associated with activated units P0th built up areas and unstructured natural are&side
in the pose cellsP, through learnt weighted connections betweenfrom changes in lighting caused by clouds obscutime
the two networks. The relative orientation of thbot reported by ~ sun, there are also humans moving around from tintiene
the vision system is used to dynamically changeRbse Cells in the robot’s field of view. These changes male ttsual
each LV-PC link is connected to. environment dynamic rather than static.

4 Experimental Setup

The experiments described in this paper were peddr \
offine on data acquired by the robot during selera —
traversals through an outdoor environment. Theingffl &
processing of data was a matter of experimental

convenience; the vision and RatSLAM algorithms ¢ten

made to run in real-time. The outdoor robot is actir Star
developed by the CSIRO [Ushet al, 2003]. Aside from
the omnidirectional camera and odometry sensorgaiator

is also equipped with a laser range finder and @m®p
neither of which are used by RatSLAM.

Figure 6: Approximate trajectory of the robot dgi data
acquisition. The arrows indicate the path of tbleot during the
first lap of the environment.

4.2 System Parameters

The panoramic images are constructed with a resolwf
0.01 rad/pixel and occupy a solid angle of 5.6 rad
horizontally by .52 rad vertically. The histograimsve 64
bins and a Jeffrey divergence of 300 is considevdak the
maximum divergence before learning a new histograime
image matching is conducted at a lower horizontal
resolution, where each pixel corresponds to 1°Zootally.

If there was no camera dead zone then each retemerage
would 36 x 28 pixels in size. This resolution f®sen to
simplify the image rotation process. The SAD matalses

a difference of less than 150 as a match. Mosbwisi
parameters were selected by estimate and the only
parameter that was extensively tuned was the hmtog
divergence. The RatSLAM visual association prodess

to be made weaker to reflect the increased ampiguithe
vision system. Finally RatSLAM pose cell resolutivas
increased from 250 mm to 2000 mm, reflecting thengie

in scale from previous indoor environments to thewn
larger setting.

5 Results

Two main results are acquired from the experimahts1V

activity and the RatSLAM trajectory. RatSLAM maimtsii

an approximately Cartesian mapping of the envirarime
Figure 5: The autonomous tractor. The omnidiceeti camera  with an emphasis on consistent and repeatabletsasiher
and mirror assembly is mounted on an elevated patove the than physical accuracy. A good result for RatSLAM i
front wheels. when repeated robot trajectories in the real world

correspond to repeated paths of active Pose Cells.



5.1 Vision Results

The activated LV units during the experiment arevah in

Figure 7. The system begins with no learnt LV sirshd

numbers them in the order that they are learntsinguthe

first rising line in Figure 7. At 300 seconds intbe

experiment the robot has completed one circuitheflbop

and begins a second one, at this point previousiynt

histograms are found again and the LV units begirbe

activated again in the same pattern as on theléipst The

system continues to learn new histograms and tecroie

LV units on the second lap, although at a reduegel rThis

is partly because the some parts of the environrhame

changed visually between laps but also becausseytem C
has been set to a low level of generalisation. ddminual b
increase in the number of learnt histograms wireéually

finish once all of the likely views of the enviroent are

learnt.

Start a

Figure 8: RatSLAM trajectory while completing tworward
250 : : : : ‘ ‘ traversals of the route shown in Figure 6. During second lap
the RatSLAM recognizes that it is repeating a legrath and
adjusts its perceived position from a to b. Redisaions are

200 -

LV Cell Number

50

150

100 (-

Time [s]

700

shown as thin lines.

The system does make one error early in the fystwhere
it incorrectly re-localises from point ¢ to point brigure 9
shows camera images taken at both of these paintst &
easy to see why these two points could be misfiedsi
especially when the images are compared in sudaese
way. Usually RatSLAM ignores short term vision esro
like this, however this error persisted long enough
RatSLAM to decide that there was sufficient evidetecee-
localise. This is more an error on the part of Hison
system than of the SLAM component. In order to tied
images in Figure 9 apart a more detailed descriptidl be
needed than just a histogram of grey scale intensit

Figure 7: Activated LV units versus time as thieatotraverses the
environment. For any given input zero or more tieies may be
found. Beginning at 300 seconds the robot begineetrace its
path and re-encounter previously seen views, tiagulh repeated
patterns of LV activity.

5.2 Trajectory Results Figure 9: Panoramic images acquired at point p) (émd point ¢
(bottom) in Figure 8. A consistent misclassifioatiof the bottom
The RatSLAM trajectory results for the forward patte image causes RatSLAM to re-localise from c to b.
shown in Figure 8. This figure shows the trajectaf both ] ] )

laps superimposed upon each other. There is agmsgy 5.3 Travel in Both Directions

overlap of the second lap’s trajectory upon thestfir ag a final test both data sets were combined im® large
indicating the network is using visual informatid®  yn jn which the robot travelled in both directicalsng the
continuously correct its believed position in therld.  |oop. This is a particularly difficult data setthe end of the
RatSLAM is also able to recognise the looped natfihie  first run does not coincide with the start of tleeand run
path and adjust its position to account for theroelly  effectively causing a global kidnap of the roboht the
errors that accumulate. This can be seen when aftehme time a large time window has elapsed unbekstotwn
completing the first lap RatSLAM changes its bel@ve the ropot during which the visual environment maawé
position from point to pointb. changed. The trajectory of the combined run isashin
Figure 10. The main purpose of this experimernbisest
the ability of RatSLAM to localise the robot whiigvelling
in a novel direction along a route that has alrebdgn
learnt.



6.1 Future Work

The system could be expanded to use other imagjeuddts
such as colour in the histogram recognition stagkso the
system can be easily blended with the edge detectio
scheme previously used with RatSLAM [Prasstral,

a 2004] at both the histogram stage and the oriemtati
recognition stage. This will be the immediate neteige of
development.

RatSLAM’s capabilities could also be tested on
less topologically structured outdoor environmenfst
example, large open areas without obvious path®wtes.

b Finally, RatSLAM could be fully deployed to operate the
robot in real time.
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