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Abstract — RatSLAM is a system for vision based
Simultaneous Localization and Mapping (SLAM) that has
been shown to be capable of building stable representations of
real world environments. In this paper we describe a method
for using RatSLAM representations as the basis for
navigation to designated goal locations. The method uses a
new component, goal memory, to learn the temporal gradient
between places. Paths are recalled or inferred from the goal
memory by following the temporal gradient from the robot’s
current position to the goal location. Experimental results
have been gathered in a combined office and laboratory
environment using a Pioneer robot. The experiments show
that therobot can perform vision based SLAM on-lineand in
real time, and then use those representations immediately to
navigate directly to designated goal locations.

Index Terms — SLAM, Goal Memory,
Mapping

Navigation,

|. INTRODUCTION

In previous work, we have shown a system called
RatSLAM performing Simultaneous Localization and
Mapping (SLAM) in real time in a range of unmodified
indoor environments using vision as the only external
sensor [1]. RatSLAM, named for its inspiration from the
rodent hippocampal complex, builds a distributed
representation of the environment in a group of neural
networks. In this paper, we show how the distributed
representation built by the RatSLAM algorithm can form
the basis for efficient goal directed navigation. In this new
work, we describe a goal memory system that learns the
time taken to travel between places in the environment.
This information provides the basis for a recall algorithm
that gives the most efficient path to the goal location.

The following section (Section I1) describes the
RatSLAM architecture and compares and contrasts
RatSLAM with other major SLAM methodologies. A
detailed description of how the goal memory system is
implemented is given in Section I1l. Section 1V describes
the experimental setup. Results for exploration and goal
navigation tests from areal robot in a combined office and
laboratory environment are shown in Section V, before
discussion in Section V1, and a conclusion in Section V1.

Il. RATSLAM ARCHITECTURE

The architecture of the RatSLAM system is shown in
Fig. 1 [1]. Therobot's poseis represented by activity in a
competitive attractor neural network called the pose cells.
Wheel encoder information is used to perform path
integration by appropriately shifting the current pose cell
activity. Vision information is converted into alocal view

representation that is associated with the currently active
pose cells. The association between local view and pose is
stored in weighted connections between the respective
neural networks. A familiar visual scene causes activity to
be injected into the particular pose cells linked to the
corresponding local view, enabling the robot to re-localize
based on familiar visua input.

Fig. 1 shows a new component of the RatSLAM
system, the goal memory. The goal memory learns the
tempora gradient between places in the environment. By
following the temporal gradient to a goa location, the
robot can perform goal oriented navigation. The goal
memory is the focus of this paper, and will be described in

detail in Section 111.
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Figure 1 — Overview of the RatSLAM architecture.

A. PoseCdls

The pose cells are implemented as a competitive
attractor network, a neural network that converges to a
stable pattern of activity across its inputs. Each unit in the
network excites units close to itself and inhibits those
further away, which leads to a clump of activity known as
an activity packet eventually dominating. Activity injected
into the network near this winning packet will tend to move
that packet towards the point of injection. Activity injected
far away from the activity packet will create another packet
that competes with the original. If enough activity is
injected, the new packet can ‘win’ and the old packet will
disappear. The pose cells are arranged in an (X, Y, 6)
pattern, alowing the robot to simultaneously represent
multiple pose estimates in X, y and 6. For indoor
experiments each pose cell represents approximately
0.25m x 0.25 m in area and approximately 10 degrees in
bearing.
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B. Path Integration

The path integration process updates the pose activity
packet(s) by injecting activity into the pose cell network
based on robot wheel encoder velocities. The process need
not necessarily be Cartesian, although the implementation
described here is roughly Cartesian to aid in visualization
and weight assignment.



C. Local View

The local view module is a collection of neural units
that represent what the robot sees through the on-board
camera in aform that can be associated with the pose cell
representation. The local view structure is a one-
dimensional array of neural units, each of which responds
to a different visual scene. Exploration of large indoor
environments typically recruits 2000 to 3000 neura units
responding to distinct views. Camera input is processed by
a biologically motivated feature extraction of the image
followed by a scene recognition stage. The details of the
vision system architecture are described in [1].

The local view units are associated with the pose cell
units using Hebbian learning: weights between
concurrently active units are increased in strength (Fig. 2).
As the weights develop, they inject activity from the local
view units into the corresponding pose cell units, so that
the robot can recall its pose based on familiar visual input.
Learning and recall happen continuously and concurrently;
there are no distinct learning and recall phases.
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Figure 2 - Local view network and pose cell network. Activated unitsin
thelocal view become associated with activated unitsin the pose cells
through strengthening of connections between the two networks.

D. Characterizing RatSLAM

RatSLAM is ahybrid method — it has characteristics of
feature based, grid based and topologica SLAM
techniques. A typica example of alandmark based SLAM
approach is the use of Kalman filters to track landmarks
and edtimate localization [2]. RatSLAM uses visud
features or landmarks as the basis for the local view to pose
cell association, but does not explicitly label or track them.
Instead the system can use ambiguous visual input to
support any number of robot pose hypotheses, which
converge to a single hypothesis without ever seeing a
unique landmark.

A well known example of an occupancy grid based
method is the use of the Expectation Maximization
agorithm to adjust data to a Cartesian base using off-line
computation [3]. RatSLAM, by contrast, is an online
agorithm, that relaxes the Cartesian constraint by forming
topological links within the loose grid structure set up by
the pose cells. Path integration errors are corrected by
topologica ‘snaps in the map rather than iterative
correction of a global Cartesian map. These topological
links originate in the local view to pose cell connections.
When a local view unit becomes connected to more than
one place, it forms an effective link between those two
places.

That is not to say that the system becomes strictly
topologica (as in, for example, [4]). Pose cells localy
correspond to an approximate physical area and robot
orientation, but can be stretched, compressed or twisted
during mapping to represent an arbitrary physical pose
space. A strictly topological approach connects places by
arcs that describe how to navigate between places, while
RatSLAM uses links to connect place representations that
are actually the same place.

The RatSLAM representation is robust, flexible and
readily computed on-line. However, it lacks an explicit
representation for use with existing navigation routines.
This paper shows how the RatSLAM representation can be
used to perform goal oriented navigation.

I1l. GoAL MEMORY

The goal memory system provides the link between
RatSLAM’s distributed representation of the environment
and goal oriented action. An example of a goal oriented
action might be a delivery, where a robot is required to
take a parcel to a specific location. The problem for the
delivery robot is to know in which direction to move in
order to reach its destination in the most effective manner.
For RatSLAM, goal memory provides the answer.

The goal memory learns the temporal gradient between
places in the environment. The temporal gradient refers to
the time taken to navigate between places, and accounts the
speed at which the robot travels as well as the distance the
robot is required to cover. It learns the gradient during
exploration, at the same time as it builds the pose cell
representation of the environment. To find a path to a goal,
the gradient is integrated from the goa location. The
integral builds quickly aong long or difficult paths, and
slowly on more direct paths that the robot can navigate
effectively. The robot chooses the direction with the least
integral, where the integral corresponds to the temporal
distance to the goal.

A. Learning

The goa memory structure consists of a two-
dimensional array of cellsthat are a projection of the three-
dimensional pose cell structure along the 6 axis, they
represent the activity in the (x,y) plane (Fig. 3). The goal
memory system inherits the spatial characteristics of the
pose cell structure, partialy grid-based and partialy
topological. The activity level of each goal memory cell is
obtained by summing the activity in al the pose cells
representing a certain (X, y) location but range of 6:

Gy = Py (1)
=0

where G isthe goal cell activity level and P is the pose cell
activity level. Connections are formed between goal
memory cells that are currently active and the cells that
were active during the last system iteration. These links
convey information about the time to travel from place to
place in the environment. Large values of these
connections correspond to long travel times, while small
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Figure 3 — Active goal cells are linked both forwards and backwards in
time.

values indicate short travel times. The connections are
initialized with large values between al places. The
connection strengths between places are built from three
parts:
- thetime duration between iterations, t,

the activity level product of the linked goal memory

cells, x, and

the cell distance between the goal memory cells, 6.

The dominant component is t, the temporal difference
between the last and current iteration given by:

t=n (t- tq) 2
where t, is the time that the k™ iteration occurred and 1y is
an experimentally determined significance factor (as aren
and n ) that weights this parameter’s contribution to the
link update. This parameter forms the basis of the
connections.

The activity level product is given by:

2

—(GmaX) -10 (3)

where G is the maximally activated goal memory cell, G;
is the activity level of cell i during the last iteration, G; is
the activity level of cell j during the current iteration and n

isthe significance parameter. Pose cell activity packets are
most strongly activated at their centers with a sharp drop
off towards their boundaries. The y parameter ensures links
between two weakly activated goal memory cells are given
larger values (meaning longer in time) than between
strongly activated cells. This ensures the goal memory
system is less likely to use these connections when
determining the fastest route to the goal.

The cell distance parameter 6 ensures that links
between cells that are physically far apart in space have
larger temporal values. This distance parameter is assigned
a low significance factor, n . It is primarily used to
differentiate between the near side and far side of the
activity packet, rather than to provide a spatial measure. §
isgiven by:

X=n

d=n \/(Xi'xj)2+(yi'yj)2 (4)

where (X, y;) are the matrix co-ordinates of the cell from
the last iteration and (x;, y;) are the co-ordinates of the cell
from the current iteration.

The update equation for alink is amoving average:

+1+y+6
g =P (5)

where p isthelink strength. Cells are linked both forwards
and backwards in time, that is w; = w; where p; is the
forwardsin time link and ;; is the backwardsin time link.

B. Recall

To find the best path to a goa location, the goal
memory system forms a temporal map which is based on
the integral of the temporal gradient connections in the
goal memory. The temporal map is an array of cells, T, that
represent the time to the designated goal. The array has the
same dimensionality as the goal memory array. To form the
integral, the value of each cell in the temporal map is set to
alarge value, except for the unit which corresponds to the
goal location which is set to zero. The activity level of each
temporal map cell is updated, iteration by iteration, as
follows:

NI
Ti=min T;, (Tj"'Hji) (6)
j=1
where N is the number of links from other cells to cell i
and p; is the connection strength from cell j to cell i.
Network iterations are then repeated until a stable state is
reached. The system is considered to have reached a stable
state when the activity level is not decreasing in any cells.
In this stable state, cell activity levels are lowest at the goal
and increase as one gets further (in time) from the goal
cell. To work out the direction that the robot should move,
the system searches tempora map cells surrounding the
current pose activity packet for the travel direction that will
yield the fastest decrease in cell activity. This corresponds
to the direction that is best to approach the goal, which is
used asthe basis for goal directed navigation.

As with the pose memory system, recall and learning
of the goa memory system happen continuously and
concurrently. By updating the goal memory as the robot
attempts to achieve the current goal, the system can
potentially find better paths as new information is learnt.

1V. EXPERIMENTAL PROCEDURE

Experiments consisted of an exploration and a goal
navigation stage. At various times during exploration the
experimenter designated the robot® position as a future
goal by pressing a key on a laptop wirelessly connected to
the robot. Another button press switched the robot from
exploration to goal navigation mode, with the robot
seeking out each goal in order. The only user input was to
choose goal locations and tell the robot to start the goal
navigation process. The task of exploring, performing
SLAM and navigating to each goal was left entirely to the
RatSLAM system. The visual and goa memory learning
processes were active during both the exploration and the
goal navigation phases. RatSLAM does not require that
goals be pre-specified during the exploration phase - it can
handle new goals or goal location changes even during the
goal navigation phase. For these initial experiments goals
were specified only during exploration because it made it
easy for the experimenter to note the physical location of
the goal within the environment.



A. Robot Setup

Testing of the RatSLAM goal memory system was
performed on a Pioneer 2DXE mobile robot equipped with
a 50 degree field of view forward facing camera, eight
sonar sensors and wheel encoders. Vision processing was
performed using the robot® onboard 400 MHz Athlon K6
processor, with the robot sensory information wirelessly
transmitted to a 1.1 GHz Pentium Il laptop. The
remainder of the RatSLAM system, including the goal
memory module, was run on the laptop. All networks were
iterated synchronously at an average rate of 10 Hz. The
rate varied under computational load as much as 5 Hz on
occasions, but without adverse effects.

B. Test Environment

The testing environment was the floor of a building at
our university campus. Previous tests had demonstrated
that the RatSLAM system was capable of creating
representations of the whole floor and using these
representations to stay localized. Testing of the goa
memory system was performed in various sections of this
floor environment. Fig. 4 shows the floor-plan and robot
paths for the results presented in Section V. Some typical
image captures from the robot camera during an actual
experiment are shown in Fig. 5. These images show some
of the wide range of visual scenes in the environment, as
well as the different surfaces and spaces the robot
encountered. Exploration was conducted in normal office
hours with occupants moving around and about the robot.
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Figure 4 — Floor-plan and approximate robot trajectory for the
experimental results presented in Section V. The numerical labels
indicate the two goal locations.

Figure 5 — Robot camera captures from test environment. (a) Corridor
looking towards open plan space (b) Corridor looking in opposite
direction (c) Laboratory (d) Entrance to open plan space (€) Open plan
space (f) Highly cluttered area of open plan space.

C. RatS_LAM Parameters

The pose cell array was formed from 140 x 80 x 36
cells, covering pose over 35 m x 20 m x 2z (a larger area
than the test environment to alow for non-Cartesian map
properties). The formation of the pose memory is
controlled by the learning rate of the Hebbian process used
to associate local view with pose. A low learning rate
dlows the system to go on learning and associating
ambiguous visual input indefinitely, but increases the
length of visua input required for it to relocalize.
Conversely, a high learning rate gives the system rapid re-
localization ability, but limits the learning of ambiguous
input. The learning rate was set to 0.15.

The goal memory connections are formed based on the
three parameters, n, 1, and n as described in Section I11.
Parameter values of 1.0, 0.25 and 0.1 respectively were
found to produce sensible temporal maps and were used
for this experiment. The system was found to be
insensitive to small changes to these values.

D. Exploration Srategy

In order to perform these experiments autonomously,
the robot was given a behavior-based exploration strategy
driven from the sonar sensors. The behavior was alternated
between left hand wall following and a turn-back-and-look
behavior. Both behaviors were subsumed by an obstacle
avoidance behavior. The turn-back-and-look behavior
would attempt to retrace the recent path and then return to
the initial position. It was triggered by either traveling a
distance greater than three meters, or turning through an
angle greater than 30 degrees. The purpose of this behavior
was to view each region from different directions.

V. RESULTS

In this section we present detailed results for a typical
goal memory experiment. The robot had no prior
knowledge of the environment or its goals before
commencing the experiment. From the robot’s perspective
it was placed in a completely unknown environment, which
it was expected to explore and map whilst staying
localized. The experiment was to test its ability to
effectively find its way between goal |ocations which were
only provided during the experiment. It was run in rea
time with no off-line computation. The entire experiment
was conducted over a time period of 17 minutes, during
which the robot traveled approximately 166 meters.

A. Performance Indicators

The main performance indicator is whether the robot
was able to find each goal, and the suitability of the path it
chose to navigate to each goal. As the robot’s interna
representations of space do not match Cartesian maps
(such as the floor layout plan in Fig. 4), the results have
been presented in the context of grid occupancy plots. The
occupancy plots were generated using a simplified version
of Moravec and Elfes model of a wide angle sonar beam
and a Bayesian update scheme [5]. The plots are stored in
the same representation of space as used by the pose cells.
These plots are intended to enhance viewing of the results,



but are not used by the SLAM or goa memory systems.
The trgjectory plots show the robot’s position over time
based on peak activity in the pose cell network.

B. Exploration

The robot spent 13 minutes exploring the office and
laboratory environment shown in Fig. 4 and Fig. 5. During
this time it simultaneously learnt both the pose memory
and goa memory relationships. The local view system
recruited 1274 units to represent the visual appearance of
the test environment. Fig. 6 shows the tragjectory and
occupancy plot of the environment just before the robot
was instructed to start navigating to the goals. The
occupancy plot shows warping of the environment that is
typical of RatSLAM representations.

Figure 6 — Trajectory and occupancy plot just before the robot starts goal
navigation.

C. Navigating to the First Goal

When the robot was located at point A it was
instructed to seek out the goals in the order they were
designated. To navigate to the first goal, the goal memory
system initiated the recall process, integrating the goal
memory weights to form the temporal map. The temporal
map’s stable state is shown in Fig. 7. The lightly shaded
regions are cells with low activity levels, indicating they
are close to the goa location in time and distance. By
moving in directions which result in the maximum decrease
in the temporal map cell activity levels, the robot is able to
take the fastest route to the first goal, shown in Fig. 8. The
system stopped navigation when the most probable robot
position (the peak of the largest activity packet in the pose
cells) was within one cell of the goa location. Navigation
of the 16.5 metre path took alittle over 96 seconds.

D. Navigating to the Second Goal

Upon reaching the first goal, the temporal map
recalculates the spread of activity for navigation to the
second goal. The stable state distribution of activity is
shown in Fig. 9. Once again, the robot is able to navigate
to the second goal by moving in directions that result in the
maximum decrease in temporal map cell activity.
Navigation of the 21 meter path took about 140 seconds
(Fig. 10).

Figure 7 — Spread of activity in the temporal map cells after the first goal
wasrecalled. Lighter areas correspond to lower cell activity levels and
hence locations closer in time to the goal than darker areas.

Figure 8 — Trajectory and occupancy plot showing the path the robot
traveled to reach the first goal.

Figure 9 - Spread of activity in the temporal map cells after the second
goal was recalled. At B the only movement direction that resultsin a
decreasein goal cell activity isdirectly to the left.

Figure 10 — Trajectory and occupancy plot showing the path the robot
traveled to reach the second goal.



At point B the robot has a choice of two reasonable
routes to the goal. In the experiment, the robot chose the
top route which was the faster path to the goal even though
the two routes are similar in length. The reason for this
choice can be found by examining the gradient of the
temporal map cells aong the two routes. The dowly
declining contours on the upper path show that the robot
was able to navigate quickly through this area during
exploration, while the steeper contours of the lower path
indicate slow progress. The slow progress of the lower path
is attributable to poor sonar conditions along this route
adversely affecting the navigation performance of the
robot.

There is a plateau at point C in the tempora map
where it is possible for the goa memory movement vectors
to be split evenly between taking the upper and lower
paths. The choice of the robot as to which path to take in
this condition is arbitrary and assumed equal from the data
gathered. Note that there are no local minima on the way to
the goal — nor can there be, as the integral operation in (6)
precludesit.

E. Other Observationsfrom Trials

The robot has been tested with repeated trials in and
around the environment shown in Fig. 4, athough space
precludes detailed description here. The robot has
consistently  built useable representations of the
environment, and has repeatedly demonstrated the ability
to achieve designated goals. In some experiments, the maps
built by the pose cells formed representations that were not
as spatially coherent as the results presented above. These
maps relied upon RatSLAM'’s topological properties to
associate pose cells that represented the same place despite
being separated in the cell array. The goal memory system
till performed correctly in this situation.

The RatSLAM system is limited in the area that it can
process. In its current configuration, the computing
hardware can process over 800,000 pose cells at 10 Hz, as
well as the vision processing and navigation algorithms.
For the pose cell sizes used in these experiments, this
corresponds to an area of 1500 m? Computationa load is
dominated by the association and recall of the local view to
pose weights, followed by computation of the pose cell
dynamics.

VI. DISCUSSION

The results presented here show that the goal memory
system is able to use the world representations and
localization provided by the RatSLAM system to perform
effective navigation to goals in an environment. The times
taken to explore and to navigate to goal locations were
dominated by the navigation behaviors of the robot. The
poor performance of the sonar sensors led to a conservative
approach to obstacle avoidance. Improvements in sensing
and obstacle avoidance behavior design would lead to
faster exploration and goa recal. The RaSLAM
agorithms do not appear to be the limiting factor in this

respect.

These experiments were conducted in static
environments. Currently, if the robot encounters a new
obstacle during navigation to a goal, the goal memory links
are updated to show the blockage. By triggering the recall
process when there is a mismatch between temporal map
based movement commands and possible movements
reported by the local behavior module, the system will be
able to calculate a new aternate path, if one exists within
its experience.

A. Future Work

There are severa interesting areas for further work.
Experiments will be carried out in larger environments,
taking advantage of faster off-board computation and some
obvious coding speed-ups. Experiments will aso be
conducted to see how the system performs over longer time
periods, including long term tests over severa days and in
dynamic environments. We will test the ability of the robot
to find a goa after kidnapping. Previous work has shown
the ability of RatSLAM to re-localize from kidnapping, but
the effects on goal memory are unclear.

Another avenue of interest is to increase the distance
that the recall algorithm will search for a minimum value in
the temporal map. Potentially the robot will try and take
shortcuts rather than strictly follow the trail of decreasing
cell activity. We will analyze how this impacts goal recall
performance and also whether the system can exploit local
spatial properties of its world representations.

RatSLAM’s environmental representations are not
human friendly like a regular metric or topological map.
Future research will investigate using language games to
trandate the robot’s rich representations of pose and
perception into human comprehensible symbols.

VII. CONCLUSION

This paper has described the integration of a new goal
memory module with the RatSLAM system. Detailed
results were presented for a representative experiment
carried out on the floor of an office building. These results
showed that the RatSLAM and goal memory systems can
not only perform exploration and mapping of an
environment, but can also then use what they have learnt to
navigate effectively between goa locations in the
environment.
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